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Abstract

The rapid growth of biological data that is paired with the high cost, time consumption, and failure
rates associated with traditional drug discovery pipelines have intensified the need for computational
approaches capable of efficiently predicting intermolecular interactions and accelerating therapeutic
development. Bioinformatics, coupled with machine learning techniques and recommender system
paradigms, has emerged as a powerful framework for modeling complex biological relationships such
as drug-target and protein-protein interactions, and drug-disease associations. However, these tasks are
challenged by data sparsity, high dimensionality, heterogeneity of biological entities, and the presence
of orphan proteins or drugs with limited to none interaction knowledge.

This thesis investigates the exploitation of recommender systems and deep learning models for
intermolecular interaction prediction, drug repurposing, and de novo drug design by formulating these
problems as matrix completion and matrix expansion tasks. After providing a comprehensive
background on bioinformatics foundations, machine learning principles, and recommender system
methodologies, this work analyzes their applicability and limitations in biomedical contexts.

The first contribution proposes a convolutional-recurrent deep learning-based recommender
system (RSCRDL) that leverages convolutional-recurrent synergy to capture both local structural
patterns and sequential dependencies embedded within biological sequences for a more efficient drug-
target interaction prediction. Additionally, an enhanced greedy-variant, that is RSCRDL F, is
introduced to further improve feature representation and predictive performance through integrating
explicit molecular features of drugs. Extensive experimental evaluations demonstrate the effectiveness
and robustness of the proposed models across multiple datasets and biological targets (proteins that are
part of the Cytokine and Cyclin-dependent kinase families and their interactions with drugs), providing
viable drug candidates as recommendations to both regular and orphan protein sequences, while
ensuring their relevance both computationally and biologically.

The second contribution introduces a transformer-based recommender and translator frameworks
(RSSSTr and TSSTr) that are designed to exploit self-attention mechanisms for modeling long-range
dependencies and complex interaction patterns. By integrating our newly proposed fingerprint
indexation strategy alongside our enhanced encoder architecture; these models enable the accurate
intermolecular interaction prediction (matrix completion task), while accomplishing our newly
proposed matrix expansion task, where both approaches collaborate to provide newly generated, yet
relevant drug candidates for both regular and mutated protein sequences. The proposed approaches are
validated on diverse biological targets, including cytokines, Cyclin-dependent kinases, G-protein-
coupled receptors, and protein that are part of the HIV, and SARS-CoV-2 organisms, showing strong
performance in both drug repurposing and novel compound design tasks.

Overall, this thesis demonstrates that deep learning-driven recommender systems provide scalable,
and biologically meaningful solutions for interaction prediction and drug discovery, offering a
promising computational alternative to traditional experimental pipelines.

Keywords: Bioinformatics, Deep learning, Drug discovery, Drug Repurposing, Recommender
Systems.
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Résumé

La croissance rapide des données biologiques, conjuguée aux colts ¢levés, aux durée
importante, et aux taux d'échec associés aux méthodes traditionnelles de découverte de
médicaments, a intensifié le besoin d'approches computationnelles capables de prédire
efficacement les interactions intermoléculaires et d'accélérer le développement thérapeutique. La
bioinformatique, associée aux techniques d'apprentissage automatique et aux systémes de
recommandation, s'est imposée comme un cadre puissant pour la modélisation de relations
biologiques complexes telles que les interactions et associations médicament-cible, protéine-
protéine et médicament-maladie. Cependant, ces tiches sont complexifiées par la rareté des
données, leur forte dimensionnalité, I'hétérogénéité des entités biologiques et la présence de
protéines orphelines ou de médicaments dont les interactions sont peu ou pas connues.

Cette these explore l'exploitation des systémes de recommandation et des modéles
d'apprentissage profond pour la prédiction des interactions intermoléculaires, le repositionnement
de médicaments et la conception de nouveaux médicaments, en formulant ces problémes comme
des taches de complétion et d'expansion de matrices. Aprés avoir présenté un exposé¢ complet des
fondements de la bioinformatique, des principes de l'apprentissage automatique et des
méthodologies des systémes de recommandation, ce travail analyse leur applicabilité et leurs
limites dans le contexte biomédical.

La premiére contribution propose un systéme de recommandation basé sur l'apprentissage
profond convolutionnel-récurrent (RSCRDL) qui exploite la synergie convolutionnel-récurrente
pour capturer a la fois les motifs structuraux locaux et les dépendances séquentielles inhérentes
aux séquences biologiques, afin d'améliorer l'efficacité de la prédiction des interactions
médicament-cible. De plus, une variante gloutonne améliorée, qu’est RSCRDL F, est introduite
pour optimiser la représentation des caractéristiques et les performances prédictives grace a
l'intégration de caractéristiques moléculaires explicites des médicaments. De nombreuses
¢valuations expérimentales démontrent 1'efficacité et la robustesse des modeles proposés sur
plusieurs jeux de données et cibles biologiques (protéines appartenant aux familles des cytokines
et des kinases dépendantes des cyclines et leurs interactions avec les médicaments), fournissant
des candidats médicaments viables pour les séquences protéiques régulieres et orphelines, tout en
assurant leur pertinence computationnelle et biologique.

La seconde contribution présente des modeles de recommandation et de traduction basés sur
l'architecture Transformer (RSSSTr et TSSTr), congus pour exploiter les mécanismes d'auto-
attention afin de modéliser les dépendances a longue portée et les interactions complexes. En
intégrant notre nouvelle stratégie d'indexation d'empreintes moléculaire & notre architecture
d'encodeur améliorée, ces modeles permettent une prédiction précise des interactions
intermoléculaires (tiche de complétion de matrice) et la réalisation de notre nouvelle tache
d'expansion de matrice, ou les deux approches collaborent pour générer de nouveaux candidats
médicaments pertinents, tant pour les séquences protéiques réguliéres que mutées. Les approches

proposées sont validées sur diverses cibles biologiques, notamment les cytokines, les kinases



dépendantes des cyclines, les récepteurs couplés aux protéines G, et les protéines faisant partie des
organismes VIH et SARS-CoV-2, démontrant de solides performances tant dans le
repositionnement de médicaments que dans la conception de nouveaux médicaments.

En résumé, cette thése démontre que les systémes de recommandation basés sur l'apprentissage
profond offrent des solutions évolutives, et biologiquement pertinentes pour la prédiction des
interactions et la découverte de médicaments, constituant ainsi une alternative computationnelle
prometteuse aux approches expérimentales traditionnelles.

Mots-clés: Bioinformatique, Apprentissage profond, Découverte de médicaments,
Repositionnement de médicaments, Systémes de recommandation,.
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1. Research context

The bioinformatics field is currently experiencing an unprecedented data overflow that is
driven by high-throughput sequencing technologies, large-scale omics experiments, automated
chemical screening, and the continuous curation of heterogeneous biological databases. While this
data abundance holds immense potential for accelerating biomedical discoveries; it has
simultaneously imposed severe constraints upon traditional drug discovery pipelines, which were
originally designed for low-throughput, hypothesis-driven experimentation. In particular, the
prediction of intermolecular interactions (e.g., drug-target and protein-protein interactions) has
become increasingly complex due to the scale, heterogeneity, sparsity, and noise characterizing
modern biological datasets, making exhaustive experimental validation impractical in terms of
time, cost, and feasibility.

To overcome these limitations, researchers has progressively shifted toward computational and
data-driven approaches, with machine learning emerging as a cornerstone technology for
extracting knowledge from large-scale bioinformatics data. By leveraging statistical learning, and
deep neural architectures; machine learning models have enabled the automated discovery of
patterns that are difficult to capture through analytical or rule-based methods, thereby substantially
accelerating tasks such as interaction prediction, virtual screening, drug repurposing, and de novo
drug design. This paradigm shift has transformed drug discovery from a largely sequential and
experimental process into a computationally assisted pipeline, where in silico predictions guide
experimental efforts and reduce the search space of plausible biological hypotheses.

Despite these advances, most machine learning approaches deployed for intermolecular
interaction prediction still face fundamental challenges when operating in real-world biomedical
settings. As many models are heavily dependent on dense interaction matrices and well-annotated
datasets, which limits their ability to generalize to orphan and mutated proteins, emerging
pathogens, and newly synthesized drugs, for which little or no interaction data is available. In this
constrained environment, recommender systems have emerged as one of the few viable
computational paradigms, as they are inherently designed to handle sparsity, missing values, and
cold-start scenarios while framing interaction prediction as a recommendation problem rather than
a conventional classification task.

Unfortunately, the general-purpose nature of most recommender systems remain insufficient
for addressing the specific complexities of intermolecular interaction prediction problems. These
approaches often rely on handcrafted descriptors or shallow, precomputed features that fail to fully
exploit the rich and multi-modal biological spaces characterizing bioinformatics-related entities,
such as protein sequences, molecular structures, and chemical fingerprints. This limitation
motivates the development of specialized, bioinformatics-oriented recommender systems that are
capable of directly processing raw biological sequences and structural representations, integrating
multiple sources of information, and learning task-specific latent spaces that are better aligned with
the underlying biochemical mechanisms governing intermolecular interactions.

In parallel, current chemical libraries mainly used in drug repurposing strategies remain
inherently limited in size, diversity, and chemical novelty, thereby restricting the process of
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discovering innovative therapeutics. At the same time, generative models have demonstrated
remarkable success across diverse domains by learning complex data distributions in order to
enable the synthesis of novel, high-quality samples that satisfy domain-specific constraints. These
achievements motivate a strategic shift toward de novo drug design, where generative and
recommendation-based frameworks work jointly to enable the exploration of vast, previously
inaccessible chemical spaces, providing the computational capabilities to potentially surpass
traditional drug repurposing and design strategies.

In summary, this thesis addresses the problematic arising from the combined challenges of data
sparsity, biological complexity and heterogeneity, and limited generalization in existing
computational approaches for intermolecular interaction prediction tasks. Motivated by the
necessity to develop sequence-aware, deep learning-based recommender systems that are capable
of handling heterogeneous biological data, supporting orphan and mutated proteins, and enabling
both predictive and generative drug discovery strategies, while aiming to provide scalable,
interpretable, and biologically grounded solutions to pressing challenges in modern drug discovery
and molecular interaction analysis.

2. Main contributions

As stated earlier, this thesis aims to investigate the problem of predicting intermolecular
interactions via sequence-processing deep learning-based recommender systems. To this end, we
first aimed to collect curated, task-specific datasets, derived from large-scale bioinformatics
resources, which can be projected as partially-observed interaction matrices, where biological
entities are modeled as users and items that interact with each other, enabling the exploitation of
biological sequences, while preventing the use of handcrafted global descriptors that may limit
model generalization and applicability across unseen targets.

On one side, a detailed manual analysis of the ChEMBL relational schema enabled us to
construct custom SQL queries that yielded three high-quality drug-target-oriented datasets. These
datasets revolve around Cytokines, Cyclin-dependent Kinases (CDKs), and G-protein-coupled
receptors (GPCRs), and their corresponding validated interactions with molecular compounds, that
are assessed via criteria such as /€50, and inhibition measures. In parallel, an in-depth analysis of
the IntAct database led to development of specialized IntAct-related queries, which resulted in the
construction of two protein-protein interaction-oriented datasets. These datasets focus on proteins
belonging to either the Human Immunodeficiency Virus (HIV), or Severe Acute Respiratory
Syndrome Coronavirus 2 (SARS-CoV-2) organisms and their various interactions with human
protein sequences, which are curated based on associated MI-score values. Collectively, these
datasets allow for a robust evaluation of our proposed frameworks across diverse biological
targets, interaction types and scenarios.

To carry out the task of intermolecular interaction prediction; we proposed a convolutional-
recurrent deep learning-based recommender system named RSCRDL, which exploits natural
language processing techniques to jointly process protein and drug sequences. Additionally, given
that intermolecular interaction-oriented datasets are highly sparse; we extended our base
architecture to RSCRDL _F, incorporating additional drug-related molecular features to further
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improve predictive performance and robustness. Experimental evaluations conducted on our
curated Cytokine and CDK datasets demonstrated the significant outperformance accomplished
by both our approaches over two general-purpose state-of-the-art recommender systems.
Furthermore, our proposed frameworks provide the ability to process orphan protein sequences,
allowing the inference of plausible drug candidates for previously unprocessed entities,
highlighting the potential of our approaches for drug repurposing and early-stage target
exploration. This study was published on 01 July 2024 in the “Expert Systems with Applications”
journal.

Furthermore, to further extend the task of intermolecular interaction prediction toward
suggesting newly generated molecular compounds; we proposed sequential and structural feature-
processing transformer-based recommender system framework (RSSSTr) and its translator
counterpart (TSSTr). RSSSTr leverages its transformer architecture in order to process the
sequential and structural representations of biological entities in order to suggest relevant drugs
(both seen and novel candidates) for protein sequences, including previously unobserved and
mutated sequences. In parallel, TSSTr leverages the same aspects of biological entities via its
transformer architecture in order to generate novel drug candidates through processing proteins
and their mutated variants in an inter-molecular translation fashion. Additionally, to efficiently
process and extract latent features from the structural representations of molecules; both our
RSSSTr and TSSTr adopt our newly propose FP_indexation strategy. Moreover, to address the
training instability commonly associated with highly-complex transformer models, we proposed
an enhanced encoder design that incorporates additional residual connections that help improve
gradient flow during backpropagation. Finally, we introduced an original “matrix expansion” task,
which combines TSSTr for novel drug generation, and RSSSTr for relevance validation, resulting
in the recommendation of newly generated drug candidates that satisfy eight rule-of-five molecular
constraints, demonstrating the efficiency of the contribution of our proposed frameworks as an
end-to-end novel-relevant-drug recommending strategy. Experimental evaluations conducted on
our curated CDK, GPCR, HIV, and SARS-CoV-2 datasets demonstrated the significant
outperformance achieved by RSSSTr and TSSTr over several state-of-the-art approaches.

Collectively, these contributions bridge recommender systems, generative models, deep
learning, and bioinformatics, demonstrating that sequence and structure-aware approaches can
effectively address intermolecular interaction prediction, drug repurposing, and de novo drug
design, particularly in complex scenarios that involve orphan targets, mutated proteins, and limited
experimental knowledge.

3. Thesis outline

This dissertation is organized into four main chapters, each addressing a specific aspect of
machine learning and recommender system-driven bioinformatics tasks, with a particular focus on
intermolecular interaction prediction and drug discovery. The structure of the thesis is as follows.

Chapter 1 provides a comprehensive introduction to the bioinformatics field, establishing the
biological and computational foundations required for the remainder of the thesis. It begins by
defining bioinformatics and tracing its historical evolution, and objectives. Then, it introduces the
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fundamental building blocks of biological systems, ranging from atoms and chemical bonds to
macromolecules, nucleic acids, biological pathway, and proteins. Furthermore, it surveys the data
infrastructures that underpin modern bioinformatics, including diverse biological databases and
computational tools for sequence analysis, genomics, proteomics, cheminformatics, and data
visualization. The chapter concludes by reviewing the main application domains of bioinformatics,
and discussing the key challenges and limitations that motivate the adoption of advanced machine
learning and data-driven approaches.

Chapter 2 presents a systematic overview of machine learning concepts and methodologies
that form the methodological backbone of this dissertation. It introduces machine learning
definition, paradigms, and learning settings, including supervised, unsupervised, semi-supervised,
and reinforcement learning, alongside their associated tasks such as classification, regression,
clustering, and generative modeling. The chapter further details essential concepts related to data
types, preprocessing techniques, feature engineering, and the standard machine learning pipeline.
A broad range of classical, deep learning-based, and ensemble algorithms are then reviewed, with
particular attention given to neural architectures such as CNNs, RNNs, and transformers. Finally,
the chapter surveys major application domains of machine learning and discusses practical
challenges, including computational constraints, model interpretability, ethical considerations, and
privacy and security threats, thereby contextualizing the methodological choices adopted in later
chapters.

Chapter 3 explores the role of recommender systems in bioinformatics, with a particular focus
on intermolecular interaction prediction, drug discovery, and drug repurposing. It first reviews the
traditional drug development pipeline and its inherent limitations, motivating the need for
computational and machine learning-driven alternatives. The chapter then introduces the concept
and types of intermolecular interactions, such as drug-target, protein-protein, and drug-disease
associations, emphasizing the importance of their accurate computational prediction.
Subsequently, the fundamental principles of recommender systems are presented, including their
objectives, taxonomy, and core components. The chapter then demonstrates how bioinformatics
problems can be reformulated as recommendation tasks through appropriate data representation
and interaction modeling, and reviews existing machine learning, deep learning, graph-based, and
kernel-based approaches, highlighting their contributions and limitations in biomedical contexts.

Chapter 4 presents the main methodological contributions of this thesis, proposing novel deep
learning-based recommender systems for intermolecular interaction prediction, drug repurposing,
and de novo drug design. It begins by defining the research problem and biological targets of
interest, including cytokines, CDKs, GPCRs, HIV, and SARS-CoV-2, and justifying the selection
of convolutional-recurrent and transformer-based paradigms. The chapter introduces a
convolutional-recurrent recommender system (RSCRDL) and its enhanced variant (RSCRDL_F)
to address drug-target interaction prediction as a matrix completion task, followed by extensive
experimental evaluation and biological validation. It further proposes transformer-based
recommender and translator frameworks (RSSSTr and TSSTr), that are supported by a newly
proposed fingerprint indexation strategy and enhanced encode architecture, to jointly address
matrix completion task, and a newly proposed challenge that is matrix expansion task. Through
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comprehensive experiments, this chapter demonstrates the effectiveness of the proposed models
in both drug repurposing and de novo drug design scenarios, including challenging cases involving
orphan and mutated protein sequences.
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Chapter 1: Introduction to the Bioinformatics Field

Bioinformatics is an interdisciplinary field that integrates computational techniques, statistical
methods, and biological knowledge to extract meaningful insights from vast and complex
biological data. By enabling the efficient storage, analysis, and interpretation of genomic,
proteomic, and molecular datasets, bioinformatics has become essential to modern life sciences,
accelerating discoveries in areas such as disease mechanism elucidation, drug development and
repurposing, and personalized medicine.

This chapter provides a foundational introduction to the field of bioinformatics. It is organized
as follows: Section 2 presents the definition, historical evolution, and major objectives of
bioinformatics. Section 3 outlines the core biological components of the discipline. Section 4
further elucidates the structural and computational methods used to store and analyze studied
biological data. Section 5 highlights key application areas of bioinformatics across life sciences
and other fields. Finishing by section 6 where we discusses the primary challenges and limitations
that continue to shape the development and future directions of bioinformatics.

1.1. Introduction

The rapid progression of molecular biology, genomics, and computational technologies has led
to an unprecedented explosion of biological data, ranging from DNA sequences and protein
structures to large-scale transcriptomic and interaction datasets. This massive growth has
introduced two major challenges: how to efficiently store these diverse data types, and how to
analyze and interpret them in ways that generate meaningful biological insight. As traditional
experimental approaches became insufficient at keeping pace with this data overflow, the scientific
community recognized the need for advanced computational solutions capable of managing,
integrating, and deciphering complex biological information. This need ultimately gave rise to
bioinformatics, an interdisciplinary field that merges biology with computer science, mathematics,
and statistics to uncover the principles governing life at the molecular and biological systems
levels. Initially focused on fundamental tasks such as sequence alignment and database searching,
bioinformatics has rapidly evolved to address multifaceted analyses, including genome annotation,
gene expression profiling, structural modeling, molecular interaction prediction, and large-scale
data integration. Today, it supports nearly every domain of the life sciences, with applications
spanning medicine, pharmacology, agriculture, microbial research, biotechnology, and
personalized therapeutics. As biological datasets become increasingly vast and heterogeneous,
bioinformatics continues to expand in scope and sophistication, developing new tools and
computational paradigms to transform raw data into exploitable scientific knowledge.

In this chapter, we provide an overview of the foundational concepts, data types, and
methodological pillars that define modern bioinformatics. We introduce major biological
databases and essential analysis tools widely used by researchers, and we highlight prominent
applications across life sciences and biotechnology. Finally, we discuss the principal challenges
and limitations that shape current bioinformatics research and the future directions that will
continue to drive this dynamic field forward.
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1.2. Foundational concepts of bioinformatics

1.2.1. Definition of Bioinformatics

Originally known as “the study of information processing in biological systems” [1];
Bioinformatics is an interdisciplinary field that engulfs and leverages the computational tools and
techniques derived from the fields of biology, mathematics, computer science, chemistry, physics,
and statistics (Figure 1.1), for the purpose of acquiring, accumulating, organizing, analyzing,
interpreting, unraveling, and visualizing biological data, phenomena, and systems [2].

1.2.2. The history of bioinformatics

Despite the fact that the term “Bioinformatics™ itself wasn’t coined until 1970 [1]; the origins
of this field date back to the mid-20™ century. This era was deeply marked by the groundbreaking
advancements in both biology and computer science (the two fields most intertwined with
bioinformatics), especially the work of Hershey et al. [4], whom challenged the prevailing belief
claiming that proteins carry genetic information by providing compelling evidence stating that
DNA fulfills such role. This statement was further reinforced by the efforts of Watson et al. [5],
who managed to elucidate the molecular structure of DNA, further advancing the overall
understanding of its biological significance. Such breakthroughs not only revolutionized the
molecular biology field, but also inspired numerous researchers to further explore said discipline,
leading to the generation of unprecedented volumes of data that required advanced storage and
analysis aptitudes [6].

This challenge necessitated leveraging the computational capabilities of computers, which was
only conquered through the pioneering efforts of Margaret Dayhoff [7] and the pivotal role she
played in establishing the foundations of computational biology, through introducing the
fundamental bioinformatics tools that facilitated the creation of protein sequence databases and
analysis algorithms, enabling an efficient and systematic storage, retrieval, and analysis of
molecular data. The available machines at that time however lacked the potentials required to
perform the proposed calculations efficiently, thus posing several limitations that affected the
processing of biological data through computers for several years, until Richard Bellman’s work
managed to lay the fundamental principles of dynamic programming [8], which were later
conceptualized as sequence analysis algorithms [9, 10]. Consequently, altering the evolutionary
trajectory pursued by computers in both hardware and software, while encompassing numerous
advancements such as the development of enhanced computer architectures through the
introduction of supercomputers [11], the emergence of various parallel and distributed programing
paradigms [12], which were adopted by contemporary programing languages [13] in order to
optimize the utilization of the newly introduced database systems [14], and the rise of artificial
intelligence (AI) and machine learning (ML) techniques [15, 16], that coincided with the advent
of the internet, which significantly improved communication and facilitated efficient data
transmission [17].

The last major milestone that aided in the emergence of bioinformatics as a discipline was the
successful sequencing and mapping of the human genome accomplished through the intensive
efforts of the “Human Genome Project” [18], further expending humanity’s understanding of
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genetic mechanisms, hereditary diseases, and precision medicine, while paving the way for
revolutionary advancements in biotechnology and personalized healthcare.

The accumulation of such criteria altered the course of what was once a mere biological
analysis tool into a fully developed scientific discipline that embraces a diverse range of
approaches, algorithms, and techniques designed to challenge all sorts of complex problems
associated with biological data.

Biology
Statistics Mathematics

Bioinformatics

Computer

Ehyslcs Science

Chemistry

Figure 1.1 The interdisciplinary fields bioinformatics depend on [3]

1.2.3. The goals and objectives of bioinformatics

As an interdisciplinary domain that encompasses numerous fields; bioinformatics utilizes its
various inherited approaches and methods for the purpose of computationally addressing
biological problems, with its goals being summarized as [19-21]:

v" Collection and storage of biological data: This process is achieved through the development
of sophisticated tools and methods that are capable of storing, managing, and retrieving large-
scale biological data from a multitude of databases, while ensuring constant accessibility and
credibility.

v" Develop potent computational tools: These specialized tools are dedicated for the purpose of
analyzing, comparing, and interpreting both genomic and proteomic data. On the genomic
level; such tools enable the identification of genetic variants and the annotation of genes’
functions (advancing the understanding of hereditary diseases, and precision medicine and
therapeutic development). On the proteomic level; they facilitate processing protein expression
levels, post-translational modifications, and protein-protein interactions (aiding in the
identification of disease biomarkers, disease mechanisms, and developing personalized
therapeutic strategies.

v" Drug discovery and therapeutic development: Bioinformatics field plays a crucial role in
identifying potential drug targets, predicting the results of their interactions, and optimizing
drug effectiveness and safety via leveraging computational approaches, which are also be
utilized for the purpose of designing novel therapeutic strategies, further advancing precision
medicine.
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v" Eliminate unethical experimenting practices: This goal is achievable through leveraging
sophisticated computational models and simulation techniques in order to predict numerous
biological outcomes, including disease mechanisms, molecular pathways, and host-pathogen
interactions, thereby reducing the need for ethically challenging experiments, while enhancing
research accuracy and efficiency.

v' Data expansion: With the advancements occurring in the ML field and its tools and methods;
bioinformatics databases can be enriched via the generation, curation, and estimation of
various biological phenomena, encompassing protein structures, gene annotation, and
intermolecular interaction prediction, thereby accelerating discoveries across relevant fields.

1.3.  Basic building blocks of biological systems

The discipline of bioinformatics is structured around three core elements; the biological data
requiring study and analysis, the databases responsible for storing and managing such data, and
the computational tools and methodologies necessary for its processing and interpretation. To
comprehensively grasp these approaches however, a foundational understanding of the underlying
biological concepts is imperative.

1.3.1. Atoms

Atoms are the smallest component that can form a chemical element and retain its properties
(with a total of 118 chemical elements being known). An atom consists of a nucleus that is
surrounded by a cloud of the negatively charged subatomic particles known as electrons (Figure
1.2), with the nucleus itself being composed of two other types of subatomic particles which are
protons and neutrons, with protons being positively charged while neutrons being neutral in charge
[23].

electrons / nucleus

neutron

Figure 1.2 The structure of an atom and its components [22]

1.3.2. Molecules and macromolecules

A molecule is an electrically neutral group of two or more atoms that are chemically bond
together via attraction forces [23], with molecules that are composed of the atoms of only one
element being called homonuclear, whereas those that are composed of the atoms of more than
one element are called heteronuclear [24]. Macromolecules on the other hand are a larger and a
more complex counterpart of molecules, mainly characterized by their high molecular weights and
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intricate 3D structures, which are typically constructed through the polymerization of smaller
subunits called monomers (i.e., molecules that can link with each other forming a chain-like
structure) through covalent bonds (Figure 1.3). Macromolecules are considered essential for
organic life, and can be categorized into four main classes: proteins that are composed of amino
acids, nucleic acids (DNA and RNA) that are made of nucleotides, carbohydrates built from
monosaccharides, and lipids that are formed from fatty acids and glycerol. Macromolecules play
vital roles in biological systems, ranging from structural support, enzymatic functions, genetic
information storage, energy storage and transfer, cell signaling, to the intervention in divers

immune responses [25].
mﬁwﬁ CH0H [ CHOH EE)H)
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m

Figure 1.3 The four categories of macromolecules [26]

1.3.3. Chemical bonds

Chemical bonds are the forces that hold atoms or molecules together via inter-electron
interactions in order to form more stable molecular entities (Figure 1.4), collectively determining
their structure, properties, and reactivity, they primarily include:

v Tonic bonds: Usually observed between metals and nonmetals; ionic bonding form due to the
electrostatic attraction occurring between the oppositely charged ions or atoms with significant
differences in electronegativity (e.g., NaCl) [27].

v' Covalent bonds: Primarily involving nonmetals; covalent bonds are formed by sharing
covalent electron pairs among atoms or ions that possess comparable electronegativity values
(e.g., H20, O2) [28].

v" Metallic bonds: They occur among metal atoms, where electrons are delocalized and shared
among a lattice of positively charged ions, providing conductivity, malleability, and ductility
(e.g., Cu, Fe) [29].

v" Hydrogen bonds: Unlike the aforementioned bonds; hydrogen bonds involve partial
electrostatic interactions, and only occur between a molecule’s hydrogen atom and an
electronegative atom (nonmetal) from a different molecule or a different region of the same
molecule [27].

1.3.4. DNA sequence

Primarily recognized for its cardinal role as a carrier of genetic information (through encoding
the instructions necessary for the development, functioning, growth, and reproduction of most
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organisms); DesoxyriboNucleic Acid (DNA) is a polymer (i.e., a group of chemically bonded large
molecules known as monomers) that consists of two strands that coil in an antiparallel manner
forming a double helix structure (Figure 1.5). Each DNA strand is composed of stacked subunits
called nucleotides, which consist of a phosphate group, a deoxyribose sugar, and one of four
nitrogenous bases: adenine (A), thymine (T), cytosine (C), or guanine (G). These nucleotides are
linked together via covalent bonds between the phosphate group of one nucleotide and the
deoxyribose sugar of another, forming the backbone of each strand, whereas the overall double-
helix structure of the DNA is stabilized by the hydrogen bonds formed between the complementary
base pairs (A-T and C-G) on the opposing strands [31] [25].
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Figure 1.5 DNA structure [31]
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1.3.5. RNA sequence

Similar to DNA; RNA (RiboNucleic Acid) is a linear polymer that consists of four distinct
nucleotide subunits linked by phosphodiester bonds. Chemically, RNA differs from DNA in two
primary ways: RNA is composed of ribonucleotides, which contain sugar ribose rather than
deoxyribose, and it incorporates the base uracil (U) in place of thymine (T), while retaining the
ability of uracil to form hydrogen bonds with adenine (A). Structurally, RNA is distinct from DNA
in that it predominantly exists in a single-stranded form. This single-stranded nature allows RNA
to fold into specific three-dimensional conformations, enabling it to perform precise structural and
catalytic functions, thereby contributing to its functional diversity (e.g., protein synthesis, gene
regulation, etc.) [25]. RNA is synthesized from DNA through transcription (Figure 1.6), which
originates several RNA types including messenger RNA (mRNA) that carries genetic information
from DNA to ribosomes, transfer RNA (tRNA) responsible for delivering amino acids to the
ribosome during protein synthesis, and ribosomal RNA (rRNA) that functions as a structural and
catalytic component of ribosomes [32].
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Figure 1.6 RNA transcription [33]

1.3.6. Biological pathways

These pathways refer to the structured, curated representations of biochemical or molecular
processes that describe how genes, proteins, and other biomolecules interact with each other to
carry out specific cellular functions, encompassing signal transduction, metabolism, or gene
regulation. They typically integrate experimentally validated interactions into graph-like models
where nodes correspond to biological entities and edges represent functional relationships or
reaction steps (Figure 1.7). By organizing complex molecular events into interpretable
frameworks; pathways enable the computational analysis of system-level behaviors, including the
identification of dysregulated processes in a diseased state, prediction of functional gene modules,
and interpretation of high-throughput omics data [34].

1.3.7. Protein sequences

Proteins are complex macromolecules that are composed of one or more polypeptide chains,
which are linear sequences of amino acid residues covalently linked through peptide bonds. The
sequence arrangement of these residues is dictated by the nucleotide sequence of the corresponding
gene, which governs the protein’s 3D-structure through the folding process, ultimately defining its
functionalities. Proteins exhibit diverse lifespans, ranging from minutes to years, and play critical
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roles in a wide range of cellular processes, including enzymatic catalysis, structural maintenance,
cell signaling, immune responses, and cell cycle regulation. Moreover, they can even assemble
into multi-protein complexes, enabling them to collaborate in performing intricate biological
functions essential for sustaining cellular and physiological processes [25, 32].

[ 2™order T
| cytokine || Effector \—” Response ‘

1" order

Pathogen J—b[ Sensor ]—» cytokine

‘ —p { Lymphocyte

Activated Phagocytosis
macrophage of pathogen

Entry of

pathogen Macrophage IL-21 ILC or T cell IFN-y

Figure 1.7 Immuune response pathway [34]

1.3.7.1. Amino acids

Amino acids (AA) are organic compounds that serve as the fundamental building blocks for
proteins. Structurally, they consist of a central carbon atom (the a-carbon) bonded to four distinct
groups: an amino group (NH2), a carboxyl group (COOH), a hydrogen atom (H), and a unique side
chain (R-group) that determines the amino acid's chemical properties (e.g., polarity, charge, and
hydrophobicity) and classification (Figure 1.8), with a total of 20 canonical AA encoded by the
universal genetic code. During protein syntheses, AAs are covalently linked through peptide
bonds, formed between the carboxyl group of one amino acid and the amino group of another,
resulting in the formation of polypeptide chains. Beyond their role in protein synthesis, amino
acids also function as precursors for other biomolecules, participate in metabolic pathways, and
act as signaling molecules, further highlighting their diverse biological significance [25].
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Figure 1.8 The molecular structure of an amino acid [35]
1.3.7.2. Central dogma of molecular biology

This belief is the foundational principle that governs the unidirectional flow of genetic
information within biological systems, ensuring both stability and fidelity of genetic inheritance
and expression by asserting that genetic information flows from DNA to RNA to protein (Figure
1.9). Specifically, DNA serves as the template for both its own replication (DNA to DNA) and the
process of transcription into RNA (DNA to RNA), which is then translated to into functional
proteins (RNA to protein) that carry the majority of cellular activities [36].
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How DNA directs protein synthesis
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Figure 1.9 The flow of genetic information from DNA to RNA to protein [31]
1.3.7.3. Proteins function-based taxonomy

Proteins exhibit remarkable diversity both in structure and function, allowing them to
participate in virtually all biological processes. Function-based protein taxonomy classifies
proteins according to their biochemical activity, physiological role, and interactions within cells
and tissues. This classification aids in understanding protein functionality, predicting the roles of
uncharacterized proteins, and further advancing biomedical and biotechnological research.
Broadly, proteins can be categorized into the following functional classes [25, 37]:

v' Enzymes: Catalytic proteins that accelerate biochemical reactions by lowering the activation
energy, thereby increasing reactions’ efficiency and specificity. They play critical roles in
metabolic pathways, DNA replication, and cellular signaling. Examples include “salivary
amylase” which initiates the digestive process by catalyzing the breakdown of starch.

v Structural Proteins: A class of proteins that provide mechanical support and maintain the
integrity of cells, tissues, and organs. They are often fibrous and form scaffolds that contribute
to the stability, elasticity, and strength of biological structures, making them essential for
maintaining cellular organization, tissue integrity, and mechanical functions. Examples
encompass “keratin” which reinforces hair, nails, and skin’s outer layer.

v" Transport Proteins: Specialized proteins that facilitate the movement of molecules, ions, and
other substances across biological membranes or within an intracellular environment. Varying
from carrying proteins, channel proteins, to pump proteins; transport proteins play a crucial
role in maintaining cellular homeostasis, regulating nutrient uptake, and waste removal.

v’ Signaling Proteins: Individuals that facilitate inter and intra cellular information transmission,
via biochemical signals that ensure precise cellular responses to environmental stimuli. They
function by detecting extracellular signals or intracellular changes, to which they trigger
downstream responses through cascades of molecular interactions, rendering them essential
for processes like growth, differentiation, and immune responses.
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v" Regulatory proteins: This class of proteins governs cellular processes by modulating the
activities of other proteins, genes, or pathways, by attaching to their specific targets in order to
either activate or inhibit their functions to ensure proper growth, development, and
homeostasis. These proteins play critical roles in gene expression, signal transduction,
metabolic pathways, and cell cycle.

v" Defensive proteins: They are responsible for protecting organisms from pathogens, toxins,
and other harmful agents. They play a critical role in immune responses by identifying,
neutralizing, and eliminating foreign invaders. They include antibodies (immunoglobins),
complement proteins, fibrinogen, and interferons.

v' Motor proteins: They mainly focus on converting chemical energy (typically by the
hydrolysis of ATP) into mechanical work, enabling movement at the cellular and molecular
levels. They include myosin, kinesin, and dynein, with all three being considered essential for
facilitating intracellular trafficking, and supporting various physiological processes.

v Storage proteins: These specialized proteins are capable of storing essential nutrients, ions,
and other molecules for later use, providing a stable supply of resources that can be mobilized
during periods of high demand or scarcity, granting them vital roles in maintaining metabolic
balance and supporting growth and development.

1.3.7.4. Proteins structure-based taxonomy

Protein structures are a fundamental aspect of molecular biology, biochemistry, and
biophysics, as they determine the function, stability, and the interaction behaviors of proteins with
other molecules Based on such vital factor; proteins can be organized into four hierarchical levels
(Figure 1.10), with each level providing insight in regards to the protein’s conformation and
functionality [3, 32, 36].

A. Primary structure

Simply being the linear sequence of AA residues in a polypeptide chain, arranged according
the genetic information encoded by the corresponding mRNA during translation. These residues
are covalently linked together via the peptide bonds formed between the carboxyl group of one
AA and the amino group of another, creating the protein backbone from which the R-groups
extend, while leaving the first and last residues in the sequence with a free amino group (N-
terminus) and carboxyl group (C-terminus) respectively. The peptide bonds linking residues are
planar (non-rotatable), whereas the N-terminus and C-terminus exhibit a degree of rotational
flexibility, thus enabling the generated sequence to fold into its unique 3D conformations [3, 36].

B. Secondary structure

Secondary structures in proteins are localized, repetitive spatial confrontations adopted by
segments of a polypeptide chain, with different types of secondary structures potentially coexisting
within a single polypeptide depending on its AA sequence. These structures are primarily
stabilized via the hydrogen bonds formed between the backbone amide (NH) and the carbonyl
groups (CO), while serving as an intermediate stage in the protein folding process. The most
common secondary structures are the o-helices and B-sheets, which collectively constitute
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approximately 60% of a protein’s polypeptide chain, other less common structures include short
U-shaped B-turns, random coils (loops), and irregular conformations [32, 36].

v a-helices: Compact right-handed helical conformations formed after the polypeptide chain
adopts a spiral shape, stabilized primarily by the hydrogen bonds of the carbonyl’s oxygen of
an AA and the amide’s hydrogen of another AA located four residues earlier in the sequence.
This pattern features 3.6 AA residues per turn, with a vertical rise of 0.54nm per turn and
0.15nm per residue, with the hydrogen bonds aligning parallelly to the helix axis while the R-
groups extend outward, further reinforcing the overall stability of both the a-helices and the
protein.

v’ B-sheets: Pleated, sheet-like structures formed by B-strands, which are polypeptide segments
that are 5-8 residues long. These strands are stabilized by hydrogen bonds between themselves,
resulting in the construction of two types of B-sheets: parallel B-sheets, where the strands run
in the same direction, resulting in evenly spaced but angled hydrogen bonds, and antiparallel
B-sheets, where the strands run in opposite directions, producing perpendicular and more linear
hydrogen bonds (generally considered more stable). In both types, the side chains of residues
alternate above and below the sheet, and commonly found in regions of proteins that require
structural strength, rigidity, or flexibility, contributing significantly to the overall stability and
function of the protein.

C. Tertiary structure

The tertiary structure of a protein refers to its 3D conformation, which is critical for
determining its biological role and functions. This structure emerges from the precise folding of
secondary structural elements that is governed by a combination of interactions among the AA
side chains, including hydrophobic interactions, hydrogen bonds, disulfide bridges, and ionic
bonds. The resulting 3D structure enables the protein’s active sites to only interact with specific
substrates or molecules with similar structures, enabling the protein to perform its biological roles
with precision and efficiency. Tertiary structures are dynamic, allowing conformational changes
in response to environmental cues or molecular interactions in order to regulate protein activity,
further demonstrating the functional adaptability of tertiary structures in maintaining biological
processes [38].

D. Quaternary structure

Quaternary structures refer to the 3D arrangements adopted by multiple polypeptide chains
(subunits) that bond together to form one functional protein complex. These subunits, which can
be identical or different, are held together by the same non-covalent forces that stabilize tertiary
structures. Quaternary structures are essential for the biological activities of many proteins, as they
enable the formation of complex functional assemblies that cannot be formed by individual
polypeptide chains, since the precise arrangements and interactions of subunits within quaternary
confrontations are critical for the protein complex’s stability, regulation, and functional efficiency
[32, 36].
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1.4. Data infrastructures and analytical frameworks in bioinformatics

1.4.1. Databases

In bioinformatics, databases are extensive, structured repositories that house diverse range of
biological data such as genomic sequences, protein structures, gene expression data, metabolic
pathways, and phylogenetic information, all maintained in digital formats. These databases employ
advanced storage, organization, management, and retrieval strategies to facilitate the systematic
study of biological data, while ensuring its accuracy and consistency. By providing researchers
with reliable access to well-curated data; bioinformatics databases play a crucial role in enabling
data sharing, integration, and analysis, thereby driving advancements in fields such as genomics,
proteomics, and systems biology [39]. Based on the nature of stored data and their specific
applications; bioinformatics databases can be classified into several categories. Most well-known
bioinformatics databases can be witnessed in Table 1.1.

1.4.1.1. Sequence databases

Sequence databases are repositories that preserve raw genetic and proteomic information by
storing digitalized versions of curated collections of biological sequences (e.g., DNA, RNA, or
protein sequences) that are obtained either through experimental methodologies or via automated
annotations. These databases serve as fundamental resources for researchers in genomics,
proteomics, and other related disciplines [19].

1.4.1.2. Structural databases

In bioinformatics; the 3D structural data of biological macromolecules (e.g., proteins, nucleic
acids, carbohydrates, and small molecules) are preserved in special repositories known as
structural databases. These databases serve as essential resources for studying molecular
interactions, functional mechanisms, and drug design, by offering detailed atomic-level
information regarding the bio-molecular architectures of molecules via the exploitation of
experimental techniques such as X-ray crystallography, and nuclear magnetic resonance, which
enable the visualization of molecular conformations and interactions at high resolutions [19, 40].

1.4.1.3. Micro-array databases

Micro-array databases specialize in housing data derived from microarray experiments, which
utilize high-throughput hybridization techniques to measure gene expression levels across
thousands of genes simultaneously (e.g., gene expression profiles, annotations, and associated
experimental metadata). These databases are designed to support scientific research by facilitating
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the process of analyzing transcriptional regulations, biomarker discovery, and functional
genomics, which in return enables researchers to study gene expression patterns across different
conditions, tissues, or organisms [19].

1.4.14. Metabolic and pathway databases

Metabolic and pathway databases are collections of systematically organized data that focus
on biochemical reactions, metabolic pathways, regulatory networks across organisms, and the
cellular process-related interactions of genes, proteins, and other molecules. These databases
provide detailed annotations alongside curated data for the purpose of unraveling the flow of
molecules within biological systems, which in return uncover concealed functional relationships
among molecules. They contribute in drug discovery field by assisting in the development of novel
therapeutic strategies for diseases by offering insights concerning metabolic, regulatory, and
signaling pathways. They also support other disciplines such as metabolic engineering and systems
biology by enabling metabolic analysis, pathway reconstruction, comparative genomics, and
functional annotations [19].

1.4.1.5. Chemical databases

Chemical databases specialize in storing, organizing, and providing detailed information
concerning the molecular structures, physiochemical properties, biological activities,
pharmacological effects, and the interactions of chemical compounds (e.g., small molecules, drugs,
metabolites). Such data is typically obtained through experimental studies, computational
modeling, and high-throughput screening techniques. Chemical databases play a crucial role in
drug discovery, cheminformatics, toxicology, and metabolic research, enabling researchers to
study compound-target interactions, predict drug efficacy, and bioactive compounds [19, 41].

1.4.1.6. Genomics/Proteomics databases

Genomics and proteomics databases are repositories that preserve large-scale genomic and
proteomic data (e.g., gene annotations, protein structures, and functional interactions) obtained
from next-generation sequencing, genome-wide association studies, mass spectrometry, and other
high-throughput techniques. Together; these databases provide comprehensive resources in
functional genomics, biomarker discovery, and personalized medicine, with genomics databases
focusing on whole-genome sequences, genetic variants, regulatory elements, and functional
annotations, rendering them exploitable in comparative genomics, evolutionary biology, and
disease genetics. Whereas proteomics databases store protein expression, post-translational
modifications, interactions, and structural information, enabling them to be usable in functional
proteomics, systems biology, and biomarker discovery [42].

1.4.1.7. Disease databases

Disease databases systematically store genetic, molecular, and clinical data related to human
diseases, obtained from experimental research, clinical studies, curated literature, and
computational predictions. The curated information provided by these databases concerning
disease-associated genes, mutations, pathways, and biomarkers; enables researchers to better study
diseases’ molecular basis, identify therapeutic targets, and develop personalized medicine
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approaches, significantly advancing fields such as genomics, pharmacology, and clinical
diagnostics [43].

1.4.1.8. Bibliographic databases

Bibliographic databases focus on storing and indexing scientific literature, providing access to
research articles, reviews, and conference proceedings, while incorporating text-mining tools,
metadata indexing, and citation tracking to enhance literature retrieval and knowledge discovery.
Their primary purpose is to ensure that researchers remain up-to-date to the latest findings,
methodologies, and experimental results, which is accomplished through the aggregation of data
from peer-reviewed journals, preprints, and academic publishers, entrusting them with a crucial
role in systematic reviews, meta-analyses, and evidence-based research [44].

Table 1.1 Databases used in bioinformatics [45-80]

Database name Founder Year Data type Database size
ISI 1964 Scientific literature  >170M records
CSD Cambridge 1965 Small molecule >1M structure

Crystallographic Data structures
Centre
Johns Hopkins University 1966 Genes, genetic >27K entry
disorders
PDB Cambridge 1971 Protein structures >200K structure
Crystallographic Data
Centre, Brookhaven
National Laboratory
EMBL-EBI 1980 Nucleotide ?
sequences, proteins
GenBank NIH 1982 Nucleotide >4.7B
sequences nucleotide
sequence
National Institute of 1986 Nucleotide ?
Genetics, Japan sequences
NDB Rutgers University 1991 Nucleic acid ?
structures
KEGG Kanehisa Laboratories 1995 Pathways, ?
genomes, diseases,
chemicals
NLM, NIH 1996 Biomedical >35M citations
literature
SRI International 1997 Genomes, ?
metabolic pathways
SRI International 1997 Metabolic >3K pathways
pathways
NCBI 1997 Genomic data >2.8M genomes
INSERM 1997 Rare diseases ?
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dbSNP

GEO

RefSeq

STRING

BindingDB

Stanford
Microarray
Database
ArrayExpress
UniProt

BioGRID

IntAct
Reactome
PeptideAtlas
PubChem
Scopus

PRIDE
DrugBank

TCGA

ChemSpider

STITCH
WikiPathways

ChEMBL

NCBI
NCBI

National Center for
Biotechnology
Information (NCBI)
EMBL, SIB

University of California,

San Diego
Stanford University

EMBL-EBI

EMBL-EBI, SIB, PIR

Mount Sinai Hospital

EMBL-EBI

OICR, NYULMC,
EMBL-EBI, OHCU
Institute for Systems
Biology

NIH

Elsevier
EMBL-EBI

University of Alberta

NCI and NHGRI
Royal Society of
Chemistry
EMBL

Multiple contributors

EMBL-EBI

NCBI

1998

2000

2000

2000

2001

2001

2002

2002

2003

2003
2003
2004
2004
2004
2005
2006

2006
2007

2008

2008

2009

2012

Genomic variations

Gene expression
data

Nucleotide
sequences, proteins

Protein-protein
interactions
Protein-ligand
interactions
Gene expression
data

Gene expression
data

Protein sequences
and annotations
Protein, genetic,
and chemical
interactions
Protein-protein
interactions
Biological
pathways
Proteomics data

Chemical
compounds
Scientific literature
Proteomics data
Drug and drug
target information
Cancer genomics
Chemical
compounds
Chemical-protein
interactions
Biological
pathways
Chemical
compounds
Clinical variants

>2 billion
variation
>7.6M sample

>300M
sequence

>27B
interactions
>3M binding
data

?

>240M protein
sequence
>2.8M
interactions

>1.6M
interaction
>22K pathway

?

>100M
compounds
>82M records
?

>65K drugs

?

>100M
compounds
>1.6B
interactions
>2K pathways

>2.5M
compounds
>1M variants
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1.4.2. Bioinformatics computational tools

Bioinformatics tools are specialized software applications designed to employ computational
algorithms and statistical methods in order to analyze, interpret, and visualize biological data
(Table 1.2), enabling the extraction of meaningful insights from raw biological individuals. Their
usage has become indispensable in modern bioinformatics, as they facilitate the processing of
large-scale datasets, alongside other essential tasks including sequence alignment, genome
assembly, protein structure modeling, pathway analysis, and machine learning-driven predictions.
Consequently, they advance the identification biological patterns, functional annotations,
evolutionary relationships, and the development of personalized medicine and drug discovery
strategies [81]. Bioinformatics tools can be categorized based on their use cases, which include:

1.4.2.1. Sequence data analysis tools

These tools are designed to process biological sequences (i.e., DNA, RNA, and proteins) via
leveraging numerous methodologies such as sequence alignment, motif discovery, homology
searching, and variant analysis in order to identify functional, structural, and evolutionary
information [81]. Most well-known sequence analysis tools are depicted in Table 1.2.

1.4.2.2. Genomic data analysis tools

They are developed to process and interpret large-scale genomic data by performing genome
assembly, variant identification, and gene annotation and prediction to help uncover functional
genomic elements, evolutionary relationships, and disease-associated genetic variations [82].
Numerous genomic data analysis tools are demonstrated in Table 1.2.

1.4.2.3. Proteomic data analysis tools

Primarily constructed to process and interpret proteomic data such as proteins structures,
functionalities, modifications, interactions, and expressions patterns; these tools are leveraged for
the purpose of mass spectrometry data processing, protein identification and quantification,
structural modeling, functional annotation, post-translational modifications profiling, and protein-
protein interaction networks analysis [83]. Miscellaneous proteomic data analysis tools are
displayed in Table 1.2.

1.4.2.4. Pathway and functional annotation analysis tools

These tools are designed to interpret high-throughput biological data by mapping genes and
proteins into their associated processes, functions, or pathways. Their main purpose is to identify
functional roles, regulatory interactions, and molecular pathways of molecules within cellular
processes [84]. Diverse pathway and functional annotation analysis tools can be witnessed in table
1.2.

1.4.2.5. Cheminformatics and drug discovery tools

Special tools that leverage machine learning, molecular simulations, and other aspects (e.g.,
molecular docking, virtual screening, quantitative structure-activity relationship (QSAR)
modeling, etc.), in order to universally comprehend chemical compounds, predict the results of
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their interactions, and facilitate the identification and optimization of potential drug candidates
[85]. Some of their well-known tools are depicted in Table 1.2.

1.4.2.6. Machine learning and data mining tools

Prominent tools capable of extracting meaningful patterns, predict biological functions and
structures, and analyze complex biological datasets, by leveraging supervised and unsupervised
learning techniques to extract implicit knowledge from genomic, proteomic, and other omics data
[86]. Several machine learning and data mining tools can be observed in table 1.2.

1.4.2.7. Data visualization tools

Graphics-oriented tools designed to represent complex biological datasets, facilitating pattern
recognition, interpretation, and hypothesis generation via utilizing statistical graphics, interactive
visual analytics, and multidimensional data mapping to display individual-related information
[87]. Various data visualization tools are depicted in table 1.2.

1.4.2.8. Other tools

In addition to the aforementioned tools essentially required in the field of bioinformatics, there
are other tools that despite being less prominent; remain indispensable, such as microbiome and
metagenomics analysis tools leveraged to analyze microbial communities and environmental
sequencing data, epigenomics analysis tools that specialize in studying DNA methylation and
chromatin accessibility data, and metabolomics data analysis tools used to investigate
metabolomics profiles.

Table 1.2 Most well-known bioinfomratics tools [88-111]

BLAST Compare nucleotide or amino acid sequences for
similarity search (single alignment)

Clustal Omega Use seeded guide trees and HMM profile-profile
techniques for multiple sequence alignment of DNA
or protein sequences

HMMER Search for homologous sequences using hidden
Markov models (motif search)

SPAdes Small genomes assembly

GATK Identify SNPs and indels (variant calling)

AUGUSTUS Predicts genes in eukaryotic genomic sequences

SwissDock Predicts binding of small molecules to proteins
(molecular docking)

AlphaFold Uses artificial intelligence to predict protein 3D
structures

PyMOL Visualize proteins 3D structures

KEGG Mapper Map and analyze biological pathways

DAVID Functional annotation and enrichment analysis

STRING Predicts and visualizes protein-protein interactions

45



Chapter 1: Introduction to the Bioinformatics Field

AutoDock Predict how small molecules (ligands) bind to target
proteins (molecular docking)
Schrodinger Suite  Enables molecular docking, virtual screening, and

drug design

RDKit Helps analyze chemical structures, predict
properties, and optimize drug candidates

BioBert Extracts relationships from biological literature
using NLP (text mining)

Scikit-learn Provide  general-purpose = machine  learning
approaches for bioinformatics

UMAP Reduces high-dimensional biological data

Cytoscape Visualize molecular interaction networks

IGV Interactive visualization of genomic data

ggplot2 Creates high-quality visualizations in R

QIIME2 Analyze and visualize microbiome sequencing data

(microbiome and

metagenomics)

Bismark Map bisulfite-treated sequencing reads and perform

(epigenomics) methylation calls

XCMS Process and analyze mass spectrometry-based

(metabolomic metabolomics data

data)

1.5. Application areas of bioinformatics

The promising potentials residing in bioinformatics discipline render it applicable in various
domains, including but limited to:

1.5.1. Genomics

Bioinformatics is considered as an indispensable tool in the field of genomics, mainly due to
the numerous techniques its tools leverage in order to process large-scale genomic data, whether
by (1) facilitating genome sequencing and assembly through reconstructing whole genomes from
raw sequencing reads, (2) providing deeper insights to genetic variations, disease mechanisms, and
evolutionary relationships, by elevating the overall understanding of genes’ roles, expressions, and
regulations by identifying their functional characteristics thanks to its advanced gene annotation
techniques, or (3) simply by helping collect, curate, and integrate diverse datasets together to better
elucidate genes’ interactions, biological pathways, and complex cellular processes. Additionally,
the integration of bioinformatics tools in personalized medicine discipline enables the analysis of
genetic profiles on an individual level, resulting in precise identifications of genetic mutations and
their effects and risks, and more accurate diagnoses and therapeutics strategies. Finally, the pivotal
role bioinformatics plays in comparative genomics allows for the examination of evolutionary
relationships and the identification of conserved genes, helping further understand the evolutionary
paths followed by certain species and the adaptation techniques they adopted to avoid threats, and
prevent their extinct [112].
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1.5.2. Proteomics

The vital role played by bioinformatics in proteomics is manifested in its ability to provide
potent tools that’re capable of processing extensive protein datasets, encompassing (1) the
identification and quantification of proteins based on mass spectrometry data that aid in clarifying
numerous cellular functions and disease mechanisms, (2) the prediction and modeling of protein
structures that help elucidate protein functions and interactions with drugs by unraveling their
binding sites, (3) the construction and analysis of protein-protein interaction networks which
advance the overall understanding of cellular pathways, and (4) the simplification of post-
translation modification analysis [113]. Bioinformatics is also exploited in biomarker discovery
by analyzing proteins expressions across tissues and individuals to help identify potential
prognostic markers, contribute in the process of vaccine production, regulation of expression
patterns responding to diverse signals, and the analysis of disease-associated protein pathways [3].

1.5.3. Transcriptomics

Bioinformatics is considered integral in transcriptomics due to fundamental position it
occupies in processing, aligning, quantifying, and interpreting large-scale transcriptomic data (e.g.,
RNA sequencing datasets, microarrays). Through leveraging the computational tools in possession
of bioinformatics; researchers can easily align RNA sequencing reads, and quantify gene
expression levels in order to uncover differentially expressed genes associated with diseases,
analyze alternative splicing events, non-coding RNAs, and gene regulatory networks to assist in
comprehending the impact of gene expression alterations on cellular diversity, biological
functions, pathways, and diseases mechanisms. Moreover, bioinformatics can combine
transcriptomics data with other omics data to provide a broader view to biological systems and
their processes [114].

1.5.4. Phylogenetics

Phylogenetics depends heavily on bioinformatics, as it grants it the computational frameworks
essential for constructing, analyzing, and interpreting phylogenetic trees, offering critical insights
into evolutionary relationships among species, individuals, or molecules. The main use of
bioinformatics in phylogenetics is to enable the detection of sequence similarities and divergences
through alignment operations, facilitate the construction of phylogenetic trees from sequence data,
and support the elucidation of evolutionary relationships and species taxonomies through whole-
genome analysis pipelines. These operations are crucial for understanding complex evolutionary
patterns, ancestry, and conserved genes. Additionally, bioinformatics plays a key role in
unraveling microbial evolution and antibiotic resistance by detecting horizontal gene transfer
events between species, thereby contributing in understanding the spread of resistance genes,
alongside assisting in inferring divergence times between species through molecular clock analysis
for evolutionary study purposes [115, 116].

1.5.5. Drug discovery

By possessing the ability to quickly and accurately analyze vast amounts of biological data,
bioinformatics can easily advance drug discovery field by accelerating the identification, design,
of optimization of potential drug candidates. This task is accomplished through processing both
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genomic and proteomic data in order to pinpoint disease-associated genes and proteins suitable as
potential targets, reduce both time and cost of experimental trails via predicting the binding
affinities of molecules to target proteins using virtual screening methods, and repurpose drug
usages and assign them novel therapeutic applications through re-analyzing chemical libraries.
Moreover, in pharmacogenomics, bioinformatics accelerates the process of developing novel
drugs by enabling the prediction of their absorption, distribution, metabolism, excretion, and
toxicity properties (i.e., ADMET) via employing machine learning approaches, alongside enabling
more accurate personalized medicines for unique genetic profiles by distinguishing the influence
of genetic variations on drug responses [117, 118].

1.5.6. Forensic science

The impact of bioinformatics on forensic science is remarkable, as it provides it with the
computational tools needed to accelerate and enhance the analysis and interpretation of biological
evidence, significantly improving the accuracy and efficiency of investigations. Its main
applications include (1) DNA profiling used to analyze and extract unique genetic fingerprints
residing in DNA sequences, which help identify individuals and perform paternity tests, (2)
enabling the use of metagenomic techniques to help link suspects to locations or objects by
analyzing microbial communities left by human skin on contacted surfaces of picked from soil,
(3) provide the ability to process degraded samples and trace ancestral lineage through analyzing
mitochondrial DNA and Y-chromosome, and (4) manage forensic databases by storing and
comparing genetic data to match crime scene evidence with known offenders [119].

1.5.7. Environmental sciences

The diverse environmental sciences utilize bioinformatics for numerous purposes, ranging
from (1) leveraging metagenomic data to help identify microbial species, enzymes, and
microorganisms’ pathways that can provide efficient waste cleanup and sustainable alternative
energy resources, (2) enriching climate change studies through studying microbial roles in carbon
and nitrogen cycling, (3) the identification of genes associated heavy metals and toxins resistance
to help prevent pollution, to (4) the assistance in monitoring the spread of pathogens in wildlife
and ecosystems especially those that can be transmitted to humans [120, 121].

1.5.8. Agricultural sciences

Similar to all other disciplines that are interested in biological life forms; the miscellaneous
agricultural sciences do exploit the computational tools of bioinformatics for a plethora of causes,
whether by (1) leveraging its genomic tools to either select plant seedlings with most desirable
traits, or to alter the genetic data of plants for improved environmental tolerance, increased disease
resistance, elevated nutrition content, and agricultural productivity, (2) studying the genetic data
of pests and help infer insect control strategies that are more effective and less inhuman, (3)
conducting genomic analysis on livestock and their associated pathogens to ameliorate traits like
milk production, meat quality, as well as enhance the precision of disease identification to facilitate
the development of targeted vaccines, or (4) by distinguishing beneficial microorganisms that can
be utilized as biofertilizers to help augment soil’s fertility [122, 123].
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1.6. Bioinformatics challenges and limitations

Despite the fact that bioinformatics has successfully revolutionized biological research on
numerous levels by leveraging diverse computational tools and algorithms; it still has its own
challenges and limitations that hinder its data acquisition, retrieval, analysis, interpretation, and
visualization tasks. Some of its major challenges and limitations include [19, 124]:

v' Data management and storage problems: The exponential growth of biological data
generated from high-throughput experiments and large-scale literature curation has created
significant challenges in efficiently aggregating, organizing, and storing this information,
requiring more advanced data-management strategies as well as increasingly powerful
computational infrastructure.

v Data quality issues: This challenge arises from the inherent susceptibility of biological data
to noise, errors, and biases introduced during experimental generation, sequencing, annotation,
and sample collection, which can compromise downstream analyses and lead to misleading
interpretations or unreliable conclusions.

v/ Data integration challenges: This obstacle arises from the breadth of biological domains and
the diversity of data sources, as integrating information across heterogeneous datasets is often
hindered by inconsistencies in formats, standards, metadata, and annotation quality, making it
difficult to merge and interpret data in a coherent and biologically meaningful way.

v Complexity of biological systems: The inherent complexity of biological systems poses major
challenges for computational modeling, as accurately representing their dynamic, multiscale
interactions without losing or oversimplifying critical biological information is difficult.

v' Computational limitations: Computational limitations arise when processing large-scale,
heterogeneous, and high-dimensional biological datasets, restricting the ability of
bioinformatics tools to efficiently analyze complex biological systems and generate accurate
predictions within reasonable computational time and resource constraints.

v Lack of experimental validation: This issue stems from the reliance of many bioinformatics
analyses on computational inference, statistical correlations, and predictive modeling without
accompanying it with wet-lab confirmation, which introduces uncertainty and increases the
risk of false positives or biologically irrelevant findings.

v" Shortage of interdisciplinary expertise: The limited number of researchers with advanced
training in biology, computer science, and statistics hampers effective collaboration and
innovation, resulting in inefficiencies in data analysis, tool development, and translational
bioinformatics research.

v" Ethical and privacy concerns: The handling of sensitive genetic and health data poses
significant risks of misuse, highlighting the need for robust ethical frameworks and privacy
regulations, particularly in personalized medicine and genetic testing.

1.7. Conclusion

The field of bioinformatics has radically transformed the study of biological systems, providing
essential computational frameworks to manage, analyze, and interpret the growing volume of
molecular and clinical data. By integrating biology, computer science, and statistics;
bioinformatics enables the modeling of complex interactions, prediction of molecular functions,
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and discovery of novel therapeutic targets, thereby accelerating research in drug discovery,
genomics, and systems biology. As datasets become increasingly large and heterogeneous,
advanced computational approaches are becoming more crucial in extracting meaningful insights
and guiding experimental validation. The continued development of bioinformatics promises to
revolutionize personalized medicine, biotechnology, and molecular therapeutics, offering
unprecedented opportunities to understand disease mechanisms, predict treatment responses, and
design novel interventions with precision.
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Machine learning has emerged as a foundational paradigm for extracting knowledge, making
predictions, and supporting decision-making from increasingly large, complex, and heterogeneous
datasets. By enabling systems to learn patterns and relationships directly from data, ML has
become a cornerstone of modern artificial intelligence, with applications spanning science,
engineering, healthcare, and industry.

This chapter presents a comprehensive overview of the fundamental concepts underpinning
MLs. It begins by defining ML and situating it within its broader research context, followed by a
systematic presentation of the main learning paradigms. Key concepts related to data types,
preprocessing techniques, and end-to-end ML workflows are then discussed. The chapter further
reviews common ML algorithms, deep neural network architectures, and ensemble methods,
before highlighting representative application domains. Finally, major computational and real-
world challenges associated with deploying ML systems are examined. Collectively, this chapter
establishes the theoretical and methodological foundation necessary for understanding and
developing advanced ML-driven systems in subsequent chapters.

2.1. Introduction

ML is a rapidly evolving field that focuses on enabling computational systems to automatically
learn from data and improve their performance on a given task without being explicitly
programmed. Drawing from disciplines such as statistics, optimization, computer science, and Al;
ML provides powerful tools for modeling complex phenomena and uncovering hidden patterns in
data. The unprecedented growth in data availability (driven by advances in digital technologies,
sensors, and large-scale information systems) has further accelerated the adoption of ML across a
wide range of domains, including computer vision, natural language processing (NLP),
recommender systems (RS), healthcare, and finance. At its core, ML aims to transform raw data
into actionable knowledge through well-defined learning paradigms that include: supervised
learning, where models learn from labeled data; unsupervised learning, which discovers latent
structures without explicit supervision; semi-supervised learning, a hybridization of the
aforementioned two paradigms; and reinforcement learning, where agents learn optimal behaviors
through interacting with an environment. Each paradigm encompasses a variety of tasks such as
regression, classification, clustering, dimensionality reduction, and generative modeling, all of
which are fundamental to modern intelligent systems. Beyond learning algorithms; effective ML
relies heavily on data-related considerations and systematic workflows. Data preprocessing,
feature engineering, normalization, augmentation, and transformation play a critical role in
shaping model performance and robustness. Equally important is the ML pipeline, which includes
problem formulation, model selection, hyperparameter tuning, training, evaluation, and
deployment. Recent advances in deep learning (DL) and ensemble methods have further expanded
the representational power of ML models, enabling them to tackle highly complex and high-
dimensional problems.

This chapter provides a structured and comprehensive introduction to these general concepts
of ML. By reviewing learning paradigms, algorithms, workflows, applications, and challenges, it
lays the conceptual groundwork required for understanding the more specialized and domain-
specific ML methodologies developed in later chapters of this thesis.

2.2.  Definition of Machine Learning

The term “machine learning” was first introduced in 1959 by Arthur Samuel as a fagade that
describes “the discipline that grants computers the ability to learn without being explicitly
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programmed” [125]. In other words, ML is a subfield of Al that focuses on developing algorithms
and statistical models capable of rendering machines able to imitate humans’ ability to learn and
generalize knowledge without explicit instructions [126], with the main differences between ML
and traditional programming paradigms being depicted in Table 2.1. In order to accomplish such
goal; ML approaches leverage methods from various domains, encompassing linear algebra,
probability and statistics, information theory, and optimization techniques, for the sole purpose of
improving performance for tasks based on past experience [127]. The adaptability provided by ML
algorithms at solving complex problems rendered them indispensable across diverse disciplines,
as their ability to autonomously extract knowledge from data, facilitate pattern recognition,
provide predictive analytics, and minimize human intervention in decision-making processes,
resulted in an unprecedented leap in how systems operate, how research is conducted, and how
society interacts with technology. Particularly, in biomedicine and healthcare, ML has
significantly accelerated disease diagnostic capabilities and drug discovery procedures [128],
financial systems on the other hand have undergone paradigm shifts thanks to ML-powered fraud
detection algorithms and quantitative trading frameworks [129], similar to transportation systems
that have been fundamentally transformed by autonomous vehicle technologies [130], while
entertainment and e-commerce platforms greatly benefited from adaptive recommendation
systems [131], ultimately demonstrating ML pivotal role in modern computational problem-
solving and its capacity to reshape industry standards.

Table 2.1 Main differences between traditional programming and machine learning paradigms [132, 133]

Limited to the explicit logic set by the Derived from observed data (can

programmer in each explicit even uncover patterns unknown to

instruction the developer)

Linear and structured, requires deep Focus more on data collection,

understanding of the problem cleaning, model selection, training,
and evaluation

Static, requires manual updates for Dynamic, can easily adapt to new

alternative scenarios data and changing environments

Struggle with complex or ambiguous Excels at complex tasks (mainly due

tasks to the pattern recognition ability)

Depend on the foresight of the
developer, only applicable on the
predefined cases

Traceable and explainable

Depend on quality and diversity of
data, generalizes well to unknown
scenarios

Mostly impossible to interpret due
the black-box nature and high-
complexity of models

Deterministic ~ tasks  (inventory Probabilistic tasks (image and speech
management, financial calculations, recognition, personalized
sorting tasks) recommendations)

2.3.  Types of machine learning

ML algorithms and approaches are broadly categorized into four main paradigms, which

include:
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2.3.1. Supervised learning

Supervised learning is a ML paradigm in which a predictive model aims to learn a mapping
function from input variables to corresponding output labels based on a labeled dataset composed
of input-output pairs. The objective is to exploit patterns present in observed instances to
accurately infer the labels of previously unseen samples [134]. In practice, supervised learning
models are trained using a dataset that is typically partitioned into distinct subsets, most commonly
training, validation, and test sets. The training set, which often comprises approximately 70-80%
of the available data, should be representative of the underlying data distribution to reduce bias
and improve generalization performance. During the training phase, the model iteratively
processes the input features and their associated ground-truth labels, optimizing its parameters by
minimizing a predefined loss function that quantifies the discrepancy between predicted outputs
and true labels, while updating them using an optimization algorithm (usually based on a gradient-
based method). Model performance and generalization capabilities are then evaluated on a separate
validation or test set (whose labels are not used during parameter learning) using appropriate
evaluation metrics, ensuring an unbiased assessment of the model’s ability to generalize to unseen
data [135]. The most common supervised learning paradigms are illustrated in Figure 2.1, and they
include:

Regression Classification
What will be the temperature g% Will it be hot or cold
tomorrow? < tomorrow?
m coLb m

Figure 2.1 Supervised learning paradigms [138]
2.3.1.1. Regression

A statistical supervised learning paradigm where an algorithm aims to model the continuous
relationship between a dependent variable (label) and one or more independent variables (input
features) [136]. This process involves estimating a mapping function (vary from linear to nonlinear
depending on both the deployed model’s complexity and the underlying problem) that best fits the
observed data by minimizing a predefined loss function (e.g., mean square error) that incorporates
both predicted and actual training labels [125]. Such optimization process however may be
affected by several challenges, including multicollinearity (i.e., occurs when independent variables
are highly correlated, undermining the model's statistical reliability.), noise, limited data, or
inappropriate model complexity, which can hinder convergence toward an optimal solution,
therefore necessitating the adoption of mitigation strategies such as feature engineering,
regularization techniques, and cross-validation to help reduce bias, prevent underfitting,
overfitting, and improve generalization to unseen data. Regression constitutes a cornerstone of
both statistical modeling and ML due to its interpretability, flexibility, and wide applicability. It is
particularly valued for its ability to quantify relationships between variables, supporting both

54



Chapter 2: Machine Learning and its Core Concepts and Techniques

predictive tasks (e.g., forecasting stock prices) and inferential analyses (e.g., identifying key
factors influencing disease progression). As a result, regression methods are extensively used
across diverse domains, including economics (sales prediction), biomedicine (dose-response
modeling), engineering (system performance optimization), and climate science (temperature
estimation), highlighting their foundational role in data-driven modeling and decision-making
[137].

2.3.1.2. Classification

Classification is a supervised learning paradigm in which an algorithm learns to assign
instances to a finite set of discrete categories (classes) by identifying discriminative patterns within
their input features. Unlike regression, which models relationships involving continuous target
variables, classification focuses on learning a mapping from one or more independent variables X
to a discrete dependent variable Y. This process is achieved by exposing the model to labeled
training data, enabling it to learn a decision function (also called boundary) that best separates
instances belonging to different classes (or equivalently, groups together instances of the same
class). During training, the classifier optimizes a task-specific loss function (e.g., cross-entropy
loss) that penalizes misclassifications, thereby minimizing empirical risk and capturing latent
patterns governing class membership. Once trained, the model can generalize this learned decision
function to predict the labels of unseen or new instances. The effectiveness of a classification task
is strongly influenced by data quality, feature representation, class balance, and the choice of
learning algorithm. Common classification algorithms include logistic regression, decision trees,
support vector machines (SVMs), k-nearest neighbors (k-NN), and neural networks, which differ
in terms of interpretability, scalability, and their ability to model linear or non-linear decision
boundaries. Due to their flexibility and robustness, classification models are widely applied across
numerous domains, including medical diagnosis (e.g., benign vs. malignant tumor classification),
computer vision (e.g., object recognition), and natural language processing (e.g., sentiment
analysis) [139, 140]. In general, classification problems can be grouped into five main categories
(Figure 2.2), which include:

A. Binary classification

Binary classification is the simplest form of classification, where instances are assigned to one
of two mutually exclusive classes (typically expressed as 0 and 1, negative and positive, etc.) based
on a selected set of input features (Figure 2.3 (A)), with the objective being the identification of
the decision boundary that optimally separates the two classes in the feature space. This type of
classification is employed in numerous fields including medical diagnosis, fraud and spam
detection, and disaster prediction, with classifiers such as logistic regression, SVM, and neural
networks being the most suited algorithms to approach such tasks [141].

B. Multi-class classification

Unlike binary classification, multi-class classification involves assigning instances to one of
three or more mutually exclusive classes, as illustrated in Figure 2.2 (B) (e.g., handwritten digit
recognition). This setting introduces additional complexity, as the model must learn discriminative
boundaries among multiple classes simultaneously, often under conditions of class imbalance.
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Consequently, specialized evaluation metrics (such as the confusion matrix, macro- and micro-
averaged precision/recall, F1-score, and Cohen’s kappa) are commonly employed to provide a
more reliable assessment of performance across all classes [143]. Multi-class classification
problems can be addressed through two principal strategies. The first is direct (native) multi-class
modeling, where algorithms inherently support multiple classes by optimizing a single global
objective function over all classes, typically using categorical cross-entropy loss. Examples
include neural networks, decision trees, random forests, k-nearest neighbors, and multinomial
logistic regression. The second strategy relies on problem decomposition techniques, which reduce
the multi-class problem into multiple binary classification tasks. Common decomposition schemes
include One-vs-Rest (OvR), where one classifier is trained per class against all remaining classes,
and One-vs-One (OvO), where classifiers are trained for every pair of classes (Figure 2.3). These
approaches are particularly useful for classifiers that are inherently binary (e.g., linear SVMs or
binary logistic regression), allowing them to be extended to multi-class settings by combining the
outputs of several binary models [142].
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Figure 2.2 Types of supervised classification tasks [142]
C. Multi-label classification

This classification paradigm extends traditional multi-class classification by addressing
scenarios in which a single instance may simultaneously belong to multiple, non-mutually
exclusive classes (Figure 2.2 (C)). Formally, the objective is to learn a mapping function that
projects an input feature vector X € R? into a binary label vector Y € {0,1}%, where L denotes the
cardinality of the label space and each component indicates the presence or absence of a given
label. Unlike multi-class classification, where exactly one label is active per instance, multi-label
settings require the model to capture label co-occurrence patterns and inter-label dependencies.
This paradigm is commonly implemented using neural networks with sigmoid-activated output
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units, where each label is modeled independently and optimized using loss functions such as binary
cross-entropy, although more advanced approaches explicitly model label correlations through
structured prediction, classifier chains, or attention-based mechanisms. Multi-label classification
has wide applicability across numerous domains, including bioinformatics (e.g., gene or protein
function annotation), computer vision (e.g., multi-object or scene recognition), and natural
language processing (e.g., document or topic tagging), where entities naturally exhibit multiple
semantic associations simultaneously [142, 144].

D. Hierarchical classification

Hierarchical classification mainly focuses on associating instances with classes that are
organized within taxonomic hierarchy (tree, directed acyclic graph), where labels exhibit parent-
child and sibling dependencies (Figure 2.4), with higher-level classes maintaining broader
semantic scopes, in contrast to lower-level ones that provide increasingly specific categorizations
[145, 146]. The primary objective of this classification is to assign instances to their most specific
valid classes in the hierarchy; while maintaining hierarchical constraints (the prediction of a child
class requires the validation of all its parent classes), which can be achieved via either: (i) a top-
down approach, that starts at a root class, and recursively descend through classes by splitting to
more specific ones until reaching the most suited one, or (ii) a bottom-up approach, which initiates
estimation at a specific class, then aggregates evidence upward through the hierarchy. The inherent
structural constraints impose unique computational challenges (e.g., error propagation) that
necessitate specialized algorithms and evaluation metrics (H-loss, path accuracy) [19], rendering
hierarchical classification valuable in domains that require precise taxonomic alignment, including
e-commerce (product categorization), and biomedical ontology mapping.

< =l a5 A,
First binary classifier —_— % Vs. &5 =7 | First binary classifier — % Vs. ‘gEjJ*Jf'

PIITTRN |1 S :"-)'..— . [T | A
Second binary clossiﬂer—- Vs. % &%= | Second binary classifier — % vs. o 5

A e 0 7 — T
Third binary classifier —-{L»} Vs. % Third binary classifier  — jL;}, vs. [5.08

A) (B)

Figure 2.3 Multi-class decomposition strategies adopted by binary classifiers [142]
E. Unbalanced classification

Imbalanced classification addresses learning scenarios in which the class distribution is highly
skewed, with one or more minority classes being significantly underrepresented relative to
majority classes, as illustrated in Figure 2.2 (D). This setting commonly arises in real-world
applications where the minority class is of primary interest, such as fraud detection (rare fraudulent
transactions), medical diagnosis (low prevalence of positive disease cases), anomaly detection, and
endangered species monitoring. The central objective of imbalanced classification is to improve
the recognition and predictive performance on minority-class instances while preserving
acceptable performance across all classes. Achieving this objective typically requires specialized
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strategies, including data-level approaches (e.g., oversampling, undersampling, and synthetic data
generation), algorithm-level methods (e.g., cost-sensitive learning and ensemble techniques), and
hybrid solutions that mitigate the model’s bias toward majority classes. Additionally, conventional
accuracy is often misleading in imbalanced settings due to the accuracy paradox (high accuracy
can be achieved by ignoring minority classes), necessitating the use of more informative evaluation
metrics such as precision, recall, and F1-score [143] [147].
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Figure 2.4 Heirachical classification [148]

2.3.2. Unsupervised learning

Unlike supervised learning, unsupervised learning is a ML paradigm that aims to uncover
latent patterns, discover hidden relationships, and model the underlying structure governing data
distributions without relying on labeled outputs. Instead, it operates solely on the intrinsic
properties of unlabeled input data, completely eliminating the need for explicit supervision or
ground-truth annotations [141]. This characteristic makes unsupervised learning particularly
valuable in scenarios where labeled data is scarce, costly, or impractical to obtain. By
autonomously identifying inherent features and statistical regularities within the data,
unsupervised methods can group data points based on learned similarities, reveal low-dimensional
representations, and expose latent structures that may remain undetected by supervised
approaches. As a result, unsupervised learning plays a central role in exploratory data analysis,
anomaly detection, and feature discovery across diverse domains [149]. Despite these advantages,
unsupervised learning presents several challenges. The absence of labeled data deprives models of
explicit optimization targets, which can lead to ambiguous solutions and makes performance
evaluation inherently difficult. Consequently, the quality of learned representations may be
sensitive to noise, feature scaling, and the choice of similarity measures or model assumptions,
potentially resulting in suboptimal or unstable outcomes. Furthermore, unsupervised methods
often incur substantial computational costs, as they must explore large and complex hypothesis
spaces to identify meaningful structures, particularly in high-dimensional settings, leading to
increased training time and scalability concerns [141] [149]. Therefore, the adoption of
unsupervised learning typically involves a trade-off between modeling autonomy and predictive
reliability. In practice, unsupervised learning has been successfully applied across a wide range of
real-world applications. In marketing, clustering algorithms such as k-means are used for customer
segmentation and personalized targeting. In finance, techniques like isolation forests and
clustering-based anomaly detection support fraud identification. In bioinformatics, dimensionality
reduction and clustering methods (including hierarchical clustering and t-distributed stochastic
neighbor embedding) are employed to analyze gene expression profiles and identify disease
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subtypes. Similarly, in computer vision, principal component analysis and autoencoders are widely
used for image compression and representation learning [150] [151]. The most common
unsupervised learning paradigms are illustrated in Figure 2.5, and include:
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Figure 2.5 Types of unsupervised machine learning [156]

2.3.2.1. Clustering

Clustering in an unsupervised technique that aims to group unlabeled instances into subsets
called clusters based on common similarities or differences. The main goal of a clustering
algorithm is to discover the inherent structures and patterns residing in the features of the processed
data points via either optimizing a similarity (via minimizing an intra-cluster distance metric) or a
dissimilarity measure (through maximizing an inter-cluster distance metric) so that instances of
the same cluster are closer to each other, while clusters themselves are as far from each other as
possible [152, 153]. Key application areas of clustering algorithms include customer segmentation
based on behaviors, image segmentation and computer vision, and anomaly and fraud detection.
Common clustering approaches include [154, 155]:

A. Hierarchical and connectivity-based clustering

This class of clustering methods constructs a hierarchical organization of data points in the
form of a tree structure, known as a dendrogram, by recursively merging or splitting clusters based
on a similarity or distance criterion. Two main strategies are employed: (i) agglomerative
clustering, which follows a bottom-up approach by successively merging the closest clusters, and
(11) divisive clustering, which adopts a top-down strategy by recursively partitioning the dataset
into smaller clusters. These methods do not require a predefined number of clusters and are well
suited for uncovering nested or taxonomic data structures; however, they are computationally
expensive and sensitive to the choice of linkage criteria and distance metrics.

B. Partitioning-based clustering (centroid-based methods)

Partitioning-based clustering algorithms (e.g., k-means, k-medoids) divide the dataset into a
predefined number of clusters K by optimizing the positions of representative centroids according
to a distance measure (e.g., Euclidean distance). The objective is to minimize intra-cluster variance
while maximizing inter-cluster separation. These methods are computationally efficient and
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scalable to large datasets, but they assume roughly spherical, non-overlapping clusters and are
sensitive to centroid initialization, noise, and outliers.

C. Distribution-based clustering

Distribution-based clustering assumes that data points are generated from a mixture of
underlying probability distributions (most commonly Gaussian distributions). The clustering task
is formulated as a parameter estimation problem, where each cluster corresponds to a probabilistic
component. Algorithms such as Gaussian Mixture Models (GMMs) optimized via the
Expectation—-Maximization (EM) algorithm estimate the parameters of these distributions and
assign data points based on likelihood. This paradigm provides a principled statistical framework
and supports soft assignments, at the cost of being sensitive to initialization and model
assumptions.

D. Density-based clustering (model-based methods)

Density-based clustering defines clusters as contiguous regions of high data density that are
separated by regions of low density, thus rendering methods deploying it particularly effective at
identifying clusters of arbitrary shapes, while being robust to both noise and outliers. Prominent
algorithms include DBSCAN and OPTICS, which rely on density thresholds rather than explicit
distance minimization. While effective for irregular and overlapping clusters, their performance
depends heavily on density-related hyperparameters and may degrade in high-dimensional spaces.

E. Fuzzy clustering

Fuzzy clustering extends traditional partitioning methods by allowing data points to belong to
multiple clusters simultaneously with varying degrees of membership. Instead of hard
assignments, each instance is associated with membership probabilities that sum to one across
clusters. Fuzzy C-means is the most widely used algorithm in this category. Fuzzy clustering is
particularly useful when cluster boundaries are ambiguous or overlapping, though it is sensitive to
noise and requires careful tuning of the fuzzification parameter.

F. Grid-based clustering

Grid-based clustering partitions the feature space into a finite number of grid cells and
performs clustering by identifying and merging homogeneous neighboring cells. This approach
significantly reduces computational complexity by operating on grid structures rather than
individual data points. While efficient for large datasets, grid-based methods (e.g., CLIQUE,
STING) are sensitive to grid resolution and may struggle with clusters of irregular shapes or
varying densities.

2.3.2.2. Association rules

Association rule mining is an unsupervised data mining technique aimed at discovering
frequent patterns, correlations, or co-occurrence relationships among variables in unlabeled
datasets, where no explicit target variable is defined. These rules are commonly expressed in the
form X — Y, indicating that the occurrence of itemset X is associated with the occurrence of item-
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set Y with a certain strength. The primary objective of association rule mining is to uncover
meaningful and interpretable relationships within data by evaluating rule significance using
measures such as support, confidence, and lift. Popular algorithms for extracting association rules
include Apriori, Eclat, and FP-Growth, which efficiently identify frequent item-sets by pruning
the search space and exploiting properties such as downward closure. Owing to their transparency
and ease of interpretation, association rules are widely adopted in decision-support systems and
recommender systems. However, they may generate a large number of redundant or weak rules
and can suffer from high computational complexity when applied to large-scale or high-
dimensional datasets. A prominent application of association rule mining is market basket analysis,
where it is used to identify products that are frequently purchased together, thereby supporting
strategies such as cross-selling, recommendation generation, and optimized product placement
[157] [158].

2.3.2.3. Dimensionality reduction

Dimensionality reduction is a set of techniques aimed at transforming high-dimensional data
into a lower-dimensional representation while preserving its most informative properties, such as
variance, intrinsic structure, and salient patterns [159]. This process helps alleviate the curse of
dimensionality (i.e., a phenomenon in which model performance degrades as dimensionality
increases due to data sparsity, noise amplification, and exponential growth of the feature space)
thereby improving computational efficiency, model generalization, and data interpretability.
Unlike feature selection, which reduces dimensionality by selecting a subset of existing features
(potentially discarding information), dimensionality reduction methods generate new features
through transformations of the original variables (e.g., linear or nonlinear projections) that aim to
retain as much relevant information as possible. By embedding data into a lower-dimensional
manifold, these methods minimize information loss while facilitating tasks such as visualization,
clustering, and downstream learning. Dimensionality reduction techniques are widely applied in
domains characterized by high-dimensional data, including image processing, genomics,
bioinformatics, and natural language processing, where datasets often contain hundreds to
thousands of correlated variables and require compact representations for efficient analysis and
modeling [160].

2.3.2.4. Generative models

Generative models are a class of algorithms designed to learn the underlying probability
distribution of input data in order to generate new, synthetic samples that exhibit similar statistical
properties (e.g., images, text, chemical compounds). Unlike discriminative models, which focus
on learning the decision boundaries between classes, generative models aim to model how the data
is generated by estimating the joint probability distribution P(X) for unlabeled data, or P(X,Y)
when labels are available. These models are valuable in a wide range of applications, including
data augmentation, image synthesis, anomaly detection, and molecular generation, as they can
produce highly realistic and diverse outputs. Despite their benefits, generative models typically
require substantial computational resources and careful training to ensure stability and
convergence. Prominent generative models include Generative Adversarial Networks (GANs) and
Variational Autoencoders (VAEs) (Figure 2.6) [161] [162].
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Figure 2.6 Generative models [156]

2.3.3. Semi-supervised learning

Semi-supervised learning is a ML paradigm that combines the aspects of both supervised and
unsupervised learning through leveraging both labeled and unlabeled data to help improve
generalization performance [163]. This approach takes advantage of the abundance of easily
accessible unlabeled data to reduce reliance on costly labeled data, operating under several
assumptions: cluster assumption (data can be partitioned into discrete clusters, and points within
the same cluster are likely to share the same label), continuity assumption (points that are close in
the feature space are likely to have the same label), low-density assumption (decision boundaries
should avoid passing through high-density regions), and manifold assumption (high-dimensional
data lies on multiple low-dimensional manifolds, and points on the same manifold are likely to
share labels) [164]. Semi-supervised learning has demonstrated significant success in applications
such as speech analysis, content annotation on the internet, natural language processing, and
protein sequence classification. It employs a variety of techniques including self-training, co-
training, graph-based models, and semi-supervised extensions of deep generative models (e.g.,
semi-supervised VAEs), which reduce annotation costs while maintaining robust predictive
accuracy, although their performance remains sensitive to violations of the underlying
assumptions, which can lead to the propagation of incorrect pseudo-labels [165].

2.3.4. Reinforcement learning

Reinforcement learning is a branch of ML that focuses on training autonomous agents to make
sequential decisions through interactions with their environment, with the goal of learning an
optimal or near-optimal policy that maximizes cumulative rewards. RL problems are commonly
formulated as Markov Decision Processes, which consist of a set of environment and agent states,
a set of possible actions for the agent, a transition probability function that defines the likelihood
of moving from one state to another given an action, a reward function that assigns values to state-
action transitions, and a discount factor that determines the relative importance of future rewards.
Reinforcement learning methods such as Q-learning (value-based), REINFORCE (policy-based),
and Dyna-Q (model-based), have demonstrated remarkable success in domains such as robotics,
autonomous transportation, recommendation systems, and strategic games, showcasing their
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ability to adaptively handle non-deterministic environments and complex sequential tasks. Despite
these advantages, reinforcement learning remains computationally expensive and faces challenges
including reward specification, exploration in high-dimensional spaces, and sample inefficiency
[166-168].

2.4. Key concepts in machine learning

2.4.1. Data

In ML, data refers to a finite set of facts, raw observations, records, or measurements, typically
organized into features (variables) and instances (examples), collected from diverse sources to
serve as the foundational input for algorithms. Data enables ML models to learn patterns, extract
insights, and make predictions, with its quality, quantity, and relevance being pivotal, as they
directly influence the deployed model’s performance, generalizability, and robustness. ML
approaches rely on computational methods to uncover latent structures and relationships within
the distribution of features across instances. To support scalability, security, and efficient access,
data must be stored in appropriate structures such as databases, data warehouses, or distributed
storage systems [169]. Data can take diverse forms (Figure 2.7), which may include:

Data
. e

Categorical
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Eye colour, gender, blood type,
ethnicity

i

Numerical
Made of numbers
Age, weight, number of

children, shoe size

A

Continuous
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Age, weight, blood
pressure

Discrete
Finite options
Shoe size, number of
children

Ordinal
Data has a hierarchy
Pain severity, satisfaction
rating, mood

Nominal
Data has no hierarchy
Eye colour, dog breed,
blood type

Figure 2.7 Basic data types [170]

24.1.1. Quantitative data

Quantitative data refers to variables or features that can be measured numerically and subjected
to arithmetic operations and statistical analyses. This type of data can be further classified as (i)
discrete variables that consist of countable values, typically resulting from counting processes, and
take distinct numerical values (e.g., number of products sold, shoe size), and (ii) continuous
variables that represent measurable quantities that can assume any value within a specific range
(e.g., height, temperature). The numerical nature of quantitative data facilitates trend identification,
correlation analysis, and dependency modeling. Additionally, it supports preprocessing techniques
such as scaling, normalization, and standardization, which enhance the efficiency of regression,
classification, and clustering tasks [140].

2.4.1.2. Qualitative data

Qualitative data, also known as categorical data, represents non-numerical variables describing
attributes, labels, or classes that lack inherent mathematical ordering. Qualitative data can be
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nominal, where categories cannot be ordered (e.g., gender, country of origin), or ordinal, where
categories have a meaningful order (e.g., education level, user satisfaction ratings). Because ML
models require numerical inputs, qualitative data must be encoded using methods such as one-hot
encoding or label encoding to allow proper model processing [140].

2.4.1.3. Time-series data

Time-series data is a specialized subset of quantitative data, consisting of sequences of
observations recorded at successive time intervals (e.g., hourly, daily, monthly). This type of data
captures temporal dependencies, trends, and seasonal effects, making it essential for forecasting,
anomaly detection, and sequence modeling tasks. Common applications include market trend
prediction, stock price estimation, and weather forecasting. Time-series data often requires
dedicated models such as autoregressive models, state-space models, and recurrent neural
networks to account for temporal correlations [171].

2.4.1.4. Structured data

Structured data consists of information organized in tabular formats or predefined schemas,
with rows representing instances and columns representing features. It is typically stored in
relational databases or spreadsheets, facilitating efficient querying, retrieval, and analysis.
Structured data is widely used in ML due to its organized nature; however, it requires careful
handling of missing values, outliers, and class imbalances to ensure robust model performance and
generalization [172, 173].

2.4.1.5. Unstructured data

Unstructured data encompasses raw, heterogeneous information lacking a predefined schema
or tabular organization, making it incompatible with conventional relational databases. Examples
include text (e.g., social media posts, chemical representations), images, audio, and video. Despite
its richness, unstructured data requires specialized preprocessing techniques, such as feature
extraction, embeddings, and dimensionality reduction, to enable its efficient processing by ML
models [172, 173].

2.4.1.6. Semi-structured

Semi-structured data combines elements of structured and unstructured data. It does not fully
adhere to rigid schemas but contains organizational cues such as tags, hierarchies, or metadata,
which allow partial parsing and feature extraction. Common representations include JSON, XML,
and HTML. Semi-structured data is prevalent in web applications, internet-of-things (IoT)
systems, and distributed data environments, bridging the gap between fully structured and
unstructured formats while supporting flexible analysis [174].

2.4.2. Data preprocessing and transformations

In ML, data preprocessing, cleaning, and transformation refer to the systematic operations
applied to convert raw data into a refined and consistent format suitable for analysis, while
ensuring compliance with the assumptions and requirements imposed by the learning algorithms.
These techniques aim to enhance model performance, interpretability, and generalization to unseen
data. Data preprocessing and transformation techniques include, but are not limited to:
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2.4.2.1. Data cleaning

Data cleaning is the process of detecting, correcting, or removing corrupt, inaccurate,
incomplete, or inconsistent data instances to improve overall data quality and reliability. This
process typically involves handling missing values (through imputation or deletion), identifying
and mitigating outliers using statistical or model-based methods, resolving inconsistencies by
standardizing formats or measurement units, and eliminating duplicate records that may arise from
human error, faulty sensors, or system integration issues. Data cleaning is essential in ML, as
erroneous data propagated through a learning pipeline can introduce bias, generate spurious
patterns, and degrade a model’s ability to generalize to unseen data. Consequently, effective data
cleaning enhances the accuracy, validity, and interpretability of machine learning models [175].

2.4.2.2. Data normalization

Data normalization refers to techniques used to address scale disparities among numerical
features by rescaling their values to a common range or distribution, thereby ensuring uniform
feature contribution, while reducing the disproportionate influence of large-magnitude values.
Common normalization methods include min-max scaling, which rescales values to a fixed range
(typically [0,1]), and z-score standardization, which centers data around its mean with unit
variance. Normalization improves convergence behavior, reduces numerical instability, and
mitigates bias in gradient-based optimization models (e.g., neural networks) and distance-based
algorithms (e.g., k-nearest neighbors), thereby enhancing model stability and generalization
performance [140].

2.4.23. Feature encoding

Feature encoding is the process of transforming non-numerical data, such as categorical
variables, class labels, or textual symbols, into numerical representations that can be processed by
ML models while preserving relevant semantic relationships. Common encoding techniques
include one-hot encoding, which converts categories into binary vectors; label encoding, which
assigns unique integer values to categories; ordinal encoding, which preserves inherent category
order; and embedding-based methods, which map entities such as words into dense, continuous
vector spaces. Appropriate feature encoding is critical to prevent misleading numerical
interpretations and ensure effective learning [140, 176].

2.4.2.4. Text-related transformations:

Text-related transformations are systematic preprocessing steps designed to address challenges
such as sparsity, polysemy, and syntactic variability in natural language processing (NLP) tasks
by converting raw text into structured numerical representations. These transformations commonly
involve tokenization (segmenting text into words, sub-words, or characters), normalization
(including lowercasing, stemming, or lemmatization), and encoding through suitable vectorization
techniques applied in a sequential pipeline. Proper text preprocessing improves representation
quality and downstream model performance in NLP-based ML systems [176, 177].
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2.4.2.5. Image-related transformations

Image-related transformations consist of mathematical operations applied at the pixel or spatial
level to modify raw image data while preserving semantic content relevant to learning tasks. These
transformations typically include geometric operations (e.g., rotation, scaling, cropping, and
padding), photometric adjustments (e.g., brightness and contrast modification, pixel-value
normalization, and histogram equalization), and spatial filtering techniques such as Gaussian
smoothing and edge detection. Such operations improve model robustness, invariance, and
generalization in computer vision applications [178].

2.4.2.6. Feature discretization

Feature discretization refers to the process of converting continuous numerical variables into
discrete categorical intervals (bins) with finite representations. This approach partitions the domain
of a continuous feature into non-overlapping intervals; each assigned a nominal or ordinal label.
Common discretization methods include equal-width binning, equal-frequency binning, k-means-
based discretization, and entropy-based approaches, which can reduce noise, mitigate outlier
influence, lower model complexity, and enhance interpretability, albeit at the cost of potential
information loss [179][180].

2.4.2.7. Data augmentation

Data augmentation comprises techniques used to artificially expand the size and diversity of
training datasets by generating synthetic yet realistic variations of existing samples. These
techniques include geometric and photometric transformations in image-based tasks, synonym
replacement, back-translation, and random token insertion or deletion in NLP tasks, as well as
pitch shifting, time stretching, and background noise addition in audio-related tasks. Data
augmentation exposes models to a wider range of input conditions, helping them learn invariance
to irrelevant distortions and improving robustness in noisy and diverse environments [181].

2.4.2.8. Data reduction

Data reduction refers to procedures aimed at decreasing data volume, dimensionality, or
complexity while preserving essential structural and informational characteristics. These
techniques include dimensionality reduction methods (e.g., PCA, t-SNE), feature selection
strategies, and sampling techniques, which collectively aim to reduce computational costs,
accelerate training, improve inference efficiency, and mitigate the curse of dimensionality.
Effective data reduction contributes to improved generalization and scalability of machine learning
models [139].

2.4.3. Machine learning pipeline and work flow

ML pipeline is the systematic end-to-end workflow that organizes the sequential stages of
developing, training, and deploying a ML model, ensuring consistent data flow, reproducibly,
scalability, and optimal performance (Figure 2.8) [172]. Formally, a ML pipeline is composed of:
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Figure 2.8 Machine learning pipeline [172]

2.4.3.1. Problem definition

Problem definition is the foundational stage in ML pipeline development that involves the
precise formulation of real-world challenges into a well-posed computational problem amenable
to algorithmic solutions [182]. This step requires goal identification (what needs to be predicted
or inferred), task specification (explicit characterization of the required ML paradigm based on the
nature of the available data and desired outputs), constraint analysis (incorporation of domain-
specific, operational, and ethical requirements), variable definition (rigorous specification of the
input and output spaces), and feasibility assessment (determining data availability, quality, and
computational resources needed) [182].

2.4.3.2. Data processing

Data processing is a crucial step that comprises a series of procedural transformations
converting raw, heterogeneous data into structured representations suitable for computational
analysis and model training [172]. This process involves:

v Data acquisition: the systematic collection of relevant raw data from diverse sources (e.g.,
databases, sensors, clinical records), while ensuring statistical representativeness,
measurement reliability, and compliance with ethical and legal guidelines.

v Data preprocessing: as detailed in Section 2.4.2, this step involves applying mathematical and
statistical transformations that help handle missing values through imputation or deletion,
normalize feature scales, detect and mitigate outliers, and encode categorical variables, in order
to produce a clean and structured dataset suitable for analysis and model training.

v' Exploratory data analysis: the application of statistical summaries and visualization
techniques (e.g., correlation matrices, dimensionality-reduction visualizations such as t-SNE)
to examine data distributions, feature relationships, and potential biases that guide subsequent
modeling decisions.
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v' Data splitting: the stratified partitioning of the dataset into mutually exclusive subsets
(commonly training, validation, and test sets, e.g., 70%, 10%, 20%), preserving class
distributions while preventing information leakage. The validation set supports
hyperparameter tuning, while the test set provides an unbiased final evaluation of model
performance.

2.4.3.3. Model selection

Model selection is a critical phase in the ML pipeline that involves evaluating and comparing
candidate algorithms to identify the most appropriate model architecture for the problem at hand
given the available data. This phase requires careful consideration of multiple interdependent
factors, including computational constraints (hardware compatibility and resource requirements),
model characteristics (complexity, scalability, and interpretability), data-specific properties
(feature dimensionality, sample size, and noise), and domain-specific requirements and constraints
[183].

2.4.34. Hyper parameter tuning

Hyperparameter tuning is a significant optimization process that involves the systematic search
for optimal model configurations (that are unlearnable during training) that control its learning
dynamics and generalization behavior. This procedure explores hyperparameter spaces (e.g.,
learning rates, regularization coefficients, or architectural depth) using strategies such as grid
search, random search, Bayesian optimization, or evolutionary algorithms, often combined with
cross-validation protocols to ensure robust performance estimation, mitigate overfitting or
underfitting, balance the bias—variance trade-off, and improve convergence properties [184].

2.4.3.5. Model training

Model training is the fundamental process through which ML algorithms infer underlying
patterns and relationships within data distributions by optimizing model parameters to minimize a
predefined loss function. In supervised learning settings, models iteratively adjust parameters by
comparing predicted outputs with ground-truth labels, while unsupervised approaches optimize
similarity measures, likelithood functions, or distance metrics to capture latent data structures.
Optimization is commonly achieved using gradient-based methods, such as stochastic gradient
descent and its variants, which progressively update model parameters to reduce prediction errors
and improve performance [169].

2.4.3.6. Model evaluation

Model evaluation concludes the ML pipeline by verifying whether the trained model satisfies
the original problem definition through rigorous assessment of predictive performance,
generalization capability, and practical suitability for deployment. Evaluation relies on appropriate
quantitative metrics (e.g., balanced accuracy, precision, recall, F1-score, and Cohen’s kappa for
classification tasks, or mean squared error for regression tasks), which quantify how effectively
the model captures underlying data patterns while avoiding overfitting or underfitting. Beyond
statistical performance, evaluation should also consider qualitative aspects such as interpretability,
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fairness, robustness, and computational efficiency to ensure alignment with practical, ethical, and
regulatory requirements [ 140].

2.4.3.7. Model deployment, monitoring, and maintenance

This phase represents a continuous lifecycle process that ensures sustained model reliability
and effectiveness in production environments. Deployment involves integrating trained models
into operational systems, with continuous monitoring tracking performance metrics and data
characteristics to detect issues such as concept drift, data distribution shifts, or data quality
degradation. While maintenance includes periodic retraining, hyperparameter re-optimization, and
feature space updates to ensure long-term alignment with evolving data and operational
requirements [185].

2.5. Common machine learning approaches

2.5.1. Supervised machine learning algorithms

2.5.1.1. Linear regression

Linear regression is the simplest regression technique, designed to model the linear
relationships between a continuous dependent variable and one independent variables by fitting a
linear estimation function that best captures the patterns exhibited by the observed instances
(Figure 1.9 (A)), to help predict outputs for unseen data. This method is valued for its
computational efficiency, interpretability, and simplicity, making it suitable for preliminary data
analysis and inference tasks. However, it relies on strong assumptions (including linearity,
independence of errors, homoscedasticity (constant error variance), and normality of residuals)
which make it sensitive to outliers and incapable of capturing nonlinear relationships without
explicit feature engineering [186, 187].

2.5.1.2. Multiple regression

Multiple regression generalizes simple linear regression by modeling the relationship between
a dependent variable and multiple independent variables through a multidimensional hyperplane,
enabling the estimation of coefficients that quantify the contribution of each predictor. This
method supports the analysis of complex systems where outcomes are influenced by several
interacting factors, making it widely applicable in econometrics, healthcare, and engineering.
Multiple regression is used both for explanatory analysis through coefficient inference and for
predictive modeling via fitted values, but it retains the same core assumptions as simple linear
regression, which may limit its applicability when these assumptions are violated [188, 189].

2.5.1.3. Logistic regression

Logistic regression is a statistical method specifically designed for binary classification tasks
(despite its name) by modeling the probability of class membership through the application of the
logistic (sigmoid) function to a linear combination of input features (Figure 1.9 (B)). It is mainly
valued for its interpretability, probabilistic output, and computational efficiency, making it a
standard baseline in domains such as medical diagnosis, social sciences, and financial risk
assessment. Nevertheless, logistic regression assumes linearity in the log-odds space, limiting its
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ability to capture complex nonlinear decision boundaries without feature transformations, and it
can suffer from overfitting in high-dimensional settings unless appropriate regularization
techniques are applied [186, 190].

2.5.14. Polynomial regression

Polynomial regression extends linear regression by modeling the relationship between
dependent and independent variables as an nt-degree polynomial, allowing nonlinear
relationships to be captured within a linear-in-parameters framework (Figure 1.9 (C)). While it
retains interpretability for low polynomial degrees while providing flexibility in modeling
curvilinear trends; the use of higher-degree polynomials significantly increases the risk of
overfitting, reduces interpretability, and compromises generalization performance. Consequently,
polynomial regression is commonly applied in domains such as economics (growth trend
modeling), engineering (sensor calibration), and biology (dose-response analysis), where
nonlinear yet smooth relationships are expected [186, 187].

2.5.1.5. Redge regression (Tikhonov regularization)

Ridge regression is a regularized extension of ordinary least squares regression that addresses
multicollinearity and overfitting by incorporating an L,-norm penalty term into the loss function.
This penalty constrains the magnitude of regression coefficients, reducing variance and improving
numerical stability without eliminating features entirely. As a result, ridge regression yields more
stable and generalizable models, particularly in high-dimensional settings where predictors are
highly correlated. It is widely employed in genomic analysis, econometric modeling, and large-
scale ML systems as a foundational regularization technique for enhancing predictive robustness
[191].
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Figure 2.9 Types of regression in machine learning [193]
2.5.1.6. Lasso regression (Least Absolute Shrinkage and Selection Operator)

Lasso regression is an advanced regularization technique that enhances both the accuracy and
interpretability of ordinary least squares regression by adding an L;-norm penalty term to the loss
function. This formulation not only controls model complexity but also promotes sparsity by
shrinking the coefficients of less relevant features exactly to zero, thereby performing implicit
feature selection. Lasso regression is particularly effective in high-dimensional settings, where it
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facilitates the identification of the most informative predictors while mitigating overfitting and
multicollinearity, making it widely used in computational biology, finance, and production ML
pipelines that require both interpretability and strong predictive performance [192].

2.5.1.7. Support vector machines (SVM)

SVMs are kernel-based supervised learning models widely used for classification, regression,
and anomaly detection tasks (Figure 2.10). Their core objective is to construct an optimal
separating hyperplane that maximizes the margin between classes, defined as the minimum
distance between the decision boundary and the closest training samples from each class, known
as support vectors. Margin maximization enhances robustness to noise and improves
generalization to unseen data.

SVC with linear kernel LinearSVC (linear kernel)

sepal width (cm)
sepal width (cm)

sepal length {cm) sepal length {cm)
SVC with RBF kernel SVC with polynomial (degree 3) kernel
..-"' ‘I.|

I
F

sepal width (cm)

o

sepal width (cm)

I sepal length (cm) sepal length (cm)

Figure 2.10 The application of SVMs on a classification task using different types of kernels [196]

SVMs offer several advantages that make them effective across a wide range of applications.
Their strong performance in high-dimensional spaces enables them to handle problems where the
number of features exceeds the number of samples, a scenario common in domains such as
bioinformatics and text mining. Overfitting is mitigated through margin maximization combined
with explicit regularization. Furthermore, SVMs can model nonlinear decision boundaries by
employing kernel functions (e.g., radial basis function, polynomial kernels), which implicitly map
input data into higher-dimensional feature spaces without requiring explicit transformations.
Decision functions depend only on a subset of training samples (support vectors), which
contributes to efficient inference once the model is trained. These properties have led to the
widespread adoption of SVMs in both academic research and industrial settings, including
bioinformatics (gene expression analysis, disease diagnosis), NLP tasks (text classification, named
entity recognition), and remote sensing and geoscience (land cover classification). Despite their
strengths, SVMs exhibit notable limitations. Training complexity scales super-linearly with the
number of samples, making them computationally expensive and impractical for very large-scale
datasets. Model performance is highly sensitive to kernel choice and hyperparameter tuning, which
often requires extensive cross-validation. Additionally, the use of kernel methods reduces
interpretability, as feature contributions are not directly observable. Although multi-class
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extensions exist (e.g., one-vs-one and one-vs-rest strategies), SVMs are inherently binary
classifiers, and performance may degrade as the number of classes increases. These constraints
limit their applicability in real-time systems, large-scale data environments, and scenarios
requiring high model transparency or complex multi-class discrimination [194, 195].

2.5.1.8. Decision trees

Decision trees are a supervised learning approach that constructs a hierarchical, tree-structured
model through recursive partitioning of the feature space into increasingly homogeneous subsets,
supporting both classification and regression tasks (Figure 2.11). At each internal node, a splitting
criterion (e.g. Gini impurity or entropy for classification, and variance reduction for regression) is
used to select the feature and threshold that best separates the data. This recursive process
continues until predefined stopping conditions are met (e.g., maximum tree depth, minimum
samples per leaf, or node purity), yielding a model where predictions correspond to interpretable
sequences of logical if-then rules [197-199].
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Figure 2.11 Decision tree model architecture [199]

Decision trees offer several advantages that explain their popularity in ML, ranging from their
transparent structure that enables high interpretability, as decision paths can be directly traced and
understood by humans, which makes them particularly valuable in domains requiring explainable
models. They can naturally handle both numerical and categorical features, are relatively robust to
outliers and missing values, and require minimal data preprocessing. Moreover, their non-
parametric nature eliminates assumptions about underlying data distributions, allowing flexible
modeling of nonlinear relationships and feature interactions. Decision trees are also
computationally efficient for training and inference on moderately sized datasets [197]. These
strengths have led to widespread adoption across diverse domains, including healthcare (clinical
decision support and patient outcome prediction), finance (credit risk assessment, loan approval,
and fraud detection), marketing (customer segmentation and purchasing behavior prediction), and
bioinformatics (gene expression analysis and disease subtype classification). However, decision
trees also suffer from significant drawbacks, as they are highly prone to overfitting, particularly
when allowed to grow deep without constraints, which necessitates regularization strategies such
as pruning, depth limitation, or minimum leaf size enforcement. Their greedy, locally optimal
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splitting strategy may lead to suboptimal global solutions that fail to capture the true data-
generating process. Additionally, decision trees are sensitive to small variations in training data,
often resulting in substantially different tree structures, which reduces model stability. As tree
complexity increases, interpretability can deteriorate, making deep trees difficult to analyze and
explain [197, 198].

2.5.1.9. K-Nearest neighbor (k-NN)

This non-parametric, instance-based supervised learning paradigm can be employed for both
classification and regression tasks, as it operates under the assumption that similar individuals
exhibit homogeneous target values that can be approximated via distance-based techniques. For a
given query point, this algorithm identifies the k-closest training samples using a distance metric
(e.g., Euclidean, Manhattan distance), subsequently aggregating their labels through either
majority voting (classification) or averaging (regression) as depicted in Figure 2.12. Unlike
parametric models, K-NN avoids explicit training by retaining the training set and delaying all
computations to the inference phase, resulting in a memory-based learning approach. While k-NN
demonstrates numerous advantages that include its intuitive implementation and natural
adaptability to multi-class problems, which lead to its successful deployments in domains such as
recommender systems, medical diagnostics, and image retrieval; its practical utility is constrained
by its computational inefficiency when dealing with large datasets, which is paired with its
sensitivity to feature relevance, and diminished performance in high-dimensional spaces [200,
201].
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Figure 2.12 K-NN approach in assigning labels to new instances [204]

2.5.1.10. Naive bayes classifier

Naive Bayes classifiers constitute a family of probabilistic supervised learning models
grounded in Bayes’ theorem and the conditional independence assumption (the naive assumption),
which posits that all input features are mutually independent given the class label. The primary
objective of this approach is to estimate the posterior probability of a class given an observation
by efficiently modeling the joint probability distribution of features and class labels (Figure 2.13).
During training, the algorithm estimates prior class probabilities from the data and computes class-
conditional likelihoods using suitable distributional assumptions, such as Gaussian distributions
for continuous features or multinomial and Bernoulli distributions for discrete features.
Classification is then performed by selecting the class that maximizes the posterior probability for
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a new instance. Despite the fact that the conditional independence assumption is often violated in
real-world data, Naive Bayes classifiers remain highly effective in practice, particularly in high-
dimensional and sparse settings such as text classification (e.g., spam filtering and sentiment
analysis), medical diagnosis, and recommendation systems, where feature dependencies tend to
have limited impact on predictive performance. Their advantages include computational
efficiency, scalability, robustness to irrelevant features, and minimal training data requirements.
However, their performance can deteriorate when strong correlations exist among features or when
continuous data significantly deviates from the assumed probability distributions, which may lead
to suboptimal probability estimates and reduced classification accuracy [202, 203].
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Figure 2.13 The classification process of a Gaussian-based naive bayes classifier [205]

2.5.2. Unsupervised machine learning algorithms

2.5.2.1. Principal component analysis (PCA)

PCA is a linear unsupervised dimensionality reduction technique that transforms a set of
correlated variables into a new set of uncorrelated (orthogonal) variables called principal
components, which are ordered according to the amount of variance they explain in the original
dataset. Its objective is to identify orthogonal projection axes (Figure 2.14) that maximize data
variance by leveraging eigenvalue decomposition of the covariance matrix or singular value
decomposition of the centered data matrix. PCA is favored for noise reduction and feature
decorrelation, but it is limited to capturing linear relationships and is therefore ineffective for
modeling nonlinear data structures [206].

2.5.2.2. t-Distributed Stochastic Neighbor Embedding (t-SNE)

Similar to PCA, t-SNE is a nonlinear unsupervised dimensionality reduction technique that
embeds high-dimensional data into a low-dimensional space, t-SNE accomplished this by
converting pairwise similarities into probability distributions and minimizing the Kullback-Leibler
divergence between the high and low-dimensional distributions using gradient-based optimization
(Figure 2.15). t-SNE is particularly valued for its ability to preserve local neighborhood structures
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and reveal visually separable clusters, despite its high computational cost, lack of scalability, and
strong sensitivity to hyperparameters such as perplexity and learning rate [208].
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Figure 2.15 The application of t-SNE on a S-curve and swiss-roll shaped data distributions [209]

2.5.2.3. Generative Adversarial Networks (GANs)

GANs are neural network architectures that consist of two neural components trained
simultaneously in opposition: a generator that learns to synthesize realistic samples from random
noise, and a discriminator that learns to distinguish between real training samples and generated
ones (Figure 2.16). Training is formulated as a minimax optimization problem in which the
generator seeks to maximize the discriminator’s classification error while the discriminator aims
to minimize it, ideally converging to an equilibrium where generated samples are indistinguishable
from real data under the discriminator’s criteria [161, 162].

2.5.2.4. Variational Autoencoders (VAEs)

VAE:s are a class of probabilistic generative models that combine autoencoder architectures
with variational Bayesian inference to learn continuous latent representations of input data and
generate new samples with similar statistical properties as depicted in Figure 2.17. This learning
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process is achieved by maximizing the Evidence Lower Bound (ELBO), which jointly enforces
reconstruction fidelity and regularization of the latent space toward a predefined prior distribution,
typically a standard normal distribution. VAEs produce smooth and structured latent spaces
suitable for interpolation and sampling, but often generate blurry outputs due to likelihood-based
optimization and restrictive distributional assumptions [211, 212].
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Figure 2.16 The architecture of a GAN [210]

mean vector

sampled
latent vector

2Ly
Encoder Decoder
Network — Network
A
(conv) (deconv)

standard deviation
vector

Figure 2.17 The architecture of a convolutional VEA [213]
2.5.2.5. K-means

A centroid-based unsupervised clustering algorithm designed to partition a dataset into k
mutually exclusive clusters by iteratively minimizing the within-cluster sum of squared distances
(Figure 2.18). The algorithm alternates between assigning each data point to its nearest centroid
using Euclidean distance and updating centroids as the mean of assigned points, converging when
centroid positions stabilize or a stopping criterion is met. Despite its efficiency, simplicity, and
widespread use, K-means is sensitive to initialization, requires prior specification of k, assumes
spherical clusters of similar density, and is vulnerable to feature scaling issues and outliers [214,
215].

2.5.2.6. Apriori algorithm
A foundational association-rule mining technique designed to identify frequent item-sets and

derive association rules from transactional datasets (Figure 2.19). This algorithm leverages the
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downward-closure property (all subsets of a frequent item-set must also be frequent) to
systematically explore the item-set space in a breadth-first manner, operating through iterative
cycles of support counting to evaluate item-set frequency against a minimum threshold and
candidate generation via self-joins of frequent (k — 1)-itemsets followed by a pruning operation.
This approach enables the discovery of all frequent item-sets without exhaustive enumeration,
thereby facilitating the extraction of association rules that satisfy minimum support and confidence
constraints. While Apriori’s systematic pruning strategy and interpretability have enabled its
widespread use in market basket analysis (supermarket transaction patterns), healthcare (patient
diagnosis co-occurrences), and web usage mining (clickstream behavior), it suffers from
computational inefficiencies on large or dense datasets due to repeated database scans and
exponential growth of candidate item-sets as support thresholds decrease [217, 218].
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Figure 2.18 The convergence process of K-means towards optimal clusters [216]
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Figure 2.19 The process of extracting frequent items via apriori algorithm [219]

2.5.3. Deep Neural network (DNN) based algorithms:

A class of ML models that process data through hierarchical layers of specialized
computational nodes (MLP, CNN, RNN, attention, etc.), each designed to capture the distinct
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patterns of a specific data type (tabular, time-series, textual, image, etc.). The general framework
of DNNs consists of an input layer, where each node represents a data instance or one of its
features, multiple hidden layers that implement domain-specific transformations (e.g.,
convolutional operations for spatial data, recurrent connections for sequences, attention
mechanisms for contextual relationships) for more efficient feature extraction process, and an
output layer that has node(s) that correspond to class probabilities of regression values. Such
models are specifically designed to approximate complex functions that enables mapping input
features into corresponding output values through the composition of simpler non-linear
transformations. More specifically, the training process of a DNN involves minimizing a
differentiable loss function that quantifies the error between predicted and actual outputs via
backpropagation, where gradients are computed through the chain rule, and model’s learnable
weights are updated iteratively using a gradient-based optimization technique (e.g., stochastic
gradient descent, Adam), enabling robust predictions, pattern recognition, and efficient function
approximation in various domains [220, 221]. Typical DNNs architectures include:

2.5.3.1. Multi-layer perceptron (MLP)

This subset of DNNs is one of the most common architectures in ML, inspired by biological
neural networks and characterized by a feedforward structure in which information flows
unidirectionally from the input layer to the output layer. Its architecture consists of multiple
interconnected neurons (Figure 2.20) organized into fully connected (dense) sequential layers as
depicted in Figure 2.21. MLPs are often considered relatively shallow architectures, typically
comprising one to three hidden layers, and are commonly applied to tasks involving structured
tabular data with numerical and/or categorical features. The representational power of MLPs arises
from the collective behavior of neurons with learnable weights and biases combined with nonlinear
activation functions (e.g., ReLU, sigmoid), enabling the model to learn complex nonlinear
mappings between inputs and outputs by applying the activation function to the weighted sum of
inputs at each neuron [141, 222].
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Figure 2.20 The architecture of a neuron [141]

MLPs offer notable advantages, including their universal approximation property, which allows
them to model complex nonlinear relationships given sufficient capacity and appropriate activation
functions. They can generalize to unseen data when properly trained and regularized, and can be
adapted to diverse tasks through configurable architectures (e.g., number of hidden layers and
units). Moreover, they benefit from well-established optimization algorithms, regularization
strategies, and weight initialization techniques. However, they suffer from important limitations,
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as their high parametric complexity often requires large labeled datasets for effective training, and
increasing architectural depth leads to higher computational cost and greater susceptibility to
vanishing gradients and optimization difficulties, often associated with saddle points rather than
true local optima. Additionally, their black-box nature limits interpretability, their performance is
highly sensitive to hyperparameter choices (e.g., learning rate and initialization strategy), and they
lack inductive biases for efficiently handling image, sequential, and textual data compared to
specialized architectures such as CNNs and sequence models [224, 225].
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Figure 2.21 The architecture of a MLP [223]

2.5.3.2. Convolutional neural network (CNN)

This class of DNNs is specifically designed to process grid-structured data (e.g., images) by
exploiting spatial hierarchies through a multi-layered framework of convolutional layers, often
interleaved with pooling operations and typically followed by fully connected layers, as illustrated
in Figure 2.22 [226].
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Figure 2.22 The architecture of a CNN [229]

To effectively extract latent features from images, convolutional layers slide small, learnable
filters (kernels) across the input, where each filter performs an element-wise multiplication with a
local receptive field, sums the results, and adds a bias term to produce an activation (Figure 2.23).
Applying this operation across all spatial locations yields a feature map that emphasizes salient
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local patterns while preserving spatial structure, and using multiple filters enables the capture of
diverse features (e.g., horizontal versus vertical edges). Pooling layers, on the other hand, apply
fixed-size windows over feature maps to aggregate local responses (e.g., via average or max
pooling), thereby reducing spatial resolution and improving robustness to small translations [227].
The final fully connected layers integrate the learned spatial features to perform tasks such as
classification or regression. The objective of CNNss is to learn representations that are translation-
equivariant in early layers and increasingly invariant at higher levels, enabling the automatic
extraction of low- and high-level features with minimal manual feature engineering through end-
to-end training that optimizes filter parameters via backpropagation and gradient-based loss
minimization [228].
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Figure 2.23 The mathematical application of the convolutional operation [230]

CNNs are highly regarded for their ability to automatically learn hierarchical feature
representations directly from raw input data, reducing the need for manual feature engineering and
often improving generalization in image and spatial data tasks. Their weight-sharing mechanism
substantially reduces the number of trainable parameters compared to fully connected networks,
leading to improved computational and statistical efficiency. Additionally, their local connectivity
and translation equivariance, combined with pooling-induced invariance, enable robust pattern
detection across spatial locations, making them fundamental to object recognition and detection
tasks. However, CNNs typically require large labeled datasets and considerable computational
resources for effective training, and their localized receptive fields can limit the efficient modeling
of long-range or global contextual dependencies, often motivating the integration of
supplementary mechanisms such as attention. Furthermore, CNNs are primarily designed for grid-
structured data (e.g., images) and cannot natively operate on non-Euclidean domains (e.g., graphs
or manifolds) without architectural extensions or specialized variants [226, 231].

2.5.3.3. Recurrent neural network (RNN)

This type of DNNSs is specifically designed to process sequential data (e.g., time series, text,
and speech) by modeling temporal dependencies through a recursive architecture (Figure 2.24)
that preserves contextual information across time steps via hidden states. At each time step, a
recurrent unit computes its hidden state by applying a nonlinear transformation (e.g., tanh or
ReLU) to the weighted sum of the current input and the previous hidden state, with the initial
hidden state typically initialized as a zero vector or a learned parameter, while sharing weights
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across all time steps. This sequential processing allows the network to produce a sequence of
hidden states that encode the temporal structure of the input data, enabling subsequent output
layers (often fully connected layers) to exploit this information for tasks such as sequence
prediction or classification. The primary objective of RNNs is to learn time-dependent
representations that capture short-term dependencies and, in principle, long-range dependencies
without manual feature engineering, through a training process that employs backpropagation
through time (BPTT) and gradient-based optimization to minimize a predefined sequence-level
loss function (e.g., cross-entropy) [232, 233]. RNNs offer significant advantages for processing
variable-length sequential data through their time-dependent hidden states, which retain contextual
information and make them well-suited for tasks such as time-series forecasting, speech
recognition, and NLP. Their weight-sharing mechanism across time steps allows efficient
modeling of sequential patterns while maintaining a relatively compact parameter space compared
to fully connected feedforward networks. However, RNNs are constrained by vanishing and
exploding gradients during backpropagation through time (BPTT), which can severely limit their
ability to capture long-term dependencies. Their inherently sequential computations hinder
parallelization, increasing computational cost and slowing both training and inference.
Additionally, RNNs may exhibit instability and require careful hyperparameter tuning, as their

autoregressive processing can lead to error accumulation over long sequences [233, 234].
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Figure 2.24 The architecture of a recurrent neural network [235]

2.5.34. Gated-recurrent units (GRUs)

This variant of recurrent units is specifically designed to overcome the limitations of standard
RNNs by adaptively capturing long-range dependencies in sequential data through gating
mechanisms that regulate the flow of information across time steps as illustrated in Figure 2.25. A
GRU cell employs two gates: a reset gate, which determines how much of the previous hidden
state should be ignored when computing the new candidate activation (allowing the model to
discard irrelevant historical information), and an update gate, which controls the trade-off between
retaining the previous hidden state and incorporating the new candidate activation (enabling the
network to preserve essential long-term dependencies). This gating mechanism allows GRUs to
learn compact, informative representations of sequential data, mitigating the vanishing gradient
problem while remaining computationally more efficient than standard RNNs or Long Short-Term
Memory (LSTM) networks [236, 237]. One of the primary strengths of GRUs is their
computational efficiency, as they use fewer parameters than LSTMs, making them faster to train

81



Chapter 2: Machine Learning and its Core Concepts and Techniques

and less prone to overfitting. GRUs can effectively capture both short-term and long-term
dependencies in sequential data through their gating mechanisms, often achieving comparable or
superior performance to LSTMs despite their simpler architecture. Additionally, they are easier to
implement and require less hyperparameter tuning, making them suitable for rapid
experimentation and deployment. However, their reduced gating complexity can limit
performance on tasks that demand very long-term memory retention, and they may still struggle
with extremely long sequences due to residual gradient attenuation (i.e., gradual weakening of
gradient signals during BPTT). Furthermore, while GRUs are generally easier to train than
LSTMs, their relative performance is task-dependent, and they lack the fine-grained control over
memory contents that LSTMs provide [236, 237].
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Figure 2.25 The architrecture of GRU [238]
2.5.3.5. Transformer architecture

This DNN framework is designed for sequence modeling and translation tasks, relying entirely
on self-attention mechanisms that allow processing sequential data without recurrent or
convolutional operations. Its architecture consists of stacked encoder and decoder layers (Figure
2.26), each containing a multi-head self-attention mechanism, a position-wise feed-forward
network, and a normalization layer, with the encoder transforming input sequences into
continuous, high-dimensional representations, while the decoder generates output sequences by
attending to both the encoder’s outputs and its own previous predictions in an autoregressive
manner. To compensate for the absence of inherent sequential processing, transformers incorporate
positional encodings that inject information about the relative or absolute position of tokens within
the input sequence. Transformers are highly regarded for their ability to model long-range
dependencies efficiently through attention mechanisms, enabling each token to directly interact
with all other tokens in the sequence, which supports parallelizable training and enhances
contextual representation learning [239]. Transformers offer several key advantages over
traditional sequence modeling approaches, including superior parallelization during training due
to their non-recurrent design, the ability to capture long-range dependencies through global self-
attention mechanisms, and strong performance across diverse domains such as NLP and computer
vision. Moreover, their scalable architecture has enabled the development of increasingly large
language models, and their attention mechanisms provide more interpretable and analyzable
representations of model behavior. However, transformers also have notable limitations, as their
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memory and computational requirements are high, with self-attention operations scaling
quadratically with sequence length, and they typically require very large training datasets to
achieve optimal performance. Additionally, standard transformer architectures lack innate
mechanisms for modeling hierarchical or structured data patterns, which are more naturally

captured by recurrent or convolutional operations [240, 241].
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Figure 2.26 The architecture of a transfomer and its components [239]

2.5.3.6. Autoencoders (AE)

This type of DNNSs is designed to learn efficient low-dimensional representations of data by
capturing its most salient features through an unsupervised learning paradigm. The architecture of
an AE consists of two main components: an encoder, which maps high-dimensional input data into
a compressed latent representation via a series of nonlinear transformations, and a decoder, which
reconstructs the original input from this latent representation (Figure 2.27). This process is
achieved by optimizing the network parameters to minimize a reconstruction loss between the
original input and its reconstruction, thereby forcing the AE to retain essential features while
discarding irrelevant variations, and encouraging the network to uncover the underlying manifold
structure of the input space, which enables tasks such as dimensionality reduction, denoising, and
unsupervised feature extraction [242, 243]. AEs offer several key advantages, particularly their
ability for unsupervised feature learning, as they can automatically extract meaningful
representations from raw input data without requiring labeled examples. They are effective for
dimensionality reduction, denoising, and anomaly detection because they encode input data into
compact latent spaces that preserve essential structural information. Furthermore, AEs provide
architectural flexibility, allowing extensions such as convolutional autoencoders for spatial data
and variational autoencoders for probabilistic modeling. However, their limitations include
susceptibility to overfitting and memorization of the training data rather than learning
generalizable patterns, especially when model complexity is not properly regularized. Their
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performance is highly sensitive to architectural design, hyperparameter settings, and the amount
of training data. Additionally, features learned in an unsupervised manner may lack interpretability
or discriminative power for downstream tasks, and standard AEs may struggle to capture complex
hierarchical relationships in data without advanced architectural modifications [243, 245].
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Figure 2.27 The architecture of an autoencoder [244]

2.5.4. Ensemble methods
2.54.1. Random forest (RF)

This ensemble method constructs multiple decision trees using bootstrap aggregation
(bagging) and random feature selection during node splitting, where each tree is trained on a
distinct bootstrap sample of the original dataset, and splits are based on randomly selected feature
subsets that de-correlate individual trees [246], as depicted in Figure 2.28. The overall predictions
of a RF are obtained via majority voting for classification or averaging for regression, enhancing
predictive accuracy while reducing overfitting. As a non-parametric approach, RFs can model
complex nonlinear relationships without assuming any specific data distribution, and they are
particularly effective in high-dimensional settings. Their computational efficiency and inherent
ability to handle mixed data types (continuous and categorical) enable applications in fields such
as bioinformatics, financial analysis, remote sensing, and clinical decision support, although they
are less interpretable than single decision trees, computationally demanding for large ensembles,
and limited in extrapolating beyond observed data ranges in regression tasks [247, 248].

2.54.2. Bootstrap aggregating (bagging)

This ensemble method improves model stability and predictive accuracy by combining
multiple base learners trained on diverse bootstrap samples drawn from the dataset. The algorithm
generates bootstrap replicates of the training data via sampling with replacement, trains a base
learner (e.g., decision tree) on each replicate, and aggregates predictions using majority voting for
classification or arithmetic averaging for regression to produce the final output. By leveraging the
variance-reduction properties of bootstrap sampling and model averaging, bagging mitigates
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overfitting while maintaining the bias characteristics of the base learners, enabling successful
applications in financial risk assessment (e.g., credit scoring ensembles), ecological modeling
(e.g., habitat suitability prediction), and biomedical classification (e.g., disease subtype
identification from omics data). However, the method has limitations, including computational
cost that scales linearly with ensemble size, reduced interpretability due to the aggregated
ensemble structure, and limited performance improvement when applied to inherently low-
variance models such as linear regression. Additionally, its effectiveness depends critically on the
diversity and robustness of the constituent base learners [250, 251].
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Figure 2.28 Random forest classifier [249]

2.54.3. Boosting

This ensemble learning technique builds a high-accuracy predictive model by iteratively
combining weak base learners (typically high-bias, low-variance models) with an emphasis on
correcting errors made by previous iterations. The algorithm trains each successive learner on a
reweighted version of the training data that gives higher importance to previously mispredicted
instances, and aggregates predictions using weighted majority voting for classification or additive
combination for regression. This sequential approach enhances predictive performance by
reducing bias while controlling variance and can provide implicit feature selection, supporting
successful applications in medical diagnostics (e.g., early disease risk stratification from
multimodal clinical data), computer vision (e.g., real-time pedestrian detection), and information
retrieval (e.g., search engine relevance ranking). Nevertheless, boosting is sensitive to noise and
outliers due to its focus on difficult-to-classify samples, requires significant computational
resources for sequential training, and reduces interpretability, despite offering feature importance
measures [252, 253].

2.6. Applications of machine learning

2.6.1. Computer vision

ML algorithms (particularly DNN architectures) have profoundly advanced the field of
computer vision by enabling the autonomous extraction and interpretation of complex visual
patterns from large-scale image and video data, eliminating the need for manual feature
engineering, and improving adaptability across a wide range of real-world visual perception tasks.
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Particularly, CNNs have become foundational image classification, object detection, and semantic
segmentation tasks, owing to their ability to learn spatial hierarchies of features directly from raw
pixels, while other architectures like Residual Networks (ResNets), U-Nets, and Vision
Transformers have further elevated the performance and scalability of vision systems by
addressing challenges encompassing vanishing gradients, spatial resolution preservation, and
long-range dependency modeling. Such advancements have facilitated the deployment of
computer vision technologies in facial recognition, medical image analysis (e.g., tumor detection),
autonomous driving, and surveillance systems, making automatic visual perception more efficient,
accurate, and viable for real-time applications [254].

2.6.2. Natural language processing

NLP has been significantly advanced by ML algorithms, owing to their ability to enable the
automatic extraction of linguistic patterns, semantic representations, and contextual embeddings
from large-scale corpora. Thus reducing reliance on handcrafted linguistic rules, while improving
the generalization of NLP systems across languages, domains, and tasks, thereby enhancing their
accuracy, scalability, and real-world viability. Classical models such as Naive Bayes and SVMs
were instrumental in early NLP tasks, including spam detection and document classification.
However, the advent of deep learning architectures (e.g., RNNs, GRUs, and more recently,
Transformer-based models like BERT and GPT) has revolutionized the field by effectively
modeling contextual and sequential dependencies in textual data. These advancements have
propelled the development of a wide range of NLP applications, including machine translation,
sentiment analysis, question answering, text summarization, and conversational agents [255, 256].

2.6.3. Cybersecurity

ML models have become integral to the cybersecurity field by enabling the automated
detection, classification, and mitigation of security threats, through the analysis of vast and
complex networks, systems, and user activity data, consequently reducing reliance on static,
signature-based methods, and improving systems overall adaptabilities against evolving attack
patterns. Particularly, SVMs and RFs have been widely used for intrusion detection and malware
classification, while DNN frameworks, such as CNNs, RNNs, and transformer-based models, have
enhanced the capability of capturing spatial, temporal, and contextual patterns in network traffic,
logs, and binary codes. These approaches support applications such as anomaly-based intrusion
detection, phishing detection, spam filtering, ransomware identification, and user behavior
analytics, making cybersecurity systems more robust, scalable, and viable for real-time threat
intelligence and proactive defense in dynamic and heterogeneous environments [257, 258].

2.6.4. Recommendation systems

Representing the cornerstone of modern recommender systems, ML algorithms enable the
automated modeling of user preferences, item characteristics, and interaction patterns, resulting in
the efficient provision of personalized content and product suggestions, thereby improving user
engagement, retention, and overall decision-making robustness. Traditional approaches such as
collaborative filtering (CF), and matrix factorization (MF) have been widely adopted for predicting
user-item interactions based on historical data, while DNN architectures (e.g., Neural
Collaborative Filtering (NeuMF), Deep Factorization Machines, and Transformer-based models)
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have significantly enhanced recommendation performance by capturing complex, nonlinear
relationships, contextual dependencies, and temporal dynamics in user behavior, collectively
advancing numerous fields encompassing e-commerce, personalized news, music and video, and
social media, making recommender systems more adaptive, scalable, and viable for large-scale,
real-time, and cross-domain environments [259, 260].

2.6.5. Health care

Through their ability to enable the automated extraction of clinically relevant patterns from
complex, and multimodal medical data; ML approaches enhance diagnostic accuracy, treatment
personalization, and operational efficiency, through both classical models (e.g., logistic regression,
decision trees, SVMs) that facilitate early-stage tasks (e.g., disease risk prediction, patient outcome
modeling), and by deploying advanced models (e.g., DNNs, Transformer architectures) that enable
the efficient analysis of medical imagery, electronic health records, and biomedical signal
processing, consequently advancing tasks such as early cancer detection from imaging scans,
arrhythmia classification from electrocardiograms, automated pathology report interpretation, and
personalized drug recommendation, making healthcare systems more data-driven, scalable, and
viable for real-time clinical decision support [261, 262].

2.6.6. Finance

The impact of ML techniques on this field has been transformative, enabling the automatic
discovery of patterns, trends, and anomalies in large-scale, high-dimensional financial data,
thereby enhancing predictive accuracy, risk management, and decision-making efficiency.
Specifically, traditional models (e.g., logistic regression, RFs, gradient boosting) are widely
implemented for credit scoring, fraud detection, and portfolio optimization tasks, while advanced
DNN architectures (e.g., sequential data-oriented neural networks, graph data-oriented neural
networks, and transformer-based models) are leveraged to help model the temporal dependencies,
relational structures, and market sentiment, extracted from unstructured data (e.g., news articles
and social media streams), ultimately advancing the tasks of algorithmic trading, customer
segmentation, anti-money laundering systems, and real-time fraud prevention, and making
financial services more scalable, adaptive, and viable in dynamic market conditions [263, 264].

2.6.7. Manufacturing and industry

In this field, the integration of ML techniques has significantly improved productivity, quality
control, and operational efficiency by enabling data-driven process optimization, predictive
maintenance, and real-time defect detection. Specifically, SVMs, decision trees, and k-NN are
deployed for equipment fault diagnosis, process monitoring, and demand forecasting, whereas
DNN-based models are leveraged for handling high-dimensional sensory data, time-series signals,
and visual inputs from industrial IoT systems. These capabilities have facilitated successful
applications in automated visual inspection, energy consumption optimization, supply chain
analytics, and production line automation, making manufacturing systems more adaptive, scalable,
and resilient to dynamic market demands [265, 266].
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2.6.8. Agriculture

The exploitation of ML in this domain have greatly improved precision farming, crop
management, and resource optimization through enabling the analysis of multispectral and
hyperspectral imagery, sensor data, and environmental variables to support data-driven decision-
making. Specifically, decision trees, RFs, and SVMs are leveraged for crop yield prediction, soil
quality assessment, and pest detection, while DNN based models support enhancing the
capabilities of plant disease identification, weed detection, irrigation scheduling, and climate
impact forecasting. These techniques facilitate automated, scalable, and cost-effective solutions
dedicated to increase productivity, reduce waste, and promote sustainable agricultural practices,
making the sector more resilient to climate change and global food demands [267, 268].

2.6.9. Climate science and environmental monitoring

ML algorithms play a crucial role in this field through enabling the efficient modeling of
complex earth systems, analyzing vast amounts of remote sensing data, and improving the
accuracy of environmental predictions. Most deployed ML approaches involve RFs, SVMs, and
k-NN that are implemented for land cover classification, deforestation detection, and air quality
assessment, and DNN-based approaches that are dedicated for the more advanced tasks such as
climate pattern recognition, extreme weather event forecasting, ocean temperature anomaly
detection, and greenhouse gas emission monitoring. These techniques collectively enable the
automated, scalable, and high-resolution environmental analysis, support early warning systems,
policy-making, and sustainable resource management, thereby enhancing resilience to climate
change impacts and environmental degradation [269, 270].

2.7.  Challenges and limitations of machine learning approaches

While ML methodologies have achieved remarkable success across numerous disciplines, their
widespread adoption remains constrained by persistent theoretical and practical limitations that
fundamentally challenge their reliability, generalizability, and scalability. These inherent
constraints reveal significant gaps between the theoretical promise of ML paradigms and their real-
world applicability, highlighting the need for continued interdisciplinary research to address these
foundational challenges. The principal limitations encompass:

2.7.1. Computational challenges
2.7.1.1. Underfitting (high bias)

This phenomenon refers to the computational challenge where a model fails to capture the
underlying patterns in the training data, typically due to being too simple (Figure 2.29 (left)),
having insufficient parameters, or using overly restrictive assumptions, resulting in poor
performance on both training and test datasets [139]. This issue often arises from inadequate model
complexity, insufficient training time, or the use of overly aggressive regularization, which
prevents the model from learning important data relationships. Underfitting negatively impacts
ML algorithms by leading to high bias, low predictive accuracy, and an inability to generalize
effectively, thereby making the model unsuitable for real-world deployment. The prevention of
underfitting involves strategies such as increasing model complexity (e.g., using deeper
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architectures or more features), extending training duration, reducing regularization strength, or
selecting more appropriate features to better represent the problem space [141].

y y
X X X
Underfitting Overfitting Just Right Fit!
Bias High Low Low
Variance Low High Low

Figure 2.29 Understanding underfitting and overfitting [271]
2.7.1.2. Overfitting (high variance)

In contrast to the aforementioned phenomenon, this one depicts the computational challenge
where a model learns not only the underlying patterns in the training data but also the noise and
random fluctuations, leading to excellent performance on training data but poor generalization to
unseen data (Figure 2.29 (middle)). Overfitting typically occurs when the model is either
excessively complex with respect to the amount of available data, has too many parameters, or is
trained for too long without adequate regularization. Overfitting undermines ML paradigms by
causing high variance, reduced robustness, and unreliable predictions in real-world scenarios.
Preventing overfitting involves techniques such as regularization (e.g., L{/L, penalties, dropout),
early stopping during training, cross-validation for model selection, data augmentation, and using
simpler models or acquiring more diverse and representative training data [139, 141].

2.7.1.3. Data acquisition, quality, and availability

This computational challenge refers to the difficulty of obtaining sufficient, relevant, and high-
quality datasets, necessary for effective model training and generalization, since poor data quality
(noisy, incomplete, imbalanced, or biased datasets) can lead to inaccurate models that fail to
capture the true underlying patterns, while limited availability or restricted access to data (due to
privacy, proprietary, or logistical constraints) can hinder the development of robust ones. These
issues affect ML models by increasing the risk of overfitting to small or unrepresentative datasets,
reducing generalization to unseen data, and potentially embedding societal or measurement biases
in predictions. Prevention strategies include employing rigorous data cleaning and preprocessing
pipelines, leveraging data augmentation and synthetic data generation, applying feature
engineering to maximize information extraction, using transfer learning when large datasets are
unavailable, and ensuring ethical and diverse data collection practices to enhance
representativeness and reduce bias [139, 272].

2.7.14. Model complexity and scalability

This challenge revolves around developing approaches that achieve optimal balance between
complexity and scalability, through maintaining sufficient representational capacity to capture
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intricate data patterns while remaining computationally tractable for large-scale datasets and high-
dimensional feature spaces. This dual requirement creates inherent trade-offs between predictive
accuracy, computational efficiency, and practical applicability, as dataset sizes and model
architectures continue to grow, which can be addressed through regularization techniques,
architectural pruning (reduce redundant parameters), the implementation of parallel and distributed
computing frameworks, the development of inherently scalable architectures (e.g., sparse neural
networks), and the deployment of dimensionality reduction methods (mitigate the curse of
dimensionality), which collectively optimize the performance-resource trade-off that
fundamentally constrains modern ML systems [273, 274].

2.7.1.5. The curse of dimensionality

The curse of dimensionality encompasses the set of sparsity-related problems that arise when
both volume and dimensionality of the input feature space increase, causing an undermining in the
statistical significance of training samples, the distortion of distance-based similarity measures, an
elevated overfitting risk (due to the expanded hypothesis space), and a prohibitive increase in the
computational and storage requirements, collectively degrading ML models generalization
capabilities. Addressing these challenges requires researchers to employ dimensionality reduction
techniques (e.g., PCA, t-SNE) to project data into more manageable lower-dimensional spaces, the
implementation of feature selection methods to identify and retain only the most informative
variables, the application of regularization techniques to constrain model complexity, and the
utilization of specialized architectures (tree-based ensemble methods, DNNs with embedding
layers) that are more robust at handling the peculiarities of high-dimensional data [275, 276].

2.7.1.6. Interpretability and explainability

This challenge stems from the inherent difficulty of comprehending and describing the
decision-making processes of complex ML models, especially "black-box" architectures such as
DNNs and ensemble methods, where the inability to understand their decision-making process
undermines their trustworthiness, accountability, and operational transparency, consequently
creating barriers for stakeholders whom require logical reasoning behind model outputs. This lack
of transparency particularly hinders deployment in critical domains including healthcare, financial
services, and judicial applications, where the reasoning behind estimated predictions carries equal
importance to predictive performance. Potential solutions to these limitations involve
implementing explainable artificial intelligence (XAI) approaches (e.g., Local Interpretable
Model-agnostic Explanations (LIME), attention visualization techniques, gradient-based saliency
mapping), or alternatively utilizing structurally transparent models such as decision trees or linear
models [277, 278].

2.7.1.7. Hardware and computational limits

Hardware and computational limitations refer to the constraints imposed by processing power,
memory capacity, storage, and energy consumption required to train and deploy models,
particularly those involving large-scale datasets or complex architectures, which can result in
excessively long training times, reduced accuracy due to model/data simplifications, or
infeasibility of real-time inference in resource-constrained environments. As model size and
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complexity increase, they demand disproportionately more computational resources, which can
limit experimentation and raise environmental costs due to high energy consumption. These
challenges, however, can be mitigated through strategies such as model compression, pruning,
quantization, distributed and parallel computing, utilization of specialized hardware accelerators
(e.g., GPUs, TPUs), and algorithmic optimizations that reduce computational overhead without
sacrificing performance [279, 280].

2.7.2. Real-world challenges
2.7.2.1. Ethical constraints

In ML, ethical challenges involve the responsibility to design, train, and deploy algorithms in
ways that uphold fairness, transparency, accountability, and respect for human rights. This
includes preventing the amplification of biases, protecting personal privacy, avoiding opaque
decision-making, and ensuring algorithms are not misused in contexts such as surveillance or
autonomous systems without human oversight, as such failures can erode public trust and lead to
discriminatory outcomes. Addressing these concerns requires the integration of fairness-aware
algorithms, privacy-preserving techniques, transparent model documentation, robust governance
frameworks, and adherence to established Al ethics guidelines and regulatory standards [281, 282].

2.7.2.2. Privacy and security threats

These challenges refer to vulnerabilities that can expose sensitive data or models to
unauthorized access, misuse, or manipulation, potentially compromising the confidentiality,
integrity, and trustworthiness of ML systems. They commonly include membership inference
attacks, model inversion, data poisoning, and adversarial examples, which may result in the
leakage of private information, degradation of model performance, or exploitation of learned
patterns for malicious purposes. Such risks can undermine algorithm reliability, erode user trust,
and limit the adoption of ML models in sensitive applications. Mitigation strategies include the
use of privacy-preserving techniques such as differential privacy, secure multi-party computation,
federated learning, adversarial training, and robust model validation, combined with strong access
controls and continuous security audits to detect and counter both evolving and emerging threats
[283, 284].

2.8. Conclusion

ML constitutes a powerful and versatile framework for modeling data-driven problems across
a wide spectrum of scientific and practical domains. By encompassing diverse learning paradigms
(ranging from supervised and unsupervised learning to reinforcement and generative modeling);
ML offers flexible solutions for tasks such as prediction, classification, pattern discovery, and
knowledge extraction. This chapter has presented the core concepts that define ML, including data
types, preprocessing strategies, learning workflows, commonly used algorithms, and modern deep
learning architectures. In addition to highlighting the breadth of ML methodologies and
applications, this chapter has also emphasized the challenges inherent to real-world ML systems,
such as overfitting, scalability, data quality issues, interpretability, and ethical concerns.
Addressing these challenges requires careful model design, rigorous evaluation, and responsible
deployment practices. Overall, the concepts discussed in this chapter form a critical theoretical
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foundation for the advanced ML-based approaches explored in subsequent chapters of this thesis,
particularly in the context of complex, data-intensive problems where robust learning and
generalization are essential.
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Chapter 3: Recommender Systems in Bioinformatics

Recommender systems have emerged as powerful computational frameworks capable of
modeling complex relationships within large, heterogeneous datasets, making them particularly
well suited for bioinformatics applications that involve intermolecular interaction prediction, drug
discovery, and drug repurposing. By exploiting historical interaction patterns and diverse
biological representations, recommender systems offer a scalable and data-driven alternative to
traditional experimental and computational approaches, enabling the efficient identification of
novel drug-target associations, disease mechanisms, and therapeutic opportunities.

This chapter provides a comprehensive overview of recommender systems in bioinformatics,
highlighting their theoretical foundations, methodological adaptations, and practical impact on
modern drug discovery and repurposing pipelines. This chapter is organized as follows: Section 2
introduces drug discovery from a bioinformatics perspective, covering the traditional drug
development pipeline, its inherent challenges, and the growing role of computational and machine
learning-based strategies, with particular emphasis on drug repurposing. Section 3 discusses the
concept of intermolecular interactions, their main types, and the importance of computational
prediction methods in understanding biological systems and accelerating therapeutic discovery.
Section 4 presents the fundamental principles of recommender systems, including their core
components, objectives, and taxonomic categories. In Section 5, we explore how bioinformatics
problems can be formulated as recommendation tasks, detailing relevant biological data
representations and key application domains. Section 6 reviews the most significant contributions
of recommender systems in intermolecular interaction prediction tasks, including matrix
factorization, deep learning, graph-based, kernel-based, and other recommendation techniques,
along with their respective limitations. Concluding with section 7 where we summarize key
insights of recommender systems in advancing bioinformatics-driven drug discovery and
repurposing strategies.

3.1. Introduction

The pursuit of understanding and treating human diseases has driven scientific progress for
centuries, ultimately giving rise to the field of drug discovery, which has drastically evolved from
the empirical use of natural remedies into a sophisticated, multi-stage pipeline involving target
identification, lead optimization, preclinical evaluation, and rigorous clinical testing. Despite these
advances, traditional drug discovery remains hindered by prohibitive costs, lengthy development
timelines, and high attrition rates, highlighting the urgent need for more efficient strategies such
as drug repurposing. At the heart of all biological processes and therapeutic interventions lie
intermolecular interactions, the precise binding events between proteins, drugs, nucleic acids, and
other biomolecules that dictate cellular functions and disease mechanisms. Accurately
characterizing and predicting these interactions has therefore become essential for precision
medicine, systems biology, and large-scale therapeutic discovery.

Bioinformatics plays a pivotal role in this effort, offering computational tools to model, infer,
and integrate molecular interactions across diverse omics and structural datasets. To manage the
growing complexity and scale of such tasks however; bioinformatics has increasingly adopted
methodologies from highly compatible domains, such as the recommender system (RS) one. The
choice for such approach is based on the strictly-constrained environments characterizing most
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biological problems, posing numerous challenges, including data sparsity, cold-start issues for
novel compounds or targets, heterogeneous data integration, and the need for interpretable
architectures, consequently rendering most ML approaches inapplicable. Originally designed to
suggest relevant content to users; RS frameworks operate by inferring missing links between
“users” and “items” based on unique features such as historical interactions; a principle that maps
naturally onto many biological problems. Owing to their ability to adopt matrix factorization,
graph-based, and DL-based techniques, RSs enables the efficient estimation of intermolecular
interactions, discovery of disease-gene associations, and acceleration of therapeutic strategies
development, where drugs, proteins, genes, and diseases are projected as user/item entities in
sparse interaction matrices. By reframing biological questions as recommendation tasks, RS
methodologies provide a systematic and scalable approach for exploring molecular interactions,
offering new opportunities for therapeutic innovation and personalized medicine.

3.2.  Drug discovery in bioinformatics

3.2.1. Definition and scope

Drug discovery is considered as one of the main cornerstones of biomedical research, aiming
to identify novel therapeutic compounds that’re capable of alleviating or preventing human
diseases caused by molecular dysfunctions that disrupt regular biological processes through
genetic mutations, pathogens, or external environmental factors [286]. The primary goal of drug
discovery is to design or identify molecules capable of restoring physiological balance,
accomplished by specifically targeting aberrant molecular mechanisms in a process that involves
interacting with biomolecules such as proteins (e.g., enzymes, receptors, or ion channels) to help
modulate their activity and produce a therapeutic effect. At the molecular level, most drugs exert
their function through specific binding interactions with target proteins (primarily mediated by
non-covalent forces such as hydrogen bonds, hydrophobic effects, and electrostatic interactions)
in order to inhibit or accelerate their biological activity, thereby modulating biochemical pathways
involved in disease progression [285]. For instance, enzyme inhibitors can block the catalytic
activity of a pathogenic or dysregulated protein, while receptor agonists can mimic endogenous
ligands to activate signaling pathways that promote normal physiological responses. A
comprehensive understanding of these interactions is crucial, as protein-drug binding affinity,
selectivity, and kinetics largely determine a compound’s therapeutic efficacy and safety profile.
Consequently, the importance of drug-target interactions (DTI) extends beyond clinical potency,
serving as a foundation for predicting side effects, drug resistance, and metabolic stability.
Therefore, modern drug discovery strives to integrate computational, structural, and experimental
methodologies to model these interactions at atomic resolution, to enable the rational design of
more selective and potent molecules, while bridging disciplines such as chemistry, biology,
pharmacology, and computational sciences, to translate molecular insights into effective clinical
therapies [286].

3.2.2. Traditional drug development pipeline

The transition of a promising chemical compound from a laboratory discovery to a
commercially available medicine is a rigorous, multi-stage process known as the drug development
pipeline. This highly regulated pathway is designed to comprehensively assess a drug candidate's
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safety, efficacy, and quality, ensuring that only beneficial and safe therapeutics reach patients. This
pipeline (depicted in Figure 3.1) is broadly divided into discrete, sequential stages, each with a
defined objective and a high attrition rate, meaning that candidate compounds with the slightest
shortcomings fail to progress to the next phase. It includes:

3.2.2.1. Target identification and validation

This step represents the foundational phase of the drug discovery process, where researchers
aim to determine and validate potential targets (proteins, genes, RNA, or any other biomolecule
that plays a critical role in disease onset or progression) or pathways whose modulation can alter
the course of a disease. The objective of this phase is to elucidate the molecular mechanisms
underlying a pathological condition, and to pinpoint components whose inhibition or activation
could yield therapeutic benefits, a process that necessitates leveraging clinical observations of
patient populations, epidemiological studies linking genetic or environmental factors to diseases,
and genetic and biochemical techniques like genome-wide association studies and transcriptomics
for more accurate identification of dysregulated biomolecules in diseased states (i.e. potential
molecular targets) [287]. Once candidate targets are identified, they undergo rigorous validation
using advanced tools such as functional genomics (e.g., CRISPR screens), analysis of protein-
protein interactions (PPI), cell-based disease models, and the use of bioactive compounds or
antibodies to confirm their causative role in disease biology and therapeutic tractability [288].

3.2.2.2. Lead discovery

The second step in drug developing involves identifying lead compounds (i.e., chemical
entities that demonstrate desired pharmacological effects by interacting with the validated
biological targets), that serve as templates in latter optimization steps [287]. This phase employs
several empirical and computational strategies, including (1) high-throughput screening, where
automated systems test vast chemical libraries for biological activity against desired targets, (2)
virtual screening, which employs computational modeling and molecular docking simulations,
alongside the structural information of targets to predict the results of their interactions with
candidate drugs in silico, enabling the prioritization of compounds with high binding potential
while minimizing experimental workload and costs, and (3) natural product screening, which
investigates bioactive molecules derived from plants, microorganisms, and marine organisms for
novel mechanisms and scaffolds. The identified compounds that show promising initial activities
(referred to as “hits”) are then systematically evaluated and optimized through a Hit-to-Lead (H2L)
process, where their chemical structures are refined to improve potency, selectivity, and early
pharmacokinetic properties, thereby yielding a promising lead series for subsequent extensive lead
optimization [289].

3.2.2.3. Lead optimization

This crucial, iterative phase in drug discovery focuses on systematically modifying a lead
compound's chemical structure, to enhance its overall profile as a potential therapeutic agent in a
process that involves (1) improving key properties, including binding potency and selectivity for
the intended biological target; (2) optimizing pharmacokinetics (i.e., how the body absorbs,
distributes, metabolizes, and eliminates an administered drug) such as absorption, distribution,
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metabolism, excretion, and toxicity (i.e., ADMET properties); while (3) reducing early toxicity
signals [287]. This multidisciplinary process heavily relies on (i) the integrated application of
medicinal chemistry, where chemists synthesize and test numerous structural analogs; (ii)
structural biology, using techniques like X-ray crystallography to visualize the atomic-level
interaction between the drug and its target to guide rational design; and (iii) comprehensive
pharmacology, which evaluates the refined compounds in increasingly complex in vitro and in
vivo preclinical models to assess efficacy, safety, and pharmacodynamics properties (i.e., how a
drug affects the body on both the biochemical and physiological level). The outcome is the
selection of one or more optimized drug candidates that exhibit a balanced and superior
combination of efficacy, safety, and developability, ready for formal preclinical development and
regulatory submission prior to human clinical trials [287] [290].

3.2.24. Preclinical testing

This mandatory and comprehensive stage aim to evaluate the safety and biological activity of
a lead candidate in vitro and in vivo before it can be administered to humans in clinical trials, via
employing a tiered experimental approach that begins with (1) in silico assays that use computer
simulations to model molecular interactions and predict their outcomes and properties, followed
by (2) extensive in vitro studies on cell cultures and ex vivo experiments on living tissues to
investigate the compound's mechanisms of action and initial cytotoxicity (i.e., the capacity of a
drug to damage or kill living cells) [287]. The most critical data comes from in vivo studies
conducted in animal models (e.g., rodents, dogs), which are used to characterize the compound's
full pharmacokinetic profile, establishing a proof-of-concept for its efficacy in a whole-organism
system, and identify potential toxicological liabilities at various doses. The collective goal of these
studies is to generate sufficient data on the drug's safety, efficacy, and appropriate starting dosage
to support the filing of an Investigational New Drug (IND) application with regulatory authorities,
justifying its first-in-human testing [291].

3.2.2.5. Clinical trials

This multi-phase human testing stage is designed to further evaluate the safety, efficacy, and
pharmacokinetic profiles of a new drug candidate in a controlled human population. This process
is conducted in sequential, rigorously monitored phases that include: Phase-I trials that primarily
assess safety, tolerability, and pharmacokinetics in a small cohort of healthy volunteers to
determine a safe dosage range; Phase-II trials expand the investigation to a limited patient
population to obtain initial evidence of the drug's efficacy and further evaluate its short-term
safety; and Phase-III trials that depict large-scale, multi-center studies conducted on hundreds to
thousands of patients to definitively confirm therapeutic benefit, monitor adverse effects, and
compare the new treatment to the current standard of care [287]. The collective data generated
from these phases is essential for regulatory approval, providing the critical evidence required to
demonstrate that the drug's benefits outweigh its risks for the intended patient population [292].

3.2.2.6. Regulatory approval

This crucial gatekeeping step encompasses compiling a comprehensive dossier of all non-
clinical and clinical data concerning a new drug candidate that’s submitted to a regulatory authority
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(e.g., U.S. Food and Drug Administration (FDA), European Medicines Agency (EMA)). These
agencies conduct a rigorous, independent review of the submitted evidence and perform an
analysis that determines whether the drug is safe and effective for its intended use (has it
demonstrated therapeutic benefits that outweigh its known and potential risks). Only upon a
positive assessment is a marketing authorization granted, legally permitting the pharmaceutical
sponsor to market, sell, and distribute the drug to patients and healthcare providers [287] [293].

3.2.2.7. Post-marketing surveillance

Also known as pharmacovigilance, is the continuous and mandatory monitoring of a drug's
safety and efficacy after it has received regulatory approval and is being prescribed to the general
population in real-world clinical practice. This phase aims to detect rare, delayed, or long-term
adverse drug reactions that could not be observed in earlier stages, alongside assessing the drug's
effectiveness in a much larger and more diverse patient population with various comorbidities (i.e.,
simultaneous presence of multiple diseases or medical conditions in the same individual) and
concomitant medications, in order to potentially restrict its use, or in rare cases, withdraw it from
the market to protect public health [287] [294].

Discovery

Pre-clinical

* Program selection * Lead to drug * ADME *Phase |
* Target identification * Virtual Screening * ADME prediction « Efficacy * Phase Il
* Target Validation * Assay development « Safety * Phase Il

*HTS

* Drug design

« Hit to Lead IND application

Figure 3.1 Schematic representation of the drug discovery process [287]

3.2.3. Challenges and limitations of traditional drug development

The traditional drug development pipeline, while rigorous and dedicated to ensure safety and
efficacy, is fraught with profound challenges that include [295]:

v High cost and time consumption: Traditional drug development is notoriously expensive and
time-intensive, often requiring 10-15 years and billions of dollars to bring a single drug to
market, with lengthy preclinical and clinical testing phases, alongside both stringent regulatory
requirements and high failure rates (especially in late-stage clinical trials) that further inflate
said expenses, consequently limiting innovation, and discouraging investments in therapeutics
that’re dedicated for rare and neglected diseases.
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v/ High attrition rates and unpredictable efficacy: A major limitation of traditional drug
development is the high attrition rates, as most drug candidates fail to pass the clinical trials
due to inadequate efficacy or unforeseen toxicity. With traditional models (e.g., animal testing,
two-dimensional cell cultures) frequently failing to replicate the complexity of human
physiology, resulting in poor predictability of drug behaviors in clinical settings, underscoring
the difficulty of translating preclinical findings to human outcomes.

v Limited translational relevance of preclinical models: Despite being indispensable, animal
models and in vitro systems often fail to mimic the physiological and genetic properties of
human biology (e.g., metabolism, immune responses, and genetic variability). As a result,
drugs that appear to be effective in preclinical models may perform poorly in clinical trials,
underlining the need for more advanced systems to better bridge the translational gap.

v" Regulatory constraints: While necessary for ensuring public safety, the regulatory pathway
is complex and demanding, since navigating the requirements of agencies like the FDA and
EMA requires significant expertise and time, especially with the evolving guidelines and the
need for extensive documentation, which can lead to delays and increased costs, creating
formidable barriers for smaller companies and academic spin-offs.

v Lack of personalization in drug development: Conventional drug development often focus
on average patient responses rather than inter-individual variability, ultimately contributing to
suboptimal efficacy and adverse reactions in specific patient subgroups. Advances in genomics
and precision medicine have highlighted the importance of tailoring drugs to molecular and
genetic profiles, but such strategies remain underutilized in traditional frameworks.

v" Ethical and safety concerns: Ethical considerations, particularly in animal experimentation
and human clinical trials, remain a significant limitation, as preclinical studies often raise
concerns regarding animal welfare, while human trials must carefully balance innovation with
patient safety. Furthermore, unexpected adverse events during or after approval can lead to
drug withdrawals, undermining public trust and regulatory confidence.

3.2.4. Drug development vs drug repurposing

Drug repurposing, also known as drug repositioning, is a strategic approach in pharmaceutical
research that identifies new therapeutic use cases for existing drugs (e.g., approved, discontinued,
shelved, or investigational) outside their original medical indication. This strategy deliberately
bypasses the need for de novo compound discovery by leveraging molecules with already-
established human safety profiles, pharmacokinetic data, and often, scalable manufacturing
processes, uncovering new disease targets or pathways that the repositioned drug can effectively
modulate, which unlocks new therapeutic values for it. While both drug discovery and repurposing
share the ultimate goal of developing effective therapeutics (Figure 3.2), they differ significantly
in methodology, timeline, and resource investment. In contrast to traditional drug discovery that
follows the aforementioned linear pipeline (requires decades and costs billions of dollars); drug
repurposing bypasses many of these early-stage hurdles by utilizing compounds with pre-
established safety and pharmacokinetic data, therefore shortening development timelines while
lowering attrition rates [96]. Additionally, whereas drug discovery emphasizes de novo
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identification of novel molecular entities for specific targets, repurposing focuses on mapping
existing molecules to new biological pathways or disease contexts through computational
modeling, omics-based analysis, or clinical observation. Rather than being opposing strategies,
drug discovery and repurposing operate synergistically to advance therapeutic options, as the
comprehensive data generated during a drug's initial development (e.g., off-target effects, full
adverse event profile) serves as a rich knowledge base for more prominent repurposing hypotheses.
Moreover, drugs that fail late-stage trials for their initial indication due to lack of efficacy become
prime candidates for repurposing to other diseases with shared biological pathways, thereby
salvaging immense investments. This symbiotic relationship creates a more resilient and efficient
drug development ecosystem, where traditional discovery provides a continuous pipeline of new
molecular entities, while repurposing maximizes the therapeutic potential and return on investment
from each compound, ultimately accelerating the delivery of new treatments to patients [297].

Drug Discovery and Development

Drug discovery Preclinical tests
(target identification, (efficacy,
lead compound selection) safety profile)

Clinical trials Regulatory agency Post-marketing
(Phases 1, 2 and 3) approval safety surveillance

Drug Repurposing or Repositioning

Individuation of Preclinical tests Clinical trials Regulatory agency Post-marketing
new targets (efficacy) (efficacy only) registration surveillance

Figure 3.2 The main differences between drug discovery and drug repurposing [298]

3.2.5. Computational ML methods in drug discovery and repurposing strategies

Computational ML methods have significantly revolutionized de novo drug discovery
strategies by augmenting and accelerating nearly every stage of their respective pipeline. In the
early stages, ML models can exploit and analyze multi-omics data (genomics, proteomics) to help
prioritize novel and druggable biological targets and predict potential off-target effects. For lead
discovery, they can leverage virtual screening of immense chemical libraries, using structures
learned from known active molecules to predict the bioactivity and binding affinity of new
candidates with high accuracy, far surpassing traditional methods in speed and scope. Furthermore,
in lead optimization, ML-powered quantitative structure-activity relationship (QSAR) models
guide medicinal chemistry by predicting how structural modifications would influence crucial
properties like potency, selectivity, and pharmacokinetic profiles, thereby systematically designing
better drug candidates with reduced experimental cycles. Whereas the more advanced DL
architectures (i.e., CNNs, RNNs, GNNs, and transformer architectures) enable representation
learning from molecular graphs and protein sequences, allowing an end-to-end prediction of
binding affinities and bioactivity profiles, and collectively paving the way toward more predictive,
cost-efficient, and precision-oriented drug discovery pipelines [299]. On the other hand, ML
methodologies play a pivotal role in drug repurposing strategies through the systematic prediction
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of novel drug-disease associations through the analysis of complex, high-dimensional biological
and chemical data (e.g., drug chemical structures, protein targets, genomic signatures of diseases,
clinical data, and health records) to identify latent patterns and relationships typically unnoticed
through manual investigations. Common ML approaches suitable for this task include
recommender systems (RS) and their ability to complete sparse drug-target and drug-disease
interaction matrices, GNNs that can traverse heterogeneous biological networks linking drugs,
proteins, and diseases, and DL approaches that’re capable of integrating multiple data types to
predict therapeutic efficacy. By generating high-probability associations that link existing drugs
with emerging pathways of new diseases, ML techniques significantly accelerate the repurposing
pipeline, prioritizing the most promising candidates for experimental validation in wet-lab settings
and clinical trials, thereby reducing both the cost and time required to discover new therapeutic
uses for old drugs [300].

3.3. Intermolecular interactions in bioinformatics

3.3.1. Definition

Intermolecular interactions refer to the specific, non-covalent physical or chemical forces that
govern the bindings and associations occurring between biological molecules (e.g., proteins,
nucleic acids, lipids, and small molecules) that underlie virtually all cellular and physiological
processes (Figure 3.3) [301]. These interactions are fundamental to the formation of molecular
complexes, as well as the regulation of biological functions (e.g., enzymatic catalysis, signal
transduction, gene expression, and immune responses), with bioinformatics being fundamentally
concerned with providing the computational tools needed for representing, predicting, and
analyzing them, allowing researchers to infer association networks and uncover the molecular
mechanisms of diseases and other major cellular processes. The precise computational
characterization of these interactions, particularly their strength, specificity, and functional
consequences, is crucial in applications like the identification of therapeutic targets, rational drug
design, and the overall understanding of the molecular basis of genetic variants [302].

3.3.2. Types of intermolecular interactions

In bioinformatics, intermolecular interactions are systematically categorized based on the
biological entities involved in them, each possessing distinct structural, functional, and data-
characteristics that determine how they are detected, modeled, and exploited for applications like
target identification, network analysis, and therapeutic design. Additionally, with computational
methods and databases being tailored to the properties of each interaction class (e.g., binding site
size, affinity range, experimental observability); distinguishing them is critical for appropriate
algorithm selection and interpretation. Most well-known interactions include:

3.3.2.1. Drug-Target Interactions (DTIs)

DTIs refer to the specific binding events occurring between a chemical compound (i.e., drug)
and a targeted protein, which results in a modulation in the target's activity (e.g., inhibition,
acceleration) and a subsequent therapeutic or adverse physiological effect. DTIs represent the
foundation for understanding drug mechanisms of action, predicting side effects, and guiding drug
discovery and repurposing efforts through more efficient computational modeling. The strength
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and nature of DTIs are experimentally characterized via biochemical and biophysical assays that
quantify their binding affinities, often expressed as dissociation constant (K,), inhibition constant
(K;), or half-maximal inhibitory (/Cs,) and effective concentrations (ECs), typically measured in
molar (M) units. High-throughput computational techniques like molecular docking, and ML-
based models, are commonly employed to study and estimate DTIs, since understanding them is
crucial for identifying novel therapeutic targets, minimizing off-target toxicity, and accelerating
rational drug design in silico [303].

3.3.2.2. Protein-Protein Interactions (PPIs)

These interactions refer to the specific, physical associations and contacts between two or more
proteins (driven by a combination of non-covalent forces), that are essential for forming functional
complexes, and mediating virtually all cellular processes (e.g., signal transduction, metabolic
regulation, and immune responses). Similar to DTIs, PPIs can be quantified by K; and K; (lower
values indicate stronger binding affinities), alongside other measures such as the association and
disassociation rate constants K,, and K,rr, and confidence values (i.e., normalized scores
reflecting the reliability and reproducibility of experimental evidence supporting the interaction)
assigned by databases (e.g., IntAct) such as the MI-score. The computational ML tools and
databases employed in the bioinformatics field enable predicting, storing, and analyzing PPI
networks, facilitating target identification, the functional annotation of uncharacterized proteins,
and the elucidation of complex genotype-to-phenotype relationships [304].

3.3.2.3. Drug-Drug Interactions (DDIs)

DDIs depict the pharmacological, biochemical, or physiological effects that occur when two
or more drugs are co-administered, leading to quantitative or qualitative changes in the effects of
one drug due to the presence of another. DDIs are systematically represented as structured,
quantifiable relationships derived from clinical observations, electronic health records, and curated
databases, that are quantified using pharmacokinetic metrics such as the area under the plasma
concentration-time curve, or probabilistic confidence scores that’re assigned by computational
prediction pipelines. Understanding DDIs is crucial, since drug combinations are widely used for
treating complex diseases, and unexpected interactions can cause therapeutic failure, toxicity, or
life-threatening adverse reactions. Therefore, necessitating the need for computational ML
approaches to help identify hazardous drug combinations, optimize multi-drug therapies, and
improve patient safety by modeling interaction likelihoods and their biological pathways across
large pharmacological networks [305].

3.3.2.4. Protein-Nucleic Acid Interactions

They refer to the specific binding events that involve proteins and either DNA or RNA
molecules, which are fundamental to nearly all genetic and regulatory processes, including
transcription, translation, chromatin remodeling, replication, DNA repair, RNA splicing, and post-
transcriptional regulation. Quantitatively, protein-nucleic acid interactions are often measured
using binding affinity metrics (e.g., Ky), and, in high-throughput genomics assays, statistical
significance scores (e.g., p-value, enrichment score) that reflect the reliability of interaction peaks
relative to background signals in genome-wide binding maps. The importance of estimating these
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interactions via ML approaches is immense, as accurately deciphering them elucidates regulatory
networks, enables the identification of disease-associated mutations that disrupt regulatory
elements, enhances the design of gene-editing tools, and supports the development of more
effective therapeutic strategies [306].

3.3.2.5. Drug-Disease associations

They refer to the validated or predicted relationships linking pharmacological compounds, and
diseases or pathological conditions they influence, either through therapeutic benefit or by
inducing adverse effects. These associations are typically derived from diverse data sources (e.g.,
clinical trial outcomes, electronic health records, gene-disease annotations, and curated databases)
and are computationally represented as linkages within heterogeneous biomedical networks.
Quantitatively, drug-disease associations are measured using several scoring schemes, including
categorical labels (e.g., approved, investigational, contraindicated), evidence-based confidence
scores derived from integrated datasets, and statistical measures (e.g., p-values, likelihood ratios,
and enrichment scores). These associations are critically important for pharmacology, precision
medicine, and computational drug repurposing, as they enable the elucidation of disease
mechanisms and the identification of novel therapeutic opportunities. Consequently, ML
approaches that can estimate these associations by integrating side information (e.g., molecular,
phenotypic, and network-level features) are becoming increasingly indispensable [307].
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Figure 3.3 Enzym-substrare interaction [308]

3.3.3. The importance of computational prediction of intermolecular interactions

Computational prediction of intermolecular interactions is essential for modern biomedical
research, as it provides the foundational insights necessary to bridge the gap between molecular-
scale events and system-level biological functions, a task that is prohibitively expensive, time-
consuming, and often infeasible through experimental methods alone. This predictive endeavor is
crucial for (1) rationally designing drugs with high specificity and fewer side effects, (2)
understanding the molecular etiology of diseases (e.g., what causes cancer, or neurodegenerative
disorders), and (3) repurposing existing drugs by revealing novel drug-disease associations. The
field of ML drastically facilitates this challenge by enabling the efficient learning of complex, non-
linear dependencies that govern molecular bindings directly from vast and heterogeneous datasets.
ML paradigms, including RS and various classification and regression approaches, leverage
techniques like DL, GNNs, CNNs, and transformer architectures to integrate diverse side
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information (e.g., molecular structures, omics profiles, interaction records, and clinical
annotations), that enable the prediction of binding affinities, interaction probabilities, and
functional effects with unprecedented scale and accuracy (often framed as matrix completion or
missing link inference tasks). Consequently, ML is expanding our ability to map intermolecular
interaction landscapes with higher resolutions that further advances therapeutic discovery [299].

3.4. Recommender systems: principles and foundations

3.4.1. Definition and concept of work

RS are a specialized subclass of information filtering systems (i.e., techniques designed to
mitigate information overload by selectively presenting items that are estimated to align with users
interests) that employ computational techniques and methodologies for enabling the automatic
identification and suggestion of items (e.g., products, services, content) to users by analyzing
divers features and characteristics (Figure 3.4) [309, 310]. RS operate by analyzing multiple data
sources (depending on the deployed RS technique) in order to estimate and provide relevant items
to users. This process begins by collecting user-related information such as past behaviors, explicit
feedback (e.g., ratings), implicit feedback (e.g., clicks, dwell time), or contextual signals (e.g.,
time, location), alongside item characteristics (e.g., price, category, brand), which are stored in
structured user-item interaction matrices where rows represent users, columns represent items, and
entries capture the nature and strength of their respective interactions (e.g., movie ratings, purchase
frequency). The deployed recommender then processes this data through pattern recognition
methodologies that identify similarities between users (users who liked X also liked Y),
relationships among items (this product shares features with previously purchased one), and latent
behavioral patterns (e.g., frequent co-purchases, genre preferences), which enable the
recommender to estimate a user's interest in previously unrated items. Finally, the RS generates
recommendations by predicting relevance scores for candidate items, applying ranking algorithms
that optimize for accuracy while maintaining diversity and novelty, and filtering results based on
appropriateness, trendiness, and other constraints. This multi-stage approach balances predictive
performance with user experience quality, adapting dynamically as new interaction data becomes
available [309-312].
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Figure 3.4 The concept of work of recommender systems
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3.4.2. Atoms leveraged by recommender systems

RS derive their cognitive capabilities through the systematic processing of four atomic data
primitives [310, 312], which incorporate:

3.4.2.1. User atom

A structured representation of an individual’s identity, typically comprising (1) explicit
attributes such as demographic characteristics (e.g., age, gender, location), self-reported
preferences, and declared interests, (2) implicit behavioral signals (e.g., ratings, clicks, purchases,
dwell time), and (3) contextual metadata that captures situational factors (e.g., time, location, used
device). These features collectively enable user preference modeling, which in return promotes
item recommendation through computational similarity measures and predictive analytics.
Mathematically, a user atom is defined as an element u € U, where U denotes the set of all users
in the system, in which users serve as one endpoint in the user-item interaction space, enabling
algorithms to estimate a utility function &4 : U X I — R that predicts the degree of relevance of an
item to a specific user [309, 312].

3.4.2.2. Item atom

A computational unit that depicts a recommendable object, formally defined as i € I, where [
denotes the set of all items in the system, in which i depicts a tuple that encodes all object-related
information necessary for recommendation tasks, which include (1) the intrinsic content features
such as object properties (e.g., product specifications, media genres), (2) relational metadata (e.g.,
categorical hierarchies, brand affiliation), and (3) contextual attributes encompassing situational
factors (e.g., temporal availability, geographical constraints). Together, these components enable
the efficient similarity computations among items (e.g., item-item cosine distance), compatibility
assessment with user atoms, and dynamic ranking based on situational factors, ultimately forming
the fundamental counterpart to user atoms in the user-item space, and directly mitigating the
impact of cold-start problem on recommendation tasks [309, 313].

3.4.2.3. Interaction atom:

In RS, this atom denotes the minimal observable unit of engagement between a user u and an
item i, formally encoded as either: (1) an element r,;; in a user-item interaction matrix R, or (2) a
weighted edge in a bipartite graph where users and items form disjoint node sets. Each interaction
atom provides measurable evidence of user preference towards an item through either explicit
feedback (i.e., signals directly provided by users, such as numerical ratings or reviews), or implicit
signals (i.e., behavioral traces like clicks, purchases, or dwell time), with associated confidence
weights reflecting observation reliability, paired with inherent contextual metadata (e.g., temporal
stamps, spatial coordinates, device information) to further elucidate the observed behaviors. As
the foundational training data for RS; interaction atoms enable preference inference through either
matrix completion, link inference, regression, or classification, with their sparsity, distribution,
and noise directly affecting the overall performance of the deployed RS [309, 312, 314].
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3.4.24. Rating matrix atom

This atom depicts the general mathematical representation of user-item interactions, serving as
a finite measurement space that partially depicts true user-item preference manifold, and the
ground truth leveraged by evaluation metrics. Rating matrix is formally defined as a partially
observed matrix R € RIV*Il where each element 7,,; quantifies the strength or preference a user
for an item (based on context, it can also be considered as the adjacency matrix for the user-item
bipartite graph) [315]. In real-world systems, the sparsity of R (typically less than 5% of entries
are observed, due to limited user engagement with the full item set) poses a central challenge for
most RS, necessitating specialized approaches that offer prominent generalization capabilities that
enable the efficient approximation of missing entries [312, 316].

3.4.3. Aims and goals of recommender systems

RS have emerged as essential computational tools for addressing information overload in
digital environments, employing algorithmic filtering, predictive ranking, and personalized
suggestion mechanisms to optimize user decision-making and improve user experience. Their
primary objectives include:

3.4.3.1. Relevance

This foundational objective ensures that recommended items align with user needs, typically
through learning the conditional probability P(i|u) that reflects the relevance of item i to the
interests of user u, given their explicit preferences and implicit behavioral patterns, ultimately
maximizing recommendation accuracy that empirically correlates with user trust and engagement.
Beyond user satisfaction, relevance drives numerous platform-critical outcomes, encompassing
customer retention through repeated positive interactions, conversion rates (i.e., the proportion of
recommendations that result in desired outcomes) via targeted suggestions, and decision-making
efficiency in high-stakes domains (e.g., clinical treatment recommendations). However, over-
optimization for relevance risks filter bubbles (i.e., users are repeatedly exposed to a narrow set of
similar content, while ignoring diverse or novel alternatives), and reduced catalog coverage,
underscoring the need to balance such objective with diversity and the other objectives [316, 317].

3.4.3.2. Diversity

The pursuit of this complementary objective ensures that recommended items span a broad
range of the item space by intentionally promoting heterogeneity across suggestions, typically
quantified through intra-list diversity metrics (e.g., average pairwise cosine dissimilarity between
item embeddings) or entropy-based measures that capture the variance and balance of
recommended content. Through mitigating over-specialization and improving exposure to long-
tail items; diversity prevents monotony through enhancing user experience by increasing the
exposure to novel and varied content, while supporting platform-level goals including improved
catalog coverage, reduced filter bubbles, and increased fairness toward underrepresented items.
However, its over-optimization risks diluting recommendation accuracy and predictive relevance,
as excessive heterogeneity can introduce weakly aligned items that diminish user satisfaction and
trust, necessitating multi-objective optimization frameworks that can balance it with relevance

[318, 319].
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3.4.3.3. Novelty

This exploratory objective ensures that recommended items expose users to unknown or
unexplored content, typically measured by popularity-based novelty (e.g., inverse item frequency)
or self-information, which capture the unexpectedness of items relative to a user’s historical
interactions, therefore expanding their horizons beyond established preference boundaries.
Beyond fostering curiosity and sustaining long-term engagement; novelty drives crucial platform-
level outcomes, encompassing preventing user experience stagnation, improving ecosystem health
by redistributing attention toward long-tail items (i.e., less popular content aligned with niche
interests), and strengthening retention and market differentiation via continuously refreshing user
experiences. However, over-optimization for novelty risks undermining perceived relevance and
trust, as consistently recommending obscure or weakly aligned items can overwhelm users, reduce
recommendation accuracy, and ultimately decrease satisfaction, highlighting the need to balance
novelty with relevance and diversity [320, 321].

3.4.34. Serendipity

This behavioral goal ensures that recommendations are both unexpected (deviating from user
expectations) and useful (providing value beyond immediate preferences), formally modeled as
the joint optimization of novelty and relevance. Serendipity drives experiential outcomes like
discovery-oriented engagement and long-term trust through "pleasant surprise" that increase the
perceived value of the system beyond mere accuracy or diversity. Over-optimization for such
objective however risks perturbation effects (i.e., excessive deviation from user profiles introduces
irrelevant items) that may confuse or frustrate users, thus degrade accuracy and trust, highlighting
the necessity of balancing serendipity with relevance, novelty, and diversity [322, 323].

3.4.4. Categories of recommender systems

Despite leveraging diverse algorithmic techniques, most RS fundamentally process a shared
set of data aspects, encompassing both the behavioral patterns captured within the user-item
interaction matrix (e.g., ratings, clicks, purchases), and the explicit attributes assigned to users and
items. These core data types serve as the foundational input for a wide range of methods (Figure

3.5), which include:
Recommender System

Model-based RS

Item-based

Memory-based RS

User-based

Figure 3.5 Types of recommender systems [324]
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344.1. Content-based (CB)

CB approaches aim to generate personalized suggestions by leveraging the intrinsic attributes
of items alongside the historical preferences of individual users, while operating under the
assumption that user preferences remain stable over items with similar characteristics. Particularly,
CB methods start by constructing item profiles via encoding their explicit attributes (e.g., textual
description, molecular fingerprints), then generate user profiles by aggregating the profiles of
items that a user has previously interacted with, consequently enabling the computation of a new
item's relevance to a user by measuring the similarity between their respective profiles (often
performed via cosine similarity, TF-IDF weighting, or learned embeddings). CB systems can be
broadly categorized into (1) traditional models that rely on hand-engineered keyword-based
features (e.g., metadata, tags), and (2) modern approaches that utilize DL to extract latent
representations directly from unstructured data (e.g., text, images, molecular textual
representations). A key strength of CB approaches lies in their interpretability and their ability to
recommend novel or niche items that match a user's specific tastes without requiring data from
other users, making them particularly resilient to cold-start problems. Despite being susceptible to
over-specialization feedback-loops emerging from the repeated recommending of near-identical
items, consequently diminishing their diversity and serendipity [312, 325].

3.44.2. Collaborative filtering (CF)

CF techniques operate based on the core premise that homogeneous users exhibit similar
preferences (Figure 3.6), an idea often linked to the “wisdom of the crowd” concept, which
synergies with the objective of CF methods that is the approximation of user-item interaction
matrix solely by relying on the historical user behaviors.
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Figure 3.6 Collaborative filtering technique in recommender systems [327]

Specifically, CF methods infer user preferences for items based on the collective behavior of
the entire user community, accomplished by leveraging either user-user correlations (i.e.,
identifying users with similar behavioral patterns) or item-item similarities (i.e., identifying items
consumed by similar users). Both approaches are implemented through either (1) neighborhood-
based (memory-based) methods that compute these relationships directly from the interaction
matrix (e.g., k-NN), or (2) model-based approaches (e.g., SVD, matrix factorization, DL-based
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frameworks) that build predictive models capable of uncovering underlying, latent relations that
collectively explain the observed user-item interactions. A key strength of CF techniques is their
ability to function without depending on any explicit attribute data, or any form of feature
engineering, while being adaptive to changing user tastes, which helps them discover complex,
non-obvious associations that transcend superficial attributes. However, they are more sensitive to
data sparsity and the cold-start problems [310, 326].

3.44.3. Knowledge-based

Knowledge-based recommenders are founded based on the principle claiming that
recommendations are derived from an explicit domain knowledge that maps the relationships
between user needs and the item space without relying on historical interactions. Their core
mechanism involves an inference process where a user's explicitly stated requirements (obtained
via a conversational interface, forms, or constraint specification) are matched against a domain
knowledge base (e.g., rule set, case base) using reasoning mechanisms such as constraint
satisfaction, case-based reasoning, or utility-based ranking to identify items that precisely fulfill
the defined criteria. This approach manifests primarily in two paradigms: (1) constraint-based
systems, which solve a set of hard and soft user-defined constraints to find suitable items, and (2)
case-based systems, which retrieve items most similar to a user-specified query or a known
successful case. The key advantages of knowledge-based systems include their interpretability (the
reasoning path can be traced and explained), complete independence from historical data (thus
eliminating cold-start and data sparsity problems), and their suitability for complex, infrequently
purchased, or highly configurable domains (e.g., financial services, real estate). Nevertheless, a
significant knowledge-engineering effort is required to build and maintain the knowledge base,
which is static in nature, hence cannot automatically learn or adapt to evolving user tastes, while
potentially frustrating them with the constant demand of their specifications upfront [309, 328].

3.4.4.4. Hybrid recommenders

Acknowledging that no single recommendation strategy is universally optimal, hybrid systems
synergistically integrate multiple techniques to mitigate individual weaknesses and amplify
complementary strengths. They combine multiple recommendation strategies, typically by fusing
the input data, algorithmic processes, or final outputs from two or more distinct recommenders
(e.g., CB, CF, or knowledge-based systems) through established fusion mechanisms such as
weighted hybridization (i.e., combining the weighted scores of several recommenders), switching
(i.e., selecting the most suitable model based on context), cascading/pipelining (i.e., using one
recommender to refine or pre-process data for another), and feature augmentation (i.e., enriching
one model's input with features generated by another). Deploying a hybrid recommender over a
single method offers elevated robustness to data sparsity and cold-start problems (by leveraging
multiple and complementary data sources), enhanced predictive accuracy and item catalog
coverage (through bias compensation across methods), and the ability to balance multiple
objectives (e.g., relevance, novelty, diversity) simultaneously. Although, they introduce significant
complexity in terms of system design and implementation, higher computational and maintenance
costs, a risk of error propagation if one sub-method performs poorly, and reduced interpretability,
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as combining multiple models can obscure the reasoning behind final recommendations, which
can hinder user trust [309, 329].

3.5. The exploitation of RS in bioinformatics

Motivated by the rapid evolution of bioinformatics and the amount of intricate, heterogeneous
data across genomics, proteomics, clinical records, and scientific literature; RS emerged as
powerful computational tools, owing to their ability to filter, prioritize, and suggest relevant
information based on user-defined needs and implicit patterns, which rendered them indispensable
in the various tasks that such domain offer.

3.5.1. Data representations exploitable via bioinformatics-oriented RS

The practical utility of RS in bioinformatics depends not only on the availability of biological
data, but also on how such data is represented for computational modeling. Raw sequences or
chemical structures must be transformed into structured forms (e.g., numerical vectors, graphs, or
embeddings) that enable RS to measure similarities, uncover hidden patterns, and perform
predictive tasks. In this context, the representations of proteins, nucleic acids, genes, and drugs
provide the critical bridge between biological knowledge and algorithmic reasoning. Below, we
outline the major classes of representations commonly exploited in bioinformatics-oriented RS.

3.5.1.1. Proteins

In bioinformatics-oriented RS, proteins can be leveraged through the different representations
they possess, which include:

A. Sequence-based representations

At the simplest level, AA sequences of proteins can be leveraged to map them as numerical
feature vectors with learnable parameters via: (1) one-hot encodings, where each residue is
represented as a binary vector that is projected into a lower-dimensional, dense latent space via an
embedding layer (e.g., the sequence “ACLG” becomes the concatenation or sum of the four
embedded vectors for Alanine, Cysteine, Leucine, and Glycine), and (2) k-mer frequency
representations, which capture local sequence context by counting the occurrences of overlapping
subsequences such as di- or tri-peptides (e.g., for k = 2, the sequence “ACLG” generates the k-
mers “AC”, “CL”, and “LG”). More specialized descriptors exploit physicochemical indices, such
as hydrophobicity, charge, or polarity values from the AAindex database, where each AA in a
sequence is mapped into its respective numerical value to create a per-position feature vector.
Whereas NLP-inspired protein language models such as ESM-2 and ProtTS5 focus on learning the
contextual embeddings of proteins via self-supervised training techniques performed on millions
of protein sequences, producing single, per-residue high-dimensional vectors that encode
structural and functional properties more efficiently [330].

B. Structure-based representations

Structure-based representations are predicated on the fundamental principle that the 3D-
conformation of proteins determine their biochemical functions, as they capture the precise spatial
arrangements of atoms, thereby encoding the geometric and physicochemical properties essential
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for interactions. They are typically constructed by converting structural data into computational
formats such as (1) contact maps, N X N symmetric matrices (for a protein with N residues) where
each entry indicates if the distance between two residues is within a spatial cutoff threshold
(favored by CNN-based architectures), (2) graphs, where nodes represent residues or atoms and
edges encode spatial proximity or chemical bonds, with node features capturing attributes such as
the chemical properties of AA, whereas edge features denoting distances or angles (favored by
graph-based frameworks), and (3) binding-site focused representations such as molecular
fingerprints or voxelized grids, which summarize the shape, electrostatics, and hydrophobicity of
ligand-binding pockets to support applications like virtual screening and target-based drug
recommendations [331, 332].

3.5.1.2. Drugs
Similar to proteins, drug molecules possess numerous representations that include:
A. Chemical structure-oriented representations

Through these representations, drugs are described by their atomic composition, connectivity,
and bonding patterns, typically encoded as either (1) linear notations such as SMILES strings
(Simplified Molecular Input Line Entry System) or in InChl formats (international chemical
identifier), which represent molecules as text-based sequences of atoms and bonds (e.g., aspirin’s
SMILES representation is “CC(=0)OC1=CC=CC=CI1C(0)=0”, and its InChl format is
“1S/C9H804/c1-6(10)13-8-5-3-2-4-7(8)9(11)12/h2-5H,1H3,(H,11,12)”) that can be processed by
NLP-inspired architectures like RNNs and transformers; (2) molecular fingerprints, which are
fixed-length bit vectors that encode the presence of substructures, topological paths, and
physicochemical properties; or (3) molecular graphs, where atoms are represented as nodes (with
features like atom type), and bonds as edges (with features like bond order), enabling graph-based
frameworks to learn embeddings that capture hierarchical, and chemical features from both local
functional groups and global molecular structures. Collectively, these representations enable RSs
to quantify structural similarity, infer potential DTIs, and support drug repurposing by mapping
chemical features to biological activity profiles [333].

B. Physicochemical property-oriented representations

These representations describe compounds through the quantitative features derived from their
molecular structures, reflecting intrinsic properties related to chemical reactivity, solubility, and
pharmacokinetic potentials. They typically capture key properties such as molecular weight
(MolW), logP (octanol-water partition coefficient, indicating lipophilicity), topological polar
surface area (TPSA), counts of hydrogen bond donors and acceptors (HBD, HBA), number of
rotatable bonds, and pKa values, collectively influencing a drug’s ADMET characteristics. In RS,
these properties are expressed as numerical feature vectors or used to define a feature space,
allowing algorithms to model similarities among drugs with shared bioavailability or safety
profiles, while correlating them with biological activities and therapeutic outcomes for tasks like
toxicity prediction and ADMET-aware drug repurposing [334].
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3.5.1.3. Genes

They are represented in multiple ways that can be efficiently leveraged by RS for tasks such
as gene-disease association prediction, drug-gene interaction modeling, and personalized
medicine. The main categories of gene representations include:

A. Sequence-based representation

These forms provide a fundamental abstraction of genes by encoding the linear arrangements
of nucleotides (i.e., A, T, C, G) in a DNA sequence, typically achieved through (1) one-hot
encodings, where each nucleotide is mapped into a unique binary vector, preserving precise
positional information, but lacking any inherent biochemical or evolutionary context; (2) k-mer
frequency or embedding representations, where sequences are decomposed into overlapping
subsequences of k-length (e.g., the sequence “ATGA” yields the 3-mers “ATG” and “TGA”), a
method that captures local compositional biases and motifs; and (3) genomic language model-
inspired approaches (e.g., DNABERT), which leverage transformer architectures pre-trained on
large-scale genomic corpora to generate context-aware, numerical embeddings that encapsulate
complex biochemical properties and long-range functional dependencies [335, 336].

B. Expression-based representation

These representations characterize genes according to their quantitative expression activities
across diverse biological conditions, providing a dynamic and context-dependent layer of
information uncaptured by static DNA sequence data. Expression data are typically obtained from
high-throughput transcriptomic technologies such as RNA sequencing (RNA-seq) or microarrays.
Common approaches include: (1) baseline expression profiles, in which each gene is encoded as a
numerical vector, where features correspond to measured expression levels across multiple
samples or conditions (e.g., raw read counts, normalized counts, transcripts per million), (2)
differential expression profiles, which represent genes by statistically significant changes in
expressions across distinct experimental conditions (e.g., diseased versus healthy states), thereby
emphasizing condition-specific regulatory effects; and (3) co-expression-based representations,
obtained by computing pairwise gene-gene similarity measures (e.g., Pearson or Spearman
correlation coefficients) across large cohorts of samples, resulting in networks where nodes
correspond to genes and edges encode strong co-expression relationships, effectively capturing
functional modules and high-level pathway organizations [337, 338].

C. Functional representation

This type of representation conceptualizes genes as functional entities characterized by their
biological roles, pathways, and phenotypic outcomes, typically derived from (1) curated
knowledge databases that encode gene functions through structured, controlled vocabularies
describing biological processes, molecular functions, and cellular components, enabling its
encoding as a binary or semantic similarity-based vector; (2) pathway-based resources (e.g.,
KEGG, Reactome) that map genes to specific steps within metabolic and signaling pathways,
enabling the computation of functional similarity based on shared pathway membership; and (3)
disease association databases (e.g., DisGeNET) that enable genes to be represented by their known
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and predicted links to pathologies, thereby situating them within a clinically relevant functional
context. Such representations are particularly powerful because they integrate prior biological
knowledge, directly supporting the prediction of gene-gene functional relationships, and the
identification of novel gene-disease associations and therapeutic targets [339-341].

3.5.14. Heterogeneous interaction networks

Heterogeneous interaction networks aim to capture the functional associations of biomolecules
(typically obscure in sequences or structures) by modeling them alongside other types of
biomolecules or events as nodes within large-scale biological networks, where edges reflect
diverse relational data such as intermolecular interactions (e.g., PPIs, DPIs), genetic interactions,
co-expression, or associations with pathways and diseases. Through graph-based ML techniques
(e.g., node2vec, GraphSAGE), continuous vector representations for proteins, drugs, genes,
pathways, and diseases can be generated; encoding both local interaction neighborhoods alongside
broader topological roles of within biological systems, which can be crucial in RSs for tasks like
intermolecular interaction prediction and gene-disease association, as they directly exploit the
relational and behavioral information inherent to biological systems, thereby facilitating the
anticipation of novel interactions within a biological interaction matrix [342, 343].

3.5.2. Mapping bioinformatics problems as recommendation tasks

This process involves a formal conceptual translation where the goal of discovering novel
associations among biological entities is reformulated as the problem of predicting user
preferences for items in a recommendation task, leveraging either the explicit characteristics
defining individuals or the implicit relationships binding them within biological systems. The key
to a successful mapping involves a systematic deconstruction of the biological problem into the
core components of an RS (i.e., atoms), mainly incorporating [344, 345]:

3.5.2.1. Defining entities

This step involves identifying the two central entities that the studied biological phenomenon
revolves around, where one entity is playing the role of the user, while the other being the item
(e.g., in DTIs prediction, proteins are set to be users, while drugs are set to be items, or vice versa).

3.5.2.2. Representing biological data

The selected two entities involved in the studied phenomena ought to be represented by
appropriate forms that can be processed by the deployed RS, whether through the explicit attributes
of individuals (favored by CB-based approaches), their implicit interactions (favored by CF-based
approaches), or a combination of both.

3.5.2.3. Constructing interaction matrix or graph

Following the identification of the involved entities and their most suitable representations is
the phase of collecting biological knowledge involving both entities in the form of (1) a structured
sparse interaction matrix where rows represent users, columns represent items, and entries 7y;
depict explicit or implicit feedback values (e.g., known DTI values, genes co-expression data), or
(2) a heterogeneous graph, where nodes depict users and items with assigned attributes (e.g.,
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protein AA sequences, drug SMILES representations), and edges denote known interactions, their
strengths and affinities , or similarities among individuals.

3.5.24. Applying an appropriate RS

The proper choice of RS-related atoms facilitates the process of selecting a RS that best solves
the problem at hand, enabling the efficient learning of the latent features of individuals alongside
the complex patterns within data, while alleviating sparsity through inferring the vast uncharted
portion of the interaction matrix (or graph), and transforming biological discovery into a matrix
completion or a link inference problem.

3.5.2.5. Validating results

The results provided by the deployed RS ought to be validated via cross-validation techniques,
benchmark approaches and datasets, and external experimental evidence, ensuring the robustness
and biological relevance of the estimated outcomes before projecting them from in selico to in vivo
or in vitro environments.

Collectively, this formalization allows for the direct application of sophisticated CF, CB, and
hybrid recommenders across diverse biological tasks, transforming challenges in gene-disease
association, intermolecular interaction estimation, and protein function annotation into
computationally tractable problems that generate ranked candidate lists of plausible biological
hypotheses for experimental validation.

3.5.3. The applications of RS in bioinformatics

The applications of RS in the field of bioinformatics are diverse, which include:
3.5.3.1. DTIs and PPIs in selico

In the context of bioinformatics applications, both DTI and PPI prediction tasks are well-suited
to be formulated as recommendation problems, as their known interactions can be represented as
(1) bipartite or homogeneous graphs where the core objective is to infer missing links (i.e., link
prediction), or (2) as interaction matrices that a RS aims to fill (i.e., matrix completion task).
Specifically, in DTI prediction tasks, drugs and proteins are treated as two disjoint entity sets, with
their experimentally validated interactions form the entries of an interaction matrix (or the edges
linking entities in a bipartite graph). In contrast, PPI prediction tasks focus on a single entity set
(proteins) that occupies both sides of a homogeneous association graph, where RS frameworks are
leveraged to predict novel or context-specific interactions within the complex cellular network.
The automation of these problems as recommendation tasks provides significant advantages,
encompassing the systematic and scalable discovery of interactions beyond the limitations of
costly and time-consuming in vivo and in vitro experiments, facilitating drug repositioning and
pharmacology analysis of DTIs, while enhancing functional module detection and disease
mechanism elucidation for PPIs. Furthermore, the integration of heterogeneous biological
knowledge (e.g., protein sequences, drug structures) into these recommendation models enables
more accurate predictions, thereby advancing precision medicine, rational drug design, and the
understanding of molecular networks underlying health and disease [344].
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3.5.3.2. Disease-gene association predictions

This type of problems can be translated as a recommendation task via projecting diseases and
genes as two distinct entity types within an interaction matrix or a bipartite (heterogeneous)
knowledge graph, where a RS seeks to score and rank candidate gene associations for a given
disease based on known interactions, functional similarities, and multi-omics evidence.
Automating this task using RS paradigms such as CF, graph-based, matrix factorization, and CB
approaches offers significant advantages, including the rapid and systematic prioritization of
candidate genes from large-scale genomic datasets, and the dynamic integration of heterogeneous
information sources such as PPIs, pathway memberships, and phenotypic data. This integrative
capability allows RS to accelerate the identification of novel disease-related genes, improve the
interpretability of complex disease mechanisms, and guide translational applications, including
biomarker discovery and the development of personalized therapeutic strategies. Furthermore,
framing disease-gene prediction as a recommendation problem provides scalability for studying
rare and complex diseases, where experimental data is inherently sparse, thereby directly
supporting precision medicine initiatives through more comprehensive and accurate genotype-
phenotype mapping [346].

3.5.3.3. Drug repurposing

When framed as a recommendation task, new therapeutic indications for existing drugs can be
deduced via leveraging known drug-disease, drug-target, and disease-gene associations within
heterogeneous biomedical knowledge graphs via RSs that model drugs, diseases, and targets as
nodes, while exploiting interaction patterns, similarity measures, and graph-based or language
model-based embeddings to predict novel, plausible drug-disease links. Automating drug
repurposing through RS paradigms offers significant advantages over traditional trial-and-error
strategies, including radically reduced development costs, accelerated timelines, and the ability to
systematically mine latent therapeutic opportunities from large-scale omics, electronic health
records, and clinical trial data. Therefore, advancing translational research by prioritizing
candidate drugs for emerging diseases (e.g., COVID-19), and enabling personalized medicine by
matching drug profiles with patient-specific molecular and phenotypic characteristics.
Additionally, RS-driven repurposing enhances the exploitation of existing pharmacological
knowledge, thereby expanding the therapeutic arsenal without the high costs and risks associated
with de novo drug discovery [347].

3.5.34. Personalized therapeutic strategies

This problem can be effectively reconstructed as a recommendation task by tailoring drugs,
treatments, and intervention suggestions to individual patients based on their multi-omics profiles
and clinical data, thereby moving beyond population-level generalizations toward precise
medicine, accomplished through the implementation of a RS that leverages similarities across
molecular profiles, disease states, and historical treatment outcomes to infer optimal individualized
therapies, in an environment where patient profiles represent users, and therapeutic interventions
depict items. Automating this process offers several merits, including the ability to integrate
complex and heterogeneous biomedical data, alleviating the reliance on inefficient trial-and-error
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treatments, and accelerating the discovery of patient subgroups that exhibit similar molecular
responses to specific therapies. Additionally, this approach has the potential to advance the
development of adaptive treatment regimens, improve the stratification of patients for clinical
trials, and enable more efficient repurposing of existing drugs for niche patient groups, ultimately
reducing adverse effects and enhancing therapeutic efficacy and safety [348].

3.5.3.5. Pathway and functional annotation prediction

Modeling this problem as a recommendation task involves projecting proteins and genes as
users, and pathways or functional categories as items, with the goal of the implemented RS
manifested in scoring and ranking plausible functional annotations based on molecular similarities,
network context and proximity, and interaction patterns. In this setup, RS leverage heterogeneous
biological data, encompassing PPI networks, co-expression profiles, and sequence-derived
evolutionary signals, to infer missing or novel annotations in a scalable and data-driven manner,
offering advantages such as alleviating the labor-intensive burden of manual curation, reducing
species-specific annotation bias, and enabling continuous knowledge updates as new experimental
data become available. The effective implementation of RS in such task accelerates systems
biology research by facilitating the discovery of novel pathway memberships, improving the
functional characterization of unannotated genes, and enhancing the interpretability of high-
throughput omics datasets, ultimately contributing to a more comprehensive understanding of
complex disease mechanisms and the identification of novel therapeutic targets [349, 350].

3.5.3.6. Metagenomics

Challenges in this field can be effectively framed as recommendation tasks that aim to predict
associations among microbial taxa (i.e., groups of microorganisms classified based on shared
characteristics), functional genes, and environmental or host phenotypes through leveraging
heterogeneous data derived from large-scale sequencing studies. In this context, RS can infer
plausible gene functions from microbial communities, predict host-microbiome interactions, and
identify novel microbial taxa linked to specific conditions based on patterns of co-occurrence,
genomic similarity, and functional profiles across samples. Thus providing advantages such as
handling the extreme sparsity and high dimensionality of metagenomics data, enabling the scalable
identification of functionally relevant microbes and genes without reliance on culture-based
methods, and supporting the integration of multi-omics data. This approach ultimately advances
fields like microbiome-driven diagnostics, and therapeutic microbiome engineering by uncovering
novel microbial biomarkers, predicting ecosystem functions, and prioritizing candidate microbes
or genes for targeted experimental validation [351, 352].

3.5.3.7. Scientific literature recommendation

This class of recommendation tasks leverages RS frameworks to help researchers efficiently
navigate the vast and rapidly growing volumes of biomedical publications by modeling researchers
as users, whereas scientific articles, datasets, or preprints as items, with their interactions
encompassing past reading histories, citation patterns, and collaborations among authors.
Automating this process provides key advantages, including the reduction of information overload,
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the enhancement of discovery for relevant yet overlooked studies, and the fostering of critical
interdisciplinary connections such as ML, proteomics, and systems biology [353, 103].

3.6. Summary of the most important contributions of RS approaches in bioinformatics
across intermolecular interaction prediction tasks

Recommender approaches have become increasingly prominent in intermolecular interaction
prediction tasks mainly due to their strong ability to exploit latent patterns embedded in large-
scale, heterogeneous biological datasets. In practice, the most commonly applied RS models are
those that have successfully proven their effectiveness in capturing hidden associations, handling
sparse interaction matrices, providing interpretable outcomes, and integrating multimodal
biological information, encompassing matrix factorization (MF) techniques, DL-based
architectures, graph-based recommenders, alongside kernel-based approaches. The choice of RS
methods for intermolecular interaction prediction however depends heavily on the characteristics
of the underlying data and the specific biological questions being addressed. For instance, when
datasets are highly sparse and incomplete, MF methods tend to perform well due to their ability to
learn low-dimensional latent representations. In contrast, graph-based recommenders are more
suitable when rich and relational structures exist (e.g., drug-protein-disease heterogeneous
networks), as they can leverage topological context and multi-hop connectivity. DL-based models
on the other hand excel when recommendation problems involve highly-complex, multimodal
biological features. Whereas kernel-based methods are more appropriate when high-quality
biological similarity data are available. Less commonly used RS approaches, such as simple
popularity models or pure CB filtering tend to underperform in intermolecular interaction
prediction tasks as they fail to capture the intricate, nonlinear dependencies characterizing
biological systems. Ultimately, selecting an appropriate RS for an intermolecular interaction
prediction task requires a careful evaluation of data sparsity, network complexity, available
features, and computational constraints, as each approach offers distinct strengths and limitations.

3.6.1. Matrix factorization-based techniques

MF models are fundamentally employed in diverse fields due to their proficiency in
dimensionality reduction, effectively projecting high-dimensional and sparse user-item interaction
matrices into lower-dimensional latent spaces where users and items are represented as dense
vectors, thus uncovering latent features that help explain observed interactions and deduce
unobserved ones.

This core principle, formally established in the foundational MF framework of Koren et al.,
[354], has shifted the overall RS paradigm from neighborhood-based methods toward latent factor
models, proving themselves to be capable of capturing complex, hidden patterns in user-item
interactions, via factorizing the user-item rating matrix into low-dimensional latent vectors,
allowing user preferences and item attributes to be represented in a shared latent space, where their
inner product estimates the likelihood of their interactions. This approach not only addressed the
issue of data sparsity but also enabled the modeling of subtle factors such as user tastes and item
characteristics typically uncaptured by simple similarity-based methods. In the field of
bioinformatics, these MF principles can be leveraged to predict intermolecular interactions and
associations, where biological entities are represented in latent vectors and their interactions
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inferred through matrix reconstruction, which further demonstrates the broad applicability of
Koren’s MF model. The success achieved by the aforementioned approach across numerous
domains resulted in the development of diverse variants, with Multiple Similarity Collaborative
Matrix Factorization (MSCMF) being among those that tackled DTIs in the bioinformatics field.
Originally introduced by Xiaodong et al., [355], MSCMF was distinguishable from other MF-
based techniques (as they rely solely on interaction data) by its ability to effectively leverage
complementary biological information through explicitly incorporating multiple similarity
measures (in the form of matrices) of both drugs and targets into its framework to help guide the
learning process of their latent representations towards capturing biological relationships among
entities alongside their behavioral patterns, ultimately rendering it capable of surpassing six state-
of-the-art approaches (i.e., BLM, PKM, NetLapRLS, RLS-GIP, RLS-GIP-K and KBMF2K) in
terms of area under the precision recall curve (AUPR) across four benchmark datasets (i.e.,
Nuclear Receptor, GPCR, lon Channel, Enzyme) where it scored 0.673, 0.773, 0.937, and 0.894
respectively, highlighting the effectiveness of integrating heterogeneous biological similarities
within MF frameworks form more prominent DTI prediction accuracy. Building on the same
foundation, Liu et al. proposed Neighborhood Regularized Logistic Matrix Factorization
(NRLMF) [356], an approach that extends traditional MF by tailoring a framework that’s capable
of performing binary DTI prediction tasks through employing a logistic function that directly
models the probability of interactions among drugs and targets. What makes NRLMF stands out
is its differential treatment of observed and unobserved interactions (experimentally valid positive
interactions are weighted more heavily than unobserved ones), acknowledging the reliability of
positive interactions over the uncertainty in negative ones. Additionally, its integration of local
structural information (via imposing neighborhood regularization terms on the learned latent
representations) ensures that biologically similar entities obtain consistent embeddings, thus
helping it overcome data sparsity problems common in DTI datasets, while enhancing the
biological plausibility of its predictions via incorporating prior domain knowledge. Moreover, by
solely focusing on the nearest neighbors rather than all similarity relations in its neighborhood
regularization; NRLMF reduces noise and improves its predictive accuracy to the point of
rendering it able to consistently outperform other neighborhood, kernel, and MF-based state-of-
the-art approaches (i.e., NetLapRLS, KBMF2K, BLM-NII, WNN-GIP, and CMF) in terms of area
under the curve (AUC) (scored 0.95, 0.969, 0.989, and 0.987) and AUPR (scored 0.728, 0.749,
0.906, and 0.892) scores across four benchmark datasets (i.e., Nuclear Receptor, GPCR, Ion
Channel, Enzyme), with its predictions being further validated against updated biological
databases such as ChEMBL, DrugBank, KEGG, and Matador. Additionally, in the context of
computational drug repositioning for COVID-19, Xu et al. [357] developed Weight Regularization
Matrix Factorization (WRMF), offering a novel framework that integrates similarity information
with weight regularization to help improve the reliability of estimated DTIs. Unlike conventional
MF approaches that treat all interactions equally, WRMF incorporates similarity-constrained
weights (extracted form molecular homogeneity and similarity networks) that ensure the strong
influence of higher biological similarity values over learned latent representations, alongside a
regularization term that augments the influence of observed interactions over unobserved ones.
This design alongside the substitution of singular value decomposition (SVD) with the gradient
descent algorithm allows the model to better capture the underlying pharmacological and genomic
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relationships, while reducing the risk of overfitting to noisy or sparse data, consequently rendering
it capable of outperforming five state-of-the-art MF methods (i.e., IMC, CMF, MBiRW, BNNR,
NIMCGCN), while providing robust predictions that are concerned with repositioning existing
drugs against SARS-CoV-2, which aligned with compounds later reported in external COVID-19
drug databases.

Aside from bioinformatics-oriented MF approaches; other researcher focused developing
universal methods, such the collective matrix factorization (CMF) approach introduced by Singh
et al. [358] that extends traditional MF by learning latent representations through simultaneously
factorizing multiple matrices that share common entities and the various independent relations
binding them, enabling it to seamlessly integrate heterogeneous cross-domain knowledge, while
making it particularly suited for complex bioinformatics applications where multi-relational data
is crucial for predicting novel biomedical associations. The unique nature of CMF enables it to
effectively mitigate data sparsity problems in any single matrix through leveraging the auxiliary
information embedded within other related matrices (e.g., drug-drug similarity matrices, protein-
protein similarity or interaction matrices). Such robustness rendered CMF capable of
outperforming two state-of-the-art approaches (i.e., pLSI-pHITS, Pop) in terms of precision scores
across both dense and sparse user-movie rating datasets, underscoring its flexibility and
generalizability in bridging RS methodologies with complex data integration challenges. In
contrast to the aforementioned efforts, Rendle et al. [359] focused on redefining the optimization
criterion while developing their Bayesian-based approach named BPR-Opr, a maximum posterior
estimator that is theoretically grounded in the principle of maximizing the posterior probability
that a user prefers a consumed item over a non-consumed one. And to efficiently optimize such
objective, the authors introduced the LearnBPR algorithm, a stochastic gradient descent variant
that employs bootstrap sampling of training triples, significantly enhancing convergence speed and
scalability compared to standard gradient-based optimization techniques. Empirical validation of
BRP-Oprt across the Rossmann and Netflix DVD rental datasets demonstrated state-of-the-art
performance capabilities, consistently surpassing other learning methods (i.e., SVD-MF, WRMF,
Cosine-kNN) in terms of AUC score values for implicit feedback, underscoring the influence of
the optimization criterion in the overall performance of the implemented recommender approach.
On the other hand, Kabbur et al. [360] aimed to extend factored item-based methods to top-N
recommendation trough introducing FISM (i.e., Factored Item Similarity based Method), an item-
centric paradigm that effectively estimates a user's preference for an item via factorizing an item-
item similarity matrix, while incorporating it in its optimization process. Specifically, FISM
decomposes the large item-item similarity matrix into two lower-dimensional item latent factor
matrices, drastically reducing the number of parameters, mitigating overfitting, and enabling the
efficient capture of nuanced, transitive item relationships that are not apparent in raw data, all
while considering users as weighted aggregations of the latent factors of all items they interacted
with. This unique perspective enables FISM to outperform five state-of-the-art MF methods (i.e.,
itemKNN, PureSVD, BPRMF, BPRKNN, SLIM) across three benchmark datasets (i.e.,
MovieLens 100K, Netflix, Yahoo) in terms of hit rate (HR) and average reciprocal hit-rank metric
values, establishing itself as a robust and efficient framework for generating precise top-N
recommendations across both general purpose and domain-specific datasets. Finally, in order to
overcome the limitations of the SVD-based MF approaches, BLS-SVD++ was proposed by Wang
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et al. [361] as an enhancement to the traditional SVD++ algorithm, which integrates a backtracking
line search (BLS) mechanism into the optimization process in order to improve both convergence
speed and prediction accuracy. Specifically, BLS-SVD++ leverages the BLS techniques in order
to adaptively adjust its learning rate in each iteration based on gradient information, ensuring more
stable and efficient optimization without manual parameter tuning. By improving the optimization
foundation of SVD++, BLS-SVD++ is able to outperform other SVD-based variants (i.e., SVD,
SVD++, RSVD) across three benchmark datasets (i.e., MovieLens 1M, MovieLens 10M,
FilmTrust) in terms of root mean square error (RMSE), mean average error (MAE), and Recall
values, while requiring fewer iterations to converge, underscoring the predictive capabilities of
MF approaches in scarce recommendation environments.

Collectively, MF-based approaches provide remarkable adaptability in learning the implicit
behaviors of users and items, enabling them to provide robust recommendations with reasonable
flexibility and scalability across large datasets, despite being limited by:

v' Linearity assumption: They primarily rely on dot products to capture interactions in a linear
latent space, which is often insufficient for modeling the complex, non-linear relationships
characterizing real-world user-item interactions, especially in the bioinformatics field.

v" Hyperparameter sensitivity: Their performance is highly dependent on the precise tuning of
hyperparameters, particularly the dimensionality of the latent space and regularization
coefficients, which requires computationally expensive procedures like cross-validation,
which renders them unfeasible for large-scale datasets.

v Cold-start problem: Like most CF methods, they perform poorly for new users or items with
no interaction records, as there is insufficient data to learn an accurate latent representation
from (in bioinformatics-oriented recommendation tasks, they struggle to provide robust
recommendations for orphan and mutated proteins, as well as novel drugs).

v" Interpretability: The latent factors they learn are abstract and lack intuitive meaning, making
it difficult to elaborate the decision-making process behind their provided recommendations
(which features of a drug led to a predicted interaction with a target).

3.6.2. Deep learning-based models

DL-based RS approaches have revolutionized recommendation tasks by leveraging multi-
layered neural architectures to automatically learn complex, non-linear representations of users
and items, bypassing the linear constraints of MF approaches, while providing the possibility to
efficiently exploit the inherent attributes of both users and items for more prominent
recommendations.

The Neural Matrix Factorization (NeuMF) model developed by He et al. [362] pioneered this
shift by unifying the strengths of MF techniques and neural networks within a single end-to-end
neural architecture that’s capable of overcoming the former’s linearity assumption through the
latter’s ability to learn the complex, non-linear interaction functions, thereby capturing high-order
patterns that linear models fail to grasp. NeuMF consists of two complementary components: a
generalized matrix factorization (GMF) that preserves the linear inner product structure for more
efficient latent similarity modeling, and a MLP that non-linearly transforms embeddings through
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multiple hidden layers to capture intricate user-item relations, with the outputs of both components
being aggregated as a joint representation that balances generalization and flexibility, consequently
improving the overall accuracy across implicit feedback datasets, while providing a scalable
framework that can adapt to different levels of interaction complexity, as demonstrated with its
ability to outperform numerous state-of-the-art approaches (i.e., ItemPop, ItemKNN, eALS, and
BPR) across both MovieLens (0.73, 0.447) and Pinterest (0.877, 0.552) datasets, where it
demonstrated superior HR and NDCG (i.e., normalized discounted cumulative gain) score values.
The success achieved by NeuMF inspired numerous researchers to delve more into the process of
exploiting DL techniques in recommendation tasks, with the outer product-based Neural
Collaborative Filtering (ConvNCF) model [363] being among the first approaches to redefine how
pairwise interactions are modeled, replacing the standard inner product with an outer one, and
creating structured 2D interaction maps that preserve the embedding-level relations between the
vector representations of users and items, while providing the opportunity to leverage CNN
architectures as pattern detectors, supporting the capture of meaningful, localized feature
correlations usually lost in the compressed scalar outputs of inner products, alongside providing a
more expressive and discriminative model of user-item affinity. The effective application of CNNs
on the generated interaction maps enabled ConvNCF to demonstrate superior performance over
strong baselines (i.e., temPop, MF-BPR, NeuMF, and JRL) in top-N recommendation tasks across
both Yelp and Gowalla datasets in terms of HR (i.e., 0.7936, 0.3086) and NDCG (i.e., 0.5826,
0.16) score values, establishing a novel paradigm that moves beyond simple vector combining
operations to a more detailed, feature-wise interaction analysis for collaborative filtering.
Following the same path, Han et al. [364] proposed Stacked Embedding Convolutional Neural
Collaborative Filtering (SECNCF) model that extends ConvNCF through introducing pedrails that
enable stacking the feature vectors of users and items to form unique interaction representations
that can also be processed by CNNs, allowing the model to learn rich, complex, and high-order
sets of latent characteristics across multiple subspaces simultaneously. This architectural
advancement enables SECNCEF to consistently outperform other state-of-the-art approaches (i.e.
ItemPop, JRL, ConvNCF, GMF, MLP, and NeuMF) in terms of HR (i.e., 0.6454, 0.6968, 0.7352)
and NDCG (i.e., 0.4643, 0.511, 0.4979) score values in top-N recommendation tasks across
ACV, AKS, and AMT benchmark datasets respectively, underscoring the efficiency of learning
stacked embeddings as a means to significantly boost the predictive power of deep learning-based
RS. Moreover, Sedhain et al. [365] developed an AE-based CF paradigm named AutoRec, which
treats recommendation tasks as non-linear, item-based or user-based vector reconstruction tasks
(rather than regular matrix factorization problems) that are performed via a single-layered AE
framework. AutoRec starts by projecting partially observed interaction vectors (either for a user
or an item) through a bottleneck layer to help learn their respective compressed latent
representations, which are then non-linearly reconstructed to predict missing entries, effectively
capturing complex, high-order correlations and dependencies within the interaction network that
linear models fail to grasp. This design allows AutoRec to outperform baselines such as RBM-CF,
BiasedMF, and LLORMA in terms of RMSE score values (i.e., 0.831, 0.782, 0.823) across
MovieLens-1M, MovieLens-10M, and Netflix benchmark datasets, validating its ability to achieve
state-of-the-art accuracy while remaining computationally efficient, thus establishing AEs as
foundational frameworks for modern RS. Similar to the aforementioned work, Wu et al. [366]
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introduced CDAE (i.e., Collaborative Denoising Auto-Encoder), an architecture designed
specifically to learn robust user-item representations from incomplete and noisy interaction data
through corrupting user-item latent vectors with random noise before feeding them to its encoder.
This process compels CDAE to learn latent representations that can efficiently reconstruct the
original uncorrupted vectors, which improves generalization and resilience to missing or noisy
data. Additionally, this approach explicitly incorporates a user-specific latent vector into its hidden
representation, which enables the model to personalize recommendations more effectively by
combining global item features with individualized user preferences. This integration of denoising
regularization and user embeddings allows CDAE to capture higher-order, non-linear patterns
spread across the implicit feedback data, while mitigating overfitting, resulting in its consistent
outperformance of POP, ITEMCF, MF, BPR, and FISM baseline models across MovieLens-10M,
Netflix, and Yelp benchmark datasets in terms of mean average precision score values.

Aside from the universally applicable DL-based RS, Oztiirk et al. [367] focused on developing
a DTI-oriented RS named DeepDTA, an end-to-end DL architecture that directly processes the
raw sequential representations of molecules (i.e., SMILES, AA sequences), enabling the automatic
learning of task-relevant molecular features directly from data, while eliminating the need for
handcrafted molecular descriptors or structural information that other approaches heavily relied
on. DeepDTA consists of two parallel branches (each consisting of three consecutive CNN layers
followed by a max-pool layer) that independently process targets and drugs to extract localized
structural motifs, followed by a MLP block that processes the concatenations of both vector
representations to help model complex, non-linear interactions between involved biological
entities, thereby enabling the accurate estimation of interactions’ continuous binding affinity
values. This scalable and generalizable framework allows DeepDTA to capture complex, high-
order relationships among molecules that traditional approaches fail to grasp, while rendering it
capable of achieving superior predictive accuracy in binding affinity prediction tasks over both
Kron-RLS and SimBoost baseline models in terms of concordance index (CI), mean squared error
(MSE), and AUPR score values across both Davis (0.878, 0.261, 0.714) and KIBA (0.863, 0.194,
0.788) benchmark data sets respectively. Additionally, inspired by the aforementioned approach,
Karimi et al. [368] introduced DeepAffinity, an interpretable DL-based approach that’s capable of
simultaneously capturing sequential dependencies and local structural motifs from raw 1D
molecular representations of data (i.e., SMILES and structural property sequence (SPS)
representations of both drugs and proteins). DeepAffinity accomplishes affinity estimation tasks
via an architecture that consists of two parallel blocks (with each stacking GRUs, attention
mechanisms, and CNNs) that’re followed by a fully-connected layer that processes their
concatenated outputs, enabling the efficient exploitation of domain-related knowledge in order to
provide more accurate estimations concerning DTT affinities, while providing meaningful insights
regarding the estimated outcomes. After an unsupervised pre-training phase, followed by a fine-
tunning one that involves four benchmark datasets (i.e., Estrogen Receptors, lon channels, GPCR,
Tyrosine kinase), DeepAffinity is capable of outperforming several baseline approaches (i.e. ridge
regression, lasso regression, and random forest) in terms of RMSE score values. Similar to the
aforementioned approach, Oztiirk et al. [369] were inspired by DeepDTA to build WideDTA, a
refined DL architecture specifically tailored for word-based drug-target binding affinity prediction
that expands the representational scope of molecular data by incorporating multiple textual
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representations beyond raw sequences (i.e., AA sequences and domain/motif features (PDM) for
targets, and SMILES sequences and maximum common substructures (LMCS) for drugs) for more
enriched input space. Each of these four input types is separately encoded through one of four
CNN branches (each composed of two consecutive 1D-convolutional layers followed by a max
pooling layer) that extract localized structural motifs, after which their latent representations are
concatenated and passed through an MLP block to predict continuous binding affinity values. This
broader representation learning framework enables WideDTA to capture both fine-grained
sequence-level dependencies and higher-level semantic patterns that are often overlooked in both
character-based and purely sequence-based models. As a result, the model achieves improved
predictive accuracy over DeepDTA, KronRLS, and SimBoost state-of-the-art baselines across
both Davis and KIBA benchmark datasets in terms of CI (0.886, 0.875) and MSE (0.262, 0.179)
score values respectively, underscoring the utility of combining multiple complementary
molecular descriptors in DTI prediction tasks.

On the other hand, the success of NLP techniques across various domains, pushed Wan et al.
[370] to develop DeepCPI, a large-scale DL framework that combines unsupervised learning
techniques (through exploiting latent semantic analysis and Word2vec to learn prominent
representations of proteins and drugs from large corpora of 1D sequential representations) with
MLPs for more accurate estimations, while ignoring both structural features and handcrafted
similarity measures. Such scalable framework enables DeepCPI to capture both local structural
motifs and global dependency patterns, allowing it to flexibly learn high-order associations that
other approaches fail to identify, while rendering it capable of demonstrating superior predictive
accuracy across multiple benchmark datasets (i.e., ChEMBL, BindingDB) in terms of area under
receiver operating characteristic curve (AUROC) and area under the precision curve (AUPC) score
values over approaches like DTINet, NetLapRLS, DTINet, random forest, SLNN, and DNN with
conventional features. DeepCPI was also capable of demonstrating strong generalization to large-
scale virtual drug screening tasks, where it was able to prioritize biologically meaningful
interactions and highlight potential repositioning candidates, underscoring its predictive power,
scalability, and applicability to real-world drug discovery pipelines. Moreover, unlike other
researchers, Abdel-Basset et al. [371] aimed to integrate hybrid feature representations of
biological entities to help capture their behavioral properties more efficiently, resulting in the
development of DeepH-DTA, a DL-based DTI prediction model tailored for COVID-19 drug
repurposing. This approach incorporates three distinct feature-learning pathways to
comprehensively represent DTIs; one processes protein sequences through squeezed-excited dense
convolutional networks; another processes drug topological representations via improved
heterogeneous graph attention networks that help capture complex structural relationships; and a
final one that extracts spatio-sequential features from the drugs’ SMILES string using a
bidirectional convolutional LSTMs, with all three branches’ outputs being concatenated before
passing through an MLP block to help estimate an interaction’s overall score. This hybrid design
enables DeepH-DTA to capture complex non-linear relationships between compounds and
proteins, while rendering it capable of outperforming several state-of-the-art approaches (i.e.,
KronRLS, SimBoost, DeepDTA, MT-DTI(wo-FT), MT-DTI, DeepCPI, WideDTA, GANsDTA,
Attention-DTA, GAT, GIN, and DeepGS) in terms of CI, MSE, R squared, and AUPC scores
values across both Davis (0.924, 0.195, 0.725, 0.801) and KIBA (0.927, 0.111, 0.799, 0.861)
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benchmark datasets. Additionally, DeepH-DTA was able to successfully estimate the binding
affinities between SARS-CoV-2 and certain FDA-approved drugs, demonstrating its practical
utility in urgent biomedical contexts. Lastly, and based on transformer architectures, Huan et al.
[372] developed MolTrans, a DL framework for DTI prediction that leverages both large-scale
unlabeled data and supervised training techniques to capture fine-grained biochemical interactions
at the sub-structural level. Unlike prior models that rely on global representations, MolTrans
decomposes each drug and protein into sub-structures (chemical fragments for compounds, and k-
mer segments for proteins) that are processed via transformer encoders, with the resulting
representations being leveraged to construct an interaction map that quantifies the intensity of
interactions. Additionally, to further refine the generated pairwise associations, the model applies
a CNN layer to help captures higher-order interaction patterns in the forms of tensors that are
processed via a decoder in order to estimate the probability outputs of DTIs. This unique
framework enables MolTrans to derive contextualized representations that account for long-range
dependencies across sub-structures, while rendering it capable of surpassing baseline approaches
such as linear regression, DNN, GNN-CPI, DeepCPI, DeepDTA, and DeepConv-DTI in terms of
AUROC, AUPR, sensitivity, and specificity score values across BIOSNAP (0.895, 0.901, 0.775,
0.851), DAVIS (0.907, 0.404, 0.8, 0.876), and Kiba (0.914, 0.622, 0.797, 0.896) benchmark
datasets, offering a biologically meaningful framework that aligns computational predictions with
molecular binding mechanisms.

Overall, DL-based RSs provide powerful modeling capabilities by overcoming the linearity
assumption of traditional MF approaches through the ability to learn complex, non-linear
interactions, thereby achieving state-of-the-art performance across implicit feedback, binding
affinity prediction, and drug-target interaction tasks. Nevertheless, they remain limited by:

v Substantial computational requirements: Training DL-based models takes long periods of
time, as they demand significant GPU and CPU resources, especially when processing large-
scale biological datasets or during conducting hyperparameter optimization, ultimately
rendering them less practical for large-scale or real-time recommendation and screening tasks.

v' Data hunger and sparsity sensitivity: DL-based models require large volumes of high-
quality interaction data to generalize well, which is not the case in bioinformatics datasets that
are often sparse, noisy, and imbalanced, which may cause overfitting and degraded
performances.

v" Hyperparameter and architectural sensitivity: The more complex DL-based architectures
get, the more sensitive they become to the choice of hyperparameters (e.g., network depth,
layer sizes, learning rates, regularization coefficients), since suboptimal settings often lead to
unstable or poor results, thereby necessitating extensive tuning strategies through
computationally expensive procedures like cross-validation.

v" Interpretability challenges: Despite their elevated accuracy, most DL approaches operate as
black boxes, providing little insight regarding their decision-making processes, making it
difficult to identify impactful features or substructures that drive outcomes, which may limit
their trust in biomedical applications, though some approaches (i.e., DeepAffinity, Mol Trans)

124



Chapter 3: Recommender Systems in Bioinformatics

attempted to address this issue through attention mechanisms that highlight important
molecular substructures.

v' Cold-start and generalization issues: Universally-applicable DL-based RS struggle with
unseen targets and drugs (e.g., orphan proteins, novel drugs), as they do not possess any
historical interactions that can be leveraged to generate meaningful representations.

v' Generalization constraints: The training techniques leveraged by DL-based approaches
render them specialized for witnessed data, while powerful for their specific tasks, often lack
transferability across different biological prediction tasks or datasets without significant
retraining and architectural modifications.

3.6.3. Graph-based recommenders

With an impact similar to that of DL-based approaches, graph-based methods have
fundamentally advanced recommendation tasks by explicitly leveraging the properties of graphs
to help capture topological, and environmental dependencies among both biological entities and
the sub-elements composing them, consequently overcoming the limitations of sequence and
matrix-based methods that fail to grasp the structural patterns governing intermolecular interaction
outcomes.

Diverging from sequence-dependent models, Luo et al. [373] proposed DTINet, a network
integration approach that predicts DTIs by inferring the topological features of drugs and targets
through a unified, heterogeneous biological network that incorporates diverse information sources
(i.e., DTIs, DDIs, drug-disease associations, drug-side-effect associations, drug-drug similarities,
protein-disease associations, PPIs, and protein-protein similarities) while ignoring both sequential
and structural features. Specifically, DTINet first applies random “walk with restart” to extract
diffusion-based topological features from each network, followed by a dimensionality reduction
step using “diffusion component analysis” to learn low-dimensional, noise-robust embeddings that
preserve the most informative relationships. These embeddings are then projected into a shared
latent space that allows DTINet to infer novel drug-target associations through geometric
proximity in the embedding manifold, effectively translating heterogeneous biological knowledge
into a unified representation space. Such design enables DTINet to output superior predictive
accuracy over competing baselines (i.e., BLM-NII, NetLapRLS, HNM, and CMF) in terms of
AUROC and AUPR scores, with several of its top-ranked novel predictions being experimentally
validated, confirming its ability to generalize beyond known associations, alongside demonstrating
its practical utility in drug discovery and repositioning within complex biological systems.
Furthermore, while focusing on exploiting user-item implicit signals, Wang et al. [374] introduced
NGCEF (i.e., Neural Graph Collaborative Filtering), a universal model that explicitly models the
high-order connectivity patterns between users and items via propagating their collaborative
signals through the structure of their respective bipartite graph. Specifically, NGCF iteratively
updates node representations via performing non-linear message construction and aggregation
operations, which helps encode both node features and connection strengths across multiple layers,
thus capturing more complex topological patterns. This design enables NGCF to distill
collaborative signals directly from the interaction graph, moving beyond the limitations of
modeling users and items in isolation, while achieving a more expressive representation that
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reflects the nuanced structure of user-item relationships, consequently enabling it outperform
several baselines approaches (i.e., MF, NeuMF, CMN, HOP-Rec, PinSage, GC-MC) in terms of
Recall and NDCG scores across Gowalla (0.1569, 0.1327), Yelp (0.0579, 0.0477), and Amazon-
Book (0.0337, 0.0261) benchmark datasets, establishing a new paradigm for graph-based
recommenders and inspiring a generation of subsequent graph neural network models.
Additionally, by focusing on trying to efficiently leverage the heterogeneous biological network
information, Wan et al. [375] developed NeoDTI, a framework that utilizes neighborhood
information aggregation techniques to directly learns topology-preserving, node-level embeddings
from a heterogeneous network that comprises multiple interaction and similarity types.
Specifically, NeoDTI updates the representation of each node by non-linearly aggregating feature
information of its diverse neighbors and the edges connecting them. This process allows NeoDTI
to capture multi-relational dependencies, while effectively incorporating biological context across
different data modalities into one unified embedding space, which preserves the structural
properties of the original network, due the imposed constraints that force the reconstruction of the
original individual networks. This learning paradigm enables NeoDTI to achieve superior
predictive accuracy over numerous state-of-the-art approaches (i.e., DTINet, HNM, MSCMF,
NetLapRLS, DT-Hybrid, BLMNII) in terms of AUPR score values, while successfully
highlighting known and novel interactions that were later confirmed through literature evidence.
Graph-CNN [376] on the other hand focused on learning the latent representations of protein
pockets in a two-staged, structure-aware pipeline that bridges unsupervised structural embeddings
with task-specific interaction modeling. Specifically, Graph-CNN trains a graph AE on a set of
protein pockets to produce low-dimensional embeddings that preserve both local and global pocket
properties, which is accomplished via a greedy two-stage encoder-decoder design that involves
compressing local neighborhood information via degree-specific graph convolutional filters, and
transforming per-node vectors into node fingerprints whose average yields a single graph-level
embedding. Then, two parallel graph-convolutional networks (one for pocket graphs initialized
from the AE weights, and one for 2D molecular graphs) learn refined pocket and molecule features,
which are then concatenated into a joint target-ligand representation that is processed by an MLP
block to predict their respective binding probability. This innovative design enables the model to
outperform baselines such as 3DCNN, Vina, andom forest, and NN across both DUD-E (Database
of Useful Decoys: Enhanced) and MUV (Maximum Unbiased Validation) benchmark datasets in
terms of AUC (0.886, 0.563) score values, underscoring its efficiency at extracting task-specific
features for binding affinity prediction from native pocket and ligand graph representations.

In contrast to the aforementioned approach, Lim et al. [377] focused on learning the latent
representations of target-drug complexes as whole, introducing a 3D structure-embedded Graph
Neural Network (3D-GNN) framework that explicitly incorporates the 3D-binding conformations
of protein-ligand complexes for more accurate DTI estimations. Specifically, the model first
encodes the 3D geometry of a complex into two distinct adjacency matrices, one only capturing
purely covalent bonds, while the other encompassing both covalent and noncovalent interactions,
allowing the network to differentiate between intrinsic atomic connectivity and spatially dependent
interaction forces that govern molecular recognition. Such structural information is exploited via
a distance-aware graph attention mechanism (GAT) with gate augmentation, which adaptively
weighs atomic contributions based on 3D distances, consequently stabilizing feature propagation
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during training, while improving model convergence and performance. Experimental validation
involving 3D-GNN demonstrates its superior performance over several docking and DL-based
models in terms of AUROC, adjusted LogAUC, and PRAUC scores across both DUD-E and
PDBbind datasets, while confirming its ability to reproducing the natural population distribution
of active and inactive molecules. Jiang et al. [378] on the other hand attempted to avoid leveraging
expensive graph representations of proteins’ 3D-structures via introducing DGraphDTA, a
structure-aware framework that integrates GNNs with protein contact maps, enabling the explicit
modeling of both molecular and structural dependencies within drug-target pairs, via representing
protein graphs using contact maps (obtained via pconsc4 algorithm) derived from their 3D
structures. The graphs of both drugs and proteins are then processed using Graph Convolutional
Networks (GCNs) that learn hierarchical, and topological features that capture both local chemical
environments and global spatial dependencies. By introducing contact map-based protein
modeling, DGraphDTA bridges the gap between 1D and 3D information, while significantly
outperforming numerous state-of-the-art approaches (i.e., KronRLS, SimBoost, DeepDTA,
WideDTA, and GraphDTA) in terms of CI, MSE, and Pearson’s correlations metrics across both
Davis (0.904, 0.202, 0.867) and KIBA (0.904, 0.126, 0.903) benchmark datasets, underscoring
the potentials of contact maps in bridging sequence data with spatial information to advance
computational drug discovery. Similar to the aforementioned approach, Nguyen et al. [379]
proposed GraphDTA, a drug-oriented DL-based framework that explicitly models the topological
structures of drugs as molecular graphs processed via one of four different graph-based approaches
(being GCN, GAT, GIN, or GAT-GCN), allowing the model to learn spatially aware embeddings
that preserve structural dependencies inherent in molecular chemistry. In parallel, targets are
represented as a 1D AA sequences that are processed by three successive 1D-convolutional layers
followed by max pooling to capture hierarchical sequence features, with the resulting feature
vectors being processed via an MLP block that predicts binding affinity values in a continuous
regression setting. Beyond methodological innovation, GraphDTA demonstrated state-of-the-art
performance on two benchmark datasets (i.e., Davis, KIBA) over prior baselines (i.e., DeepDTA,
WideDTA, KronRLS, and SimBoost) in terms of CI (0.893, 0.882) and MSE (0.229, 0.147) score
values, alongside being ranked among the top 10 performers (out of 530) in the IDG-DREAM
Drug-Kinase Binding Prediction Challenge. Furthermore, its latent space analysis revealed that
hidden node activations correlated with interpretable chemical properties, highlighting
GraphDTA’s ability to automatically infer chemically meaningful patterns without explicit feature
engineering. Son et al. [380] on the other hand challenged the difficulty of collecting and
leveraging the 3D structural information of protein-ligand complexes and introduced GraphBAR,
a GCN framework that exploits the graph form of protein-ligand complexes (without relying on
voxelized grids) that are comprised of multiple adjacency matrices, and a feature matrix that
captures the atomic and molecular properties of the binding pocket. The overall architecture of
GraphBAR consists of several parallel graph convolutional blocks, each based on different
adjacency matrix and composed of three GCN layers interleaved with fully connected and dropout
layers that use degree-normalized adjacency matrices for stable aggregation of neighborhood
information, which are succeeded by graph gather layer that combines node embeddings into a
single global feature vector, with the outputs from all blocks being concatenated and fed into
additional dense and dropout layers to predict binding affinities. Such framework enables
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GraphBAR to achieve superior efficiency and predictive accuracy compared to the Pafnucy in
terms of RMSE, MAE, and Pearson’s correlation coefficient across four datasets that are extracted
from PDBbind. Moreover, by leveraging data augmentation with docking simulations, the model
mitigates limitations arising from small structure-based datasets, leading to consistent performance
improvements across benchmarks.

In an attempt to incorporate the predictive capabilities of language models alongside GNNs in
PPI tasks, Jha et al. [381] introduced a PPI GNN, a hybrid graph-language framework that
integrates GCN and GAT with pre-trained protein language models (i.e., SeqVec and ProtBert) to
jointly capture structural, and sequential information of proteins. Each node (i.e. AA residue) in a
graph protein is described via context-aware embeddings that’re generated by a language model,
allowing the framework to encode biochemical semantics without requiring expert-defined
features. These features are then propagated through either a GCN, which aggregates local
neighborhood information via spectral convolutions, or a GAT, which employs an attention
mechanism to assign adaptive weights to neighboring residues, thereby modeling heterogeneous
inter-residue dependencies more flexibly. Empirical results on human and S. cerevisiac PPI
datasets revealed promising accuracy, sensitivity, specificity, precision, F-score, Matthew
correlation coefficient, AUPRC, and AUROC score values, underscoring the potential residing in
combining structural graphs with deep contextual sequence embeddings in bridging the gap
between sequence-level representation learning and structure-informed interaction prediction.
Furthermore, Zhang et al. [382] proposed DrugMAN, a DTI prediction approach that employs
GAT-based integration algorithm adapted from the BIONIC framework to learn network-specific
low-dimensional embeddings for drugs and targets from four drug networks and seven
gene/protein networks. Specifically, each network is encoded via a block of three sequential GATs
that hierarchically aggregate up to third-order neighborhood information, the resulting
representations are then combined through a weighted and stochastically masked summation,
projected into a latent space (optimized by network reconstruction to ensure high-quality,
information-rich representations), and processed via a mutual attention mechanism that models
pairwise dependencies and generate a unified joint representation for each drug-target pair. Such
unique framework enables DrugMAN to demonstrate consistent results that outperform those of
several baseline approaches (i.e., SVM, random forest, DeepPurpose, DTINet, and NeoDTI) in
terms of AUROC, AUPRC, and F1-score values across diverse scenarios (i.e., warm start, target-
cold, drug-cold, both-cold), highlighting both its efficiency at extracting complementary
information from heterogeneous networks, and its generalization capabilities in drug discovery
and repurposing-related tasks. Drawing inspiration from NLP models, Yazdani-Jahromi et al.
[383] developed AttentionSiteDTI, an interpretable graph-based framework that reformulates DTI
prediction tasks as sentence-level relation classification problems, where each protein binding
pocket or drug molecule is treated as a word. The model first identifies protein binding sites using
a pocket-detection algorithm, represents them alongside ligands as graphs, and processes them via
Topology Adaptive Graph Convolutional Networks (TAGCN). Treated as contextual sequences,
the resulting embeddings are aggregated via an attention pooling mechanism, before passing
through a self-attention bidirectional LSTM module followed by an MLP block to help estimate
the interaction likelihood. This design provides interpretable attention maps that highlight the
specific residues and molecular regions driving the interaction, consequently rendering it capable
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of outperforming several state-of-the-art approaches (i.e., KNN, L2, NN-score, random forest,
Vina, Smina, AtomNet, 3D-CNN, GCNs, CPI-GNN, DrugVQA, TransformerCPI, PocketGCN,
GNN, and GraphDTA) in terms of AUC and Fl-score values across DUD-E, Human, and
BindingDB benchmark datasets. Whereas in-lab experimental validation confirmed a strong
correspondence between computationally predicted and experimentally observed interactions for
several candidate compounds against Spike (ACE2), underscoring its real-world applicability as a
reliable pre-screening tool for drug discovery and repurposing. Finally, while focusing on
developing an interpretable attention-based approach, Bae et al. [384] proposed GraphATT-DTA,
which models local-to-global DTIs trough processing the graph forms of drugs SMILES via GNNs
(e.g., GCN, GAT, GIN, MPNN, DMPNN), and the sequential forms of proteins via 1D-CNNs. To
learn interaction-specific relationships, GraphATT-DTA employs an attention-based interaction
module that constructs a relation matrix that enables quantifying the pairwise importance between
atomic substructures and protein subsequences through atom-wise and subsequence-wise Softmax
operations. This yields significance-weighted representations that reflect bidirectional attentional
influence, allowing each entity to adapt its representation based on the other, consequently
rendering GraphATT-DTA capable of demonstrating superior performance over several baselines
(i.e., DeepDTA, GraphDTA, Deep-Aftinity, ML-DTI, HyperAttentionDTI, and FusionDTA) in
terms of CI and MSE scores across Davis (0.904, 0.204) and BindingDB (0.651, 1.582)
benchmark datasets. Moreover, its attention mechanism provides interpretable insights regarding
drug substructures and protein regions that influence binding strength, offering a transparent and
biologically meaningful predictive framework that bridges molecular representation learning with
explainable drug discovery.

In general, graph-based RS have significantly advanced intermolecular interaction prediction
tasks through the efficient modeling of biological entities via graph structures that enable capturing
high-order relational dependencies among drugs, proteins, and heterogeneous biological entities,
thereby achieving state-of-the-art performance by leveraging the inherent topology of user-item
networks and complex biological systems. Nevertheless, they remain limited by:

v" High computational costs: The propagation and aggregation operations across graph
neighborhoods require iterative message-passing and large-scale matrix computations (require
processing the entire graph structure that is represented as an adjacency matrix), making
training and inference computationally expensive, particularly for dense molecular graphs or
large heterogeneous biological networks.

v" Over-smoothing and over-squashing effects: Deeper GNN architectures tend to blur node
representations as layers increase, leading to the loss of discriminative power between distinct
molecular substructures or protein regions, thus reducing the model’s ability to capture fine-
grained biochemical relationships.

v' Data sparsity and noise propagation: Graph-based methods heavily depend on well-
connected network structures. However, bioinformatics graphs (e.g., drug-protein or drug-
disease networks) are often incomplete, sparse, and noisy, which causes unreliable message
propagation and feature dilution.
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v' Limited interpretability and biological transparency: Although some models (e.g.,
AttentionSiteDTI, GraphATT-DTA) leverage attention mechanisms to highlight key
interaction regions, most Graph-based frameworks function as complex black boxes, offering
limited interpretability on booth node and edge levels, thus hindering biological validation and
trust in their predictions.

v' Cold-start and inductive generalization issues: Their heavy reliance on neighborhood
information causes them struggle with entities that have few or no connections (e.g., new drugs
or orphan proteins), as there is insufficient neighborhood data to generate meaningful
representations from, making them ill-suited for tasks that involve novel entities that are absent
from the training graph.

v' Hyperparameter and architectural sensitivity: The predictive performance of graph-based
recommenders is highly dependent on architectural design (e.g., number of layers,
neighborhood size, attention heads) and regularization settings, which vary significantly across
datasets, causing instability and necessitating extensive hyperparameter tuning to avoid
underfitting or overfitting.

v" Architectural redundancy and limited methodological innovation: Most graph-based RS
exhibit low architectural novelty, as they predominantly rely on existing GNN modules (e.g.,
GCN, GAT, or MPNN) with only minor structural rearrangements or superficial modifications,
thereby limiting genuine methodological creativity and hindering the development of
fundamentally new paradigms for biological interaction modeling.

3.6.4. Kernel-based estimators

Kernel-based recommenders have significantly contributed in advancing recommendation
tasks via leveraging kernel functions to implicitly map data into high-dimensional feature spaces,
enabling the capture of complex, non-linear similarities between users and items without requiring
explicit feature engineering, thereby providing a powerful mathematical frameworks for modeling
intricate relationships in both commercial and biological domains.

Kernelized Bayesian Matrix Factorization with Twin Multiple Kernel Learning
(KBMF2MKL) approach [385] pioneered the shift towards kernel methods, with its ability to
integrate multiple heterogeneous side information sources through kernel functions by leveraging
a fully conjugate Bayesian formulation, which allows for efficient variational inference, making it
computationally feasible while maintaining the benefits of full Bayesian uncertainty estimation.
Specifically, the model uses kernel-based nonlinear dimensionality reduction on both users and
items to extract kernel-specific latent components, which are then linearly combined through
multiple kernel-learning to form composite representations (automatically weigh the
informativeness of each information source), that are subsequently factorized to predict the
interaction matrix. This design enables KBMF2MKKL to demonstrate strong performance in
multilabel classification tasks via achieving the lowest Hamming loss on 10 out of 14 benchmark
datasets compared to five state-of-the-art baselines, underscoring the efficiency of kernel-based
learning in improving predictive accuracy and uncertainty quantification in complex biological
and general recommendation tasks. Building on this foundation, Nascimento et al. [386]
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introduced KronRLS-MKL, a Multiple Kernel Learning extension of KronRLS (i.e., Kronecker
Regularized Least Squares) that integrates multiple heterogeneous information sources to address
DTI problems as link prediction tasks. Specifically, KronRLS-MKL combines several base kernels
from both drug and target domains through a weighted linear combination that maintains the
complementary information across various sources, elevates interpretability through assigned
weights (reveal most contributing features), while controlling overfitting through a L,
regularization term, all in a framework that’s optimized in a two-step iterative process that
alternates between solving for regression coefficients and updating kernel weights. Empirical
analyses conducted across four benchmark datasets (i.e. Enzyme, Ion channel, GPCR, and Nuclear
receptors), while using ten distinct kernels for drugs and ten for targets demonstrated that
KronRLS-MKL achieved higher performance over numerous baselines in terms of AUPR score
values, demonstrating the efficiency of its interpretable framework in integrating heterogeneous
molecular data in computational drug discovery. Other researcher such a Han et al. [387]
developed a universally applicable approach named GLocal-K, a Global-Local Kernel-based
matrix completion framework that generalizes sparse, high-dimensional user-item rating matrices
in a low-dimensional latent space using only rating data. The model operates in two major stages:
(1) a pre-training phase, where an AE is trained using a local kernelized weight matrix constructed
via a 2D-RBF kernel; and (2) a fine-tuning stage, where the pre-trained AE is refined using a global
kernel-based rating matrix generated through a convolution-based global kernel. This two-tier
kernel strategy allows GLocal-K to jointly leverage localized similarity structures during pre-
training and global relational patterns during fine-tuning, consequently rendering it capable of
outperforming 11 baseline approaches (including models augmented with side information) in
terms of RMSE values across ML-100K (0.89), ML-1M (0.822), and Douban (0.721) benchmark
datasets, demonstrating the efficiency of localized similarity structures and global relational
patterns in producing compact yet information-rich feature representations.

Collectively, kernel-based RS provide mathematically grounded frameworks for modeling
complex similarity relationships through kernel tricks, enabling effective integration of
heterogeneous data sources through kernel fusion while offering certain degrees of interpretability.
Nevertheless, they remain limited by:

v Computational complexity: Kernel methods typically require O(n?) or O(n®) operations for
matrix construction and inversion, making them computationally prohibitive for large-scale
datasets with millions of users and items, especially when multiple kernels are jointly
optimized.

v Kernel selection sensitivity: Their performances heavily depends on the appropriate kernel
selection and parameter tuning, which requires domain expertise and extensive cross-
validation without clear guidelines for optimal choices.

v Limited feature learning: Although kernel methods introduce non-linear mapping, they are
often restricted to fixed kernel spaces defined a priori, preventing them from learning adaptive
representations directly from data, and constraining their ability to capture intricate and
hierarchical interactions in complex biological systems.
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v Sparse data challenges: Most kernel-based recommenders struggle when faced with sparse
interaction matrices (which is the case in bioinformatics-related recommendation scenarios),
which lead to unreliable similarity estimations concerning unseen (cold-start) entities such as
novel drugs, or orphan targets.

v Limited generalization across heterogeneous domains: Although multiple kernel learning
frameworks aim to integrate heterogeneous data, the learned kernel combinations are often
dataset-specific and fail to generalize well to new biological contexts or unseen modalities
without re-derivation of kernel function and retraining.

v' Limited research momentum and stagnation: Due to their constrained representational
capacity and the challenges associated with kernel selection, scalability, and the integration of
high-dimensional entity-related data, kernel-based RS have witnessed a steady decline in
research attention, as the community increasingly shifts toward DL-based paradigms that offer
greater flexibility, adaptability, and generalization potentials.

3.6.5. Other methods

Other RS approaches have made modest theoretical and practical contributions to
recommendation tasks by strategically leveraging divers algorithmic paradigms (e.g., similarity
learning, probabilistic inference, ensemble learning), hybridization techniques, and data modalities
to overcome opposed limitations.

In the topic of probabilistic approaches, Gaussian process (GP) based models such as
Hofmann’s [388] Gaussian generalization to the Probabilistic Latent Semantic Analysis (GpLSA)
framework provides the ability to handle continuous-valued user responses, achieved through
modeling observed user ratings as if they are arising from a mixture of latent user communities or
interest groups, where each user can probabilistically participates in multiple communities, and
each community is characterized by a Gaussian distribution over normalized item ratings. Such
unique perspective enables GpLSA to outperform several baseline CF techniques in terms of
RMSE score values across EachMovie benchmark dataset, establishing GpLSA as a cornerstone
in the evolution of probabilistic recommender models, and laying the foundation for subsequent
Gaussian and Bayesian-based approaches across domains. Mnih et al. [389] on the other hand
introduced Probabilistic Matrix Factorization (PMF), which is capable of formulating
recommendation tasks as probabilistic inference problems over latent feature spaces of users and
items that are learnable through maximizing a log-posterior function. In this context, PMF assumes
that each observed rating arises from the inner product of user-item vector representations that are
affected by gaussian noise, with zero-mean spherical gaussian priors over said vectors to regularize
the model and prevent overfitting. This design enables PMF to achieve superior predictive
accuracy and computational efficiency over several baselines in terms of RMSE score values
across Netflix benchmark dataset, establishing it as a robust, scalable, and non-linear recommender
architecture. Whereas Kim et al. [390] proposed the Tucker Gaussian Process (TGP) model, a
generalization of GP approaches that enables the efficient and expressive modeling of multi-way
interactions for regression and CF tasks. Specifically, TGP decomposes the latent function tensor
using Tucker decomposition, where individuals are represented by low-rank embeddings, with a
core tensor capturing their multiplicative interactions through a GP prior. This formulation allows
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TGP to inherit the non-parametric flexibility of GPs, while overcoming their traditional
computational bottlenecks by exploiting the multilinear structure of Tucker-decomposition to
achieve scalability and compactness, consequently rendering it capable of outperforming standard
GP and MF baselines in terms of RMSE score values across California House Price, Irish wind,
and MovieLens-100k benchmark datasets, and further demonstrating its ability to generalize
across sparse and high-dimensional interaction spaces. Lastly, Yang et al. [391] proposed a Multi-
output Gaussian Process (MW-GP) framework that explicitly models the correlations between
users and items through a shared covariance structure. Specifically, MW-GP formulates the
recommendation task as a multi-output regression problem where the latent functions governing
user preferences are drawn from a GP prior with a structured kernel that captures both the similarity
between users/items and the dependencies between different rating dimensions or interaction
types. This paradigm enables MW-GP to not only generate accurate estimates, but also output
well-calibrated predictive variances, ultimately surpassing baselines such as CF-NADE, GPLVM,
Sparse FC, GC, CWOCF, LLORMA, Biased MF, SVD++, and Bayesian GPLVM in terms of
MAE and RMSE score values across ML-1M (0.643, 0.821), ML-10M (0.579, 0.753), and Jester
(2.944, 3.916) benchmark datasets, underscoring its efficiency as a reliable and informative
system for decision-making under uncertainty.

Aside from GP approaches, He et al. [392] proposed SimBoost, a hybrid framework that
integrates similarity-based features with gradient boosting machines. Specifically, this approach
constructs a comprehensive feature space composed of three categories: drug-specific and target-
specific features derived from similarity matrices, pairwise network-based features capturing
topological relationships among drugs and proteins, and interaction-based features encoding local
neighborhood statistics from known drug-target pairs. These features collectively enable SimBoost
to account for both molecular similarity and interaction topology, while rendering it capable of
outperforming both MF, and KronRLS baselines in terms of RSME, AUC, AUPR, and CI score
values across Davis (0.247, 0.956, 0.785, 0.884), KIBA (0.204, 0.907, 0.782, 0.847), and Metz
(0.166, 0.958, 0.629, 0.851) benchmark datasets, highlighting its superior ability in capturing
complex drug-target interaction patterns. Pal et al. [393] on the other hand proposed KPMF
(Kernelized PMF), a hybrid approach that incorporates auxiliary relationship information through
kernelized graph priors. Specifically, KPMF constructs separate similarity graphs for users and
items, extracts their Laplacians, and then exploits them as kernelized priors on the user-item latent
factor matrices in order to enforce proximity among homogeneous entities in the latent space. This
design allows KPMF to leverage the structural information encoded within user and item graphs
to guide the learning of latent factors, thus renders it capable of surpassing numerous baselines
(i.e., FunkSVD, SVD, SVD++, PMF, BPMF, KPMF-Soc, and MKMF) in terms of RMSE score
values across CiaoDVD (0.9162), FilmTrust (0.7371), Epinions (1.0899), ML-100k (0.9232),
and ML-1m (0.8554) benchmark datasets, establishing KPMF as a pivotal model in terms of
bridging probabilistic inference and kernel methods. Finally, while focusing on random forest-
based approaches, Chu et al. [394] proposed DTI-CDF, a Cascade Deep Forest framework that
constructs concatenated forms of representations for target-drug pairs based on their
comprehensive sets of similarity measures. The resulting feature vectors are then processed by a
multi-layered cascade forest structure, where each layer consists of multiple random forest
classifiers whose predictions are concatenated with the original input features, enabling iterative
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feature transformation and representation learning that progressively refines the discriminative
information for interaction prediction. This design allows DTA-CDF to outperformance several
baselines (i.e., DNN, random forest, XGB, DDR) in terms of AUPR, AUC, F-score values across
Enzymes, Ion Channels, GPCR, and Nuclear Receptors benchmark datasets, offering enhanced
predictive accuracy and practical applicability in computational drug discovery and repositioning.

In general, such RS provide unique frameworks with flexible integration capabilities that
leverage either uncertainty quantification techniques (in the case of probabilistic approaches), or
the strengths of multiple algorithmic paradigms (in the case of hybrid approaches) that enable the
incorporation of diverse heterogeneous data sources, thereby enabling flexible learning and
improved prediction robustness in both commercial and biological recommendation tasks.
Nevertheless, they remain limited by:

v Elevated computational complexity: GP-based models exhibit cubic time complexity (due
to covariance matrix inversion), which makes them intractable for large-scale datasets, while
both hybrid and ensemble models compound this computational burden due to their integration
of multiple components.

v Limited expressiveness for complex interactions: Despite their efficient leverage of
handcrafted and kernel-derived features, they tend to struggle in capturing high-complex, non-
linear interaction patterns that DL architectures excel at modeling, potentially leading to
inferior predictive accuracy on tasks with intricate relationship hierarchies.

v' Data sparsity and cold-start vulnerability: GP-based and hybrid RS are sensitive to sparse
interaction matrices and novel entities (e.g., orphan proteins or novel drugs), as their inference
mechanisms rely on existing similarity structures and observed data to define priors, leading
to poor generalization in low-data regimes.

v' Scalability challenges in high dimensions: Probabilistic, hybrid, and ensemble approaches
tend to get increasingly difficult to train and regularize effectively without suitable
dimensionality reduction, especially when processing high-dimensional biological feature
spaces (e.g., genomic sequences, FP vectors).

v' Hyperparameter sensitivity: These models inherently possess numerous hyperparameters
(e.g., forest depth, kernel parameters and choice) that result in a high-dimensional optimization
spaces, which require extensive tuning and validation to achieve optimal performance across
different datasets and tasks.

v" Model complexity and interpretability trade-off: Despite providing probabilistic outputs
and uncertainty estimates, the underlying latent spaces and kernel projections of probabilistic
approaches are often difficult to interpret biologically, thereby hindering their capacity to
reveal mechanistic insights about molecular interactions or binding determinants.

v’ Stagnation and innovation plateau: The methodological advancement in this family has
slowed over time, as many approaches kept reusing pre-existing modules with minor
architectural variations, showing limited conceptual creativity or scalability improvements,
which has led researchers to gradually abandon them in favor of DL frameworks.
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3.7. Conclusion

RS have proven to be a powerful tool in bioinformatics, particularly in drug discovery,
intermolecular interaction prediction, and drug repurposing, addressing many challenges faced by
traditional drug development processes through leveraging advanced ML techniques in order to
enable more efficient identification of intermolecular interactions, and disease-gene associations.
The ability of RS to integrate large biological datasets accelerates the discovery of potential
therapies and personalized treatment strategies, offering a significant advantage over conventional
methods, as they play a crucial role in drug repurposing, where they enable the repositioning of
existing drugs for new therapeutic applications, thus maximizing the utility of already approved
compounds. However, limitations such as data sparsity, scalability issues, and the complexity of
model interpretability remain challenges that need to be addressed. Despite these hurdles, the
integration of RS into bioinformatics continues to drive innovation, offering promising
opportunities for more precise, efficient, and individualized medical solutions.
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Intermolecular interaction prediction tasks play a pivotal role in modern drug discovery,
enabling the identification of drug candidates that can bind to biological targets in order to
modulate disease-related pathways. Beyond simply estimating whether a drug interacts with a
given target, this task requires uncovering deeper patterns that link the sequential and structural
characteristics of molecules with their functional and therapeutic behaviors. Accurate prediction
of such interactions helps researchers prioritize promising compounds, uncover new indications,
and guide drug repurposing efforts.

This chapter presents the core contribution of our thesis: the development of bioinformatics-
oriented recommender system approaches that share the common goal of intermolecular
interaction prediction, while supporting both drug repurposing and novel drug design strategies,
accomplished through leveraging either sequence or structure-based molecular representations to
learn meaningful associations between drugs, targets, and diseases. This chapter is structured as
follows: Section 4.1 provides a general introduction that outlines the objectives and scope of the
chapter. Section 4.2 defines the problematic and establishes the research context, detailing the
problem formulation, the biological relevance of the selected targets, the underlying ML
paradigms adopted to approach them, and the criteria used for training, evaluation, and biological
validation. Section 4.3 presents the first proposed RS approach and its greedy variant, which are
based on convolutional and recurrent neural networks, featuring their architectural design,
experimental assessment, and applications in drug repurposing scenarios involving even orphan
proteins. Section 4.4 introduces the second RS approach and its translator counterpart, extending
conventional RS frameworks by jointly leveraging sequential and structural molecular
representations through attention-based and translation mechanisms to support advanced drug
discovery and repurposing tasks. Finishing by Section 4.5 where we conclude and summarize our
efforts.

4.1. Introduction

The growing availability of immunology-related bioinformatics data has played a pivotal role
in advancing our understanding of human diseases and their molecular foundations. Critical
biological entities such as cytokines, cyclin-dependent kinases, and G-protein-coupled receptors
became crucial in elucidating diverse pathological processes, as their intricate interactions with
drugs and other biomolecules directly influence the progression and treatment of major disease
threats, including cancer, HIV infection, and COVID-19. By studying the molecular
communications between these entities (e.g., how cytokines regulate immune pathways, how
CDKs drive the cell cycle, and how GPCRs orchestrate cellular signaling); researchers gain
essential insights into disease mechanisms and therapeutic vulnerabilities. The sheer volume,
diversity, and complexity of accumulated biological data however has created an overwhelming
challenge for traditional drug discovery and repurposing pipelines, as classical experimental
screening methods and knowledge-driven computational approaches struggle to fully utilize
today’s massive quantities of molecular sequences, structures, and interaction records.
Consequently, identifying novel drug candidates, uncovering previously unknown associations, or
predicting interactions for structurally unique or orphan molecules is still an extremely difficult
task, since data overflow phenomena has widened the gap between what biological data offers and
what conventional methodologies can exploit, thereby slowing the translation of raw information
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into meaningful therapeutic insights. To overcome this challenge, researchers resorted to ML
paradigms and their ability to enable systems to automatically learn representations, infer patterns,
and generalize learned knowledge. Among ML-based strategies, recommender systems have
shown particular promise in reformulating intermolecular interaction prediction problems as
recommendation tasks by treating proteins, drugs, and other molecules analogously to users and
items. By learning from historical interactions and incorporating structural, sequential, or
topological information; RS approaches provide effective frameworks for predicting
intermolecular interactions, offering scalable, and flexible solutions capable of addressing data
sparsity, heterogeneity, and the need for personalized or molecule-specific predictions.

Building on these foundations, this chapter introduces four novel approaches designed to
address the limitations of existing interaction prediction models. The first model being RSCRDL,
a Recommender System based on Convolutional Recurrent Deep Learning for DTI prediction
tasks, which views drugs and proteins as textual entities, enabling the extraction of implicit
features directly from their biological sequences without relying on predefined global descriptors,
thereby enabling generalization to unseen or orphan molecules. The second approach extends
RSCRDL with a hybrid, and greedier mechanism that’s capable of integrating explicit molecular
Features of individuals (therefore its name RSCRDL _F) to enhance prediction performance when
additional structural or chemical information is available. Together, these models aim not only to
outperform general-purpose RS baselines but also to broaden the possibilities for interaction
prediction in realistic, data-rich, and sparsity-affected biological environments. The third and
fourth proposed approaches on the other hand are two complementary transformer-based models
that aim to address the dual challenges of predicting unobserved interactions, and generating
structurally valid novel drug candidates: a Recommender System that exploits both Sequential and
Structural molecular features via its Transformer architecture (RSSSTr), and its translator
counterpart (TSSTr). Both models leverage the sequential representations of molecules, alongside
their structural fingerprint (FP) information encoded through our novel binary FP indexation
strategy, to help provide deeper understanding of biochemical properties far beyond what purely
sequence-based representations or global identifiers can capture. More specifically, RSSSTr
focuses on matrix completion through estimating unobserved DTIs even for mutated proteins, and
both newly developed and unseen compounds. While TSSTr performs matrix expansion via
generating novel candidate drug molecules that comply with major drug-likeness constraints.
Working cooperatively, the translator expands the chemical search space with biologically
plausible compounds, while the recommender validates their therapeutic relevance, forming a
scalable framework that bridges predictive interaction modeling with automated drug design.
Together, these synergistic models demonstrate a transformative direction for computational drug
discovery: from merely retrieving known associations to actively proposing new treatment
possibilities guided by interaction-aware learning.

4.2. Problem definition and research context

4.2.1. Problem formulation

Despite the notable advances in ML-based prediction of molecular properties, the prevailing
paradigms for modeling intermolecular interactions face major limitations when translated into
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real-world therapeutic discovery. This thesis addresses these limitations by reformulating the
interaction prediction challenge as a recommendation task, projecting it as a matrix completion
problem where the goal is to infer missing entries in a vast and sparse interaction matrix. While
this reframing enables the automated inference of potential associations; existing RS approaches
remain hindered by several constraints. First, most RS models still depend heavily on global
handcrafted descriptors or index-based encodings, which fail to capture the rich biochemical and
structural semantics embedded within molecular sequences and fingerprint representations,
therefor limiting their ability to model the true nature of binding mechanisms. Second, the practical
characteristics of biological data introduce three major challenges: (i) the extreme sparsity of
known interactions, (ii) the emerging cold-start scenarios caused by newly integrated or low-active
entities, and (iii) the presence of orphan proteins and novel drug candidates that lack prior
interaction histories entirely. Overcoming these obstacles requires moving beyond models that
merely interpolate within observed interaction data, towards frameworks that are capable of
robustly generalizing to unseen proteins and de novo compounds via directly learning from their
intrinsic sequential and structural representations. Moreover, the rapid emergence of resistant
pathogens, and the finite coverage of existing chemical libraries highlight a critical paradigm shift:
computational systems must not only complete interaction matrices, but also expand them. This
calls for frameworks that integrate generative molecular design with interaction relevance
assessment, allowing the creation of novel therapeutic candidates and the validation of their
biological roles within expanded biochemical spaces.

4.2.2. The impact of the of the selected biological targets

The selection of specific biological targets is critical for developing robust computational
models in bioinformatics, as it determines the relevance and generalizability of the resulting
predictions. This study focuses on a curated set of targets where each one represents a distinct and
vital aspect of human therapeutic intervention. Their inclusion is driven by a combination of strong
therapeutic demand, diverse molecular interaction mechanisms, and comprehensive data
availability, which include:

4.2.2.1. Cytokines

A broad category of small secreted proteins produced primarily by immune cells, functioning
as essential messengers that coordinate innate and adaptive immune responses. They regulate key
biological processes including inflammation, immune cell activation and trafficking,
hematopoiesis, and tissue repair. Their dysregulation (whether excessive or insufficient) can drive
severe pathological conditions, with the overproduction of pro-inflammatory cytokines causing
cytokines storms, which are highly damaging hyper-immune reactions associated with acute
respiratory distress, multi-organ failure, and high mortality (as observed in severe cases of viral
infections such as COVID-19). Conversely, impaired cytokine signaling can weaken immune
surveillance and promote chronic infections or malignant progressions. These dual roles position
cytokines as both critical biomarkers and high-valued therapeutic targets in immunological and
inflammatory diseases [395].
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4.2.2.2. Cyclin-Dependent Kinases (CDKs)

They constitute a conserved family of serine/threonine protein kinases that act as central
checkpoints for eukaryotic cell-cycle progression, transcriptional regulation, and DNA damage
responses. Their activation requires them to bind to specific cyclin partners in order to regulate
transitions between cell-cycle phases. Dysregulation of CDK activities (whether through
overexpression, loss of inhibitory control, or oncogenic mutations) results in uncontrolled cell
proliferation, impaired cell-cycle arrest, and increased genomic instability. Consequently, CDKs
are regarded as major drivers of tumorigenesis across a wide range of cancers, while being treated
as high-valued yet complex targets in modern anti-cancer drug development [396].

4.2.2.3. G-Protein-Coupled Receptors (GPCRs)

They represent the largest and most functionally diverse class of membrane-embedded
receptors, acting as key molecular transducers that convert extracellular stimuli (e.g.,
neurotransmitters, hormones, and chemokines) into intracellular signaling responses. They
regulate a wide range of essential physiological processes, including vision, immune regulation,
cardiovascular function, and metabolic homeostasis. Dysregulation of GPCR signaling, whether
through genetic mutations, aberrant expression, or ligand imbalance, is implicated in a broad
spectrum of disorders such as hypertension, type II diabetes, neurodegenerative diseases,
psychiatric conditions, inflammatory pathologies, and cancer. In addition, their accessibility at the
cell surface makes GPCRs prime targets for both therapeutic intervention and pathogen
exploitation, as several viruses and bacterial toxins hijack GPCR pathways to facilitate host cell
entry or subvert immune signaling. Their pivotal biological role and pharmacological relevance
have resulted in GPCRs being the target of more than one-third of FDA-approved drugs,
solidifying their importance in modern therapeutic strategies [397].

4.2.2.4. Human Immunodeficiency Virus (HIV)

A retrovirus that selectively infects and destroys CD4* T lymphocytes (i.e., T helper cells), the
principal regulators of the adaptive immune system. Its pathogenicity stems from its ability to
integrate into the host genome, promoting persistent infection and immune evasion. The
progressive depletion of CD4" T cells ultimately leads to acquired immunodeficiency syndrome
(AIDS), a state of severe immunosuppression characterized by heightened susceptibility to
opportunistic infections, malignancies, and life-threatening systemic complications. Despite the
success of antiretroviral therapy in suppressing viral replication, HIV remains a major global
health burden requiring lifelong treatments, with ongoing challenges including drug resistance and
the absence of a definitive cure [398].

4.2.2.5. Severe Acute Respiratory Syndrome Coronavirus 2 (SARS-CoV-2)

The beta-coronavirus responsible for the global COVID-19 pandemic. It primarily infiltrates
host cells via ACE2 (Angiotensin-Converting Enzyme 2) receptors, triggering strong
inflammatory and immune responses. The clinical risks associated with it range from mild
respiratory illness to severe outcomes including acute respiratory distress syndrome (ARDS),
multi-organ failure, and death. Beyond acute infection, SARS-CoV-2 can induce a spectrum of
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persistent complications known as “Long COVID?”, affecting cardiovascular, neurological, and
immune systems. Its high transmissibility, and significant mutation rate results in the emergence
of diverse immune-evasive variants, continuing to challenge the efficacy of vaccines and
therapeutics, while sustaining its profound threat to global health security [399].

Collectively, these targets hold major importance in immune regulation, infectious diseases,
and cancer progression, which are three of the most pressing global health concerns. Their
heterogeneous biological roles and distinct binding mechanisms create an ideal benchmark for
evaluating the generalization capabilities of RS approaches across intermolecular interaction
prediction problems.

4.2.3. Understanding the selected ML paradigms

The selection of appropriate ML architectures is driven by their intrinsic abilities to capture
both the sequential and structural characteristics of biological data, which fundamentally dictate
molecular functions, and, consequently, interaction outcomes. Equally important is their capacity
to generalize effectively to unseen or orphan molecules. In this work, we focus on two paradigms:
the combined use of CNNs and RNNs in the first two approaches, and the adoption of Transformer
architectures in the latter two models. These choices are deliberate, reflecting each paradigm’s
computational strengths and their suitability for modeling complex protein and drug sequence
representations.

4.2.3.1. CNN-RNN synergy

The integration of CNNs and RNNs within a single framework offers significant advantages
for intermolecular interaction prediction tasks. CNNs efficiently extract local patterns and
structural motifs from molecular sequences, and help identify critical substructures in drugs and
conserved domains in proteins that govern binding specificity. Additionally, CNNs reduce the
dimensionality and complexity of the input sequences by distilling essential features into more
compact representations, thus alleviating the burden on RNNs, which in return focus more on
modeling prominent sequential dependencies without necessitating excessively complex
architectures. By combining CNNs and RNNs, frameworks deploying them simultaneously
capture hierarchical spatial features and sequential contextual relationships, enhancing their
generalization to unseen proteins or drugs, improving their robustness against sparse interaction
data, and enabling them to predict novel interactions more accurately [400, 401].

4.2.3.2. Transformer architectures

Transformer architectures offer distinct advantages for intermolecular interaction prediction
tasks through enabling an efficient parallel-processing paradigm for both sequential and structural
representations of molecules (which is our case). Furthermore, unlike sequential models that
process data step by step, transformers leverage self-attention mechanisms to capture long-range
dependencies and contextual relationships across entire sequences, enabling the detection of subtle
interaction-relevant features. Their ability to simultaneously attend to multiple sequence positions
and structural elements allows for a comprehensive understanding of protein domains, binding
sites, and drug substructures. Moreover, transformers excel at handling large, heterogeneous
datasets, and can generalize to unseen or orphan molecules without relying on any historical

141



Chapter 4: Proposed Recommender Systems for Intermolecular Interaction Prediction,
Drug Repurposing, and de novo Drug Design

interaction records. This capacity makes them particularly well-suited for predicting novel
interactions and expanding the chemical-biological interaction space, thereby supporting the
design of new therapeutic candidates [368, 372].

By enabling accurate learning from molecular sequences and fingerprints, these DL paradigms
support both deductive (repurposing-oriented) and generative (novel-design-oriented) therapeutic
objectives, collectively supporting strategies that are faster, more adaptive, and biologically more
accurate.

4.2.4. Overview of the chosen criteria and hyperparameters

The effectiveness of our proposed approaches depends not only on their architectures and
hyperparameters, but also on the criteria used to train, evaluate, and biologically validate them.
Given the complexity of biological systems and the high stakes of therapeutic decision-making, it
is essential to adopt a well-defined set of hyperparameters and criteria to ensure methodological
rigor, predictive reliability, and biological relevance, which in our case include:

4.24.1. Training criteria and hyperparameters

Training criteria and hyperparameters are selected to account for the inherent sparsity and
imbalance of interaction data, alongside the inherent complexity of the deployed frameworks,
while promoting robust feature learning from sequential and structural molecular representations.
They ensure that the proposed models learn meaningful latent patterns rather than overfitting to
noisy or incomplete interaction records.

A. Development environment

The development environment adopted in this work is PyTorch [402], chosen over other
higher-level frameworks such as Keras [403] due to its flexibility, transparency, and suitability for
research-oriented DL frameworks in bioinformatics. PyTorch’s dynamic computational graph
enables intuitive model construction, fine-grained control over forward and backward passes, and
easier debugging, which is critical when designing custom architectures that integrate sequential
and structural molecular representations, such as CNN-RNN hybrids and transformer-based
models. This flexibility is particularly advantageous for implementing non-standard training
procedures, custom loss functions, and experimental modules that are less straightforward to
realize in more abstracted frameworks like Keras. Moreover, PyTorch has become the de facto
standard in the research community, with strong ecosystem support for state-of-the-art models,
pretrained components, and rapid prototyping, as evidenced by its adoption in major libraries and
benchmarks in computational biology and chemistry. Its seamless GPU acceleration, native
support for automatic differentiation, and close alignment with Python programming practices
further enhance productivity and reproducibility, making it a robust and future-proof choice for
developing advanced DL models for intermolecular interaction prediction and drug discovery tasks
[402].

B. CNN’s kernel size
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Also referred to as the filter size, this parameter defines the spatial dimensionality of the sliding
window applied by convolutional layers to an input tensor. By specifying how many adjacent
elements are processed jointly at each convolutional operation, the kernel size directly determines
the scale of patterns that the network can capture. Smaller kernels emphasize fine-grained local
motifs and, when stacked across multiple layers, enable efficient hierarchical feature extraction
with fewer parameters. In contrast, larger kernels capture broader contextual or structural patterns
in a single operation but incur higher computational costs and may introduce over-smoothing
effects. Consequently, the choice of kernel size influences representational capacity,
computational efficiency, and the balance between local specificity and global contextual
awareness in learned feature representations [222].

C. Max pooling layers

Mox pooling layers depict downsampling operations used by CNNs to reduce the spatial
dimensionality of feature maps while preserving the most salient activations (Figure 4.1). By only
retaining the maximum activation within each region, max pooling introduces a degree of
translation invariance, noise suppression, complexity reduction, and overfitting mitigation by
decreasing the number of parameters in subsequent layers. In sequence-based or 1D convolutional
settings, the same principle applies along the sequence dimension, enabling the model to
emphasize the most informative local motifs irrespective of their exact positions [227].

D. Number of GRU units

Also known as the hidden size or hidden dimensionality, this hyperparameter refers to the
number of neurons in the hidden-state vector of a GRU layer, which determines the dimensionality
of the representation used to encode temporal dependencies in a sequence. Increasing the number
of GRU units enhances the model’s capacity to capture long-range and complex sequential
dependencies, but also raises computational cost and the risk of overfitting [236].
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Figure 4.1 Downsamplng operation of an image channel via the maxpooling layer [404]
E. Dropout layers/values

A regularization technique used in neural networks to prevent overfitting by randomly
“dropping” a fraction of neurons during training. Dropout effectively reduces co-adaptation
between neurons and improves the network's generalization capability [222].
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F.

Activation functions

Mathematical functions applied to the outputs of neurons to introduce non-linearity into neural

architectures, enabling the approximation of complex, non-linear mappings between inputs and
outputs. Without them, all DL-based networks would effectively behave as linear models,

regardless of their depth, severely limiting their representational capacity and expressive power
[222].

v Rectified Linear Unit (ReLU) activation function: A non-linear activation function widely

G.

used in DL architectures due to its simplicity and effectiveness in training deep networks
(Figure 4.2). ReLLU operates by setting all negative inputs to zero while keeping positive inputs
unchanged Eq (4.1), introducing sparsity, while improving computational efficiency, and
reducing interdependencies between neurons. Additionally, ReLU mitigates the vanishing
gradient problem, allowing for faster convergence during training [405].

x if x>0,

Eq (4.1
0 otherwise a(4.1)

ReLU(x) = max(0,x) = {
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Figure 4.2 RelU ctivation function curve [405]

Sigmoid activation function: A smooth, non-linear activation function (Figure 4.3) that maps
any real-valued input to the bounded interval [0,1] Eq (4.2). Owing to this probabilistic
interpretation, the Sigmoid function is commonly employed in neural networks for binary
classification, and output layers that require probability estimation. Despite these advantages,
its gradient diminishes rapidly for large positive or negative input values, which can induce the
vanishing gradient problem in deep architectures, thereby slowing convergence and hindering
effective optimization during training [406].

1
1+e*

o(x) = Eq (4.2)

Xavier initialization method

Also known as Glorot initialization, this weight initialization method is designed to maintain

a stable variance of activations and gradients across layers in DL networks, thereby mitigating
vanishing or exploding gradient problems during training. It initializes weights by drawing them
from a distribution with zero mean and a variance that depends on the number of input and output
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units of a layer Eq (4.3). For a layer with n;,, input units and n,,,; output units, Xavier initialization
is commonly defined as [225]:

2
Var(W) ——— Eq (4.3)
Nin + Nout
Accordingly, weights can be sampled either from a uniform distribution, or a normal distribution.
This initialization is particularly well-suited for networks using Sigmoid or hyperbolic tangent
activation functions, and has become a foundational technique in DL due to its effectiveness in
accelerating convergence and improving training stability, especially in transfer architectures.

sig(t)

7 ‘ 1.0

8 6 i 2 2 | 6 8

Figure 4.3 Sigmoid activation funtion curve [406]
H. Training, validation, and test splits of data

Similar to most ML models, the process of training and assessing RS involves partitioning a
dataset into three disjoint subsets (i.e., training, validation, and test), to ensure both robust learning
and unbiased performance assessment. The training set is used to learn model parameters, while
the validation set serves as a proxy for unseen data during development, enabling systematic
hyperparameter tuning, early stopping, and model selection. In particular, validation performance
provides a principled criterion for deciding which version of the model should be retained and later
exploited during the inference phase on the test set. Whereas the test set is strictly held out and
used only once to estimate the final generalization performance, thereby preventing information
leakage and overly optimistic results. This three-way split is especially important for RS tasks,
where data sparsity and cold-start challenges can easily lead to underfitting or overfitting if model
development is not carefully managed [407].

I. Number of epochs

The number of epochs is a training hyperparameter that specifies how many complete passes
the learning algorithm performs over the entire training dataset. In other words, one epoch
corresponds to a full iteration in which each training sample contributes once (typically through
mini-batches) to the computation of the loss function and the subsequent parameter updates via a
gradient-based optimization algorithm. Increasing the number of epochs generally allows the
model to further minimize the empirical risk and capture latent data structures at the risk of
overfitting. As a result, the optimal number of epochs is commonly determined using validation-
based strategies such as early stopping, which terminates training when performance on a
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validation set no longer improves, thereby balancing convergence and generalization performance
[141, 222].

J. Batch size

Batch size specifies the number of training samples processed simultaneously by a model to
compute a single gradient update during the training phase. Smaller batch sizes introduce higher
stochasticity (i.e., randomness) in gradient estimation, which can act as an implicit regularization
technique, potentially improving generalization and facilitating escape from sharp local minima,
albeit at the cost of noisier updates and slower convergence. In contrast, larger batch sizes yield
more accurate and stable gradient estimates, and enable the efficient utilization of modern parallel
hardware, at the cost of increased memory resources, and inferior generalization when excessively
large [222].

K. Padding

A preprocessing ML technique that adds additional artificial elements (most commonly zeros,
but also reflected, replicated, or learned values) to the boundaries of input data to control
dimensionality and preserve information during model operations. Padding is widely employed in
both convolutional and sequence-based models to ensure that operations such as convolutions,
pooling, or sliding windows can be applied uniformly across all input positions without unintended
loss of boundary information. In sequential and textual data (e.g., natural language tokens, protein
sequences, or SMILES strings), padding is primarily used to unify sequence lengths within a batch,
thereby enabling efficient parallel computation and stable gradient updates during training [221].

L. Tokenization process

A preprocessing step in ML, dedicated for sequence-based modeling, in which raw input data
(e.g., text, protein sequences, or chemical SMILES strings) is decomposed into smaller, discrete
units called tokens, which can efficiently be mapped to distinct numerical representations.
Depending on the application, tokens may correspond to characters, sub-words, words, or
biologically/chemically meaningful motifs. Tokenization allows models to process standardized,
numerically encodable elements, facilitating embeddings, feature extraction, and the learning of
meaningful patterns within the sequences [225].

M. Loss functions

In ML, a loss function (also called a cost function or objective function) is a mathematical
formula that quantifies the discrepancy between a model’s predicted outputs and the corresponding
true target values for a given dataset. Formally, it assigns a non-negative scalar value to each
prediction, with larger values indicating greater errors. Loss functions are essential for guiding the
optimization process during training, as their gradients with respect to model parameters are used
by gradient-based algorithms to iteratively update and improve the model. The choice of loss
function directly impacts model performance, convergence behavior, and suitability for a specific
task [141, 222].

146



Chapter 4: Proposed Recommender Systems for Intermolecular Interaction Prediction,
Drug Repurposing, and de novo Drug Design

v Binary cross entropy (BCE): Also known as log loss, this loss function is widely used for

N.

binary classification tasks, where the target variable belongs to one of two mutually exclusive
classes. BCE quantifies the dissimilarity between true labels y and predicted probabilities y
outputted by the model via applying Eq (4.4).
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BCE is particularly well-suited for probabilistic models, as it penalizes confident but incorrect
predictions more heavily, and encourages predicted probabilities to align closely with the true
class distributions. In the context of DTI prediction using recommender systems, BCE enables
models to differentiate between positive and negative interactions more efficiently, even within
sparse interaction matrices. By directly optimizing for the probability of an interaction
occurring, BCE supports accurate prediction of both known and novel interactions, which is
critical for addressing cold-start problems, in a generalized, inductive framework [222].
Cross entropy loss function (CE): Also known as the Softmax loss, this cost function is
widely used for multi-class or probabilistic prediction tasks, where the objective is to estimate
the likelihood of each class or token in a discrete distribution. Formally, for a target one-hot
encoded vector y € {0,1}¢ and predicted probability vector § € [0,1]¢ over C classes, the loss
for a dataset of N instances is defined as:

1 N c
Leg,Y) = —NZ, 12, 1[3’1',]' log(9:)] Eq (4.5)
i= j=

In the context of sequence-generating models, CE loss is applied token-wise across generated
sequences, encouraging the model to assign higher probabilities to the correct next token (e.g.,
AA or SMILES characters). By optimizing CE loss, the model learns to produce novel drug
candidates that preserve the statistical and structural properties observed in the training data,
supporting downstream tasks such as matrix expansion and interaction validation [222, 239].

Label smoothing

A regularization technique used in categorical or sequence-based prediction tasks to prevent a

model from becoming overconfident in its predictions. Instead of assigning a probability of 1 to
the correct class and 0 to all others, label smoothing redistributes a small fraction of the probability
mass to the incorrect classes. The resulting smoothed target vector is then used in the CE loss
function instead of the original one-hot labels. This technique has been shown to improve
generalization, reduce overfitting, mitigate model overconfidence, and stabilize the training of
deep networks, particularly in sequence generation tasks such as transformer-based molecule
generation [239].

0. Adam optimizer (Adaptive Moment Estimation)

A gradient-based optimization algorithm that’s widely used for training neural networks, as it

combines the advantages of two classical methods: AdaGrad (i.e., Adaptive Gradient Algorithm),
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which adapts the learning rate for each parameter individually based on historical gradients, and
RSMProp (Root Mean Square Propagation), which normalizes updates by the moving average of
recent squared gradients. Adam maintains exponentially decaying averages of past gradients (first
moment m;) and past squared gradients (second moment v;), and updates model parameters using
bias-corrected estimates of these moments. Formally, for a parameter 6, at iteration t, learning rate

. oL
a, decay rates 3, and f3,, and gradient 2o the updates are:
t
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Adam is popular due to its efficient handling of sparse gradients, fast convergence, and reduced
sensitivity to hyperparameter tuning [408].

4.2.4.2. Evaluation criteria

The selected evaluation metrics are specifically selected to assess the classification reliability
and robustness of trained models across various recommendation scenarios (e.g., data sparsity and
colds-start).

A. Confusion matrix

A confusion matrix is a tabular representation used in ML to summarize the performance of a
classification model by comparing its predicted labels against true labels. It provides a detailed
breakdown of correct and incorrect predictions across all classes, enabling the computation of
various evaluation metrics such as accuracy, precision, recall, specificity, sensitivity, F1-score,
and balanced accuracy. In the binary classification case, the confusion matrix consists of four
components:

v" True Positives (Tp): correctly predicted positive instances

v True Negatives (Tn): correctly predicted negative instances

v False Positives (Fp): negative instances incorrectly predicted as positive ones

v’ False Negatives (Fn): positive instances incorrectly predicted as negative ones

Confusion matrices are valuable in biomedical and bioinformatics applications, where
misclassification errors may have severe practical or biological consequences [409].

B. Precision score

A classification metric that measures the proportion of predicted positive instances that are
truly positive. It quantifies a model’s ability to avoid false positive predictions, and is formally
defined as:

148



Chapter 4: Proposed Recommender Systems for Intermolecular Interaction Prediction,
Drug Repurposing, and de novo Drug Design

Tp
Tp + Fp

Precision = Eq (4.10)

Precision is particularly critical in applications where false positives carry a high cost, such as DTI
prediction tasks, where incorrectly predicting an interaction may lead to wasted experimental
validation or misleading biological conclusions [409, 410].

C. Recall score

Also known as sensitivity or true positive rate, this metric quantifies a model’s ability to
correctly identify all relevant positive instances. It is defined as the proportion of true positives
among all actual positive samples, measuring how effectively a classifier captures positive cases
disregarding false ones. Formally, recall is given by

Tp
Tp + Fy

Recall = Eq (4.11)

Recall is particularly important in applications where missing positive instances is costly, such as
medical diagnosis, and interaction prediction tasks, as it emphasizes completeness over
prediction’s precision [409, 410].

D. F1-score

A harmonic mean-based metric that combines precision and recall into a single scalar value,
providing a balanced measure of a model’s accuracy in binary or multi-class classification tasks.
It is particularly useful when dealing with imbalanced datasets, as it penalizes extreme trade-offs
between precision and recall. F1-score is defined as:

Precision * Recall

F1- =2 Eq(4.12
score Precision + Recall al )

By using the harmonic mean rather than the arithmetic mean, the F1-score ensures that high values
are only achievable when both precision and recall are simultaneously high. Consequently, it is
widely adopted in RSs, bioinformatics, and information retrieval tasks where class imbalance and
false negatives are critical concerns [409, 411].

E. Balanced accuracy score

This metric measures a model’s ability to correctly predict each individual class with equal
importance. It is defined as the arithmetic mean of recall (true positive rate) computed
independently for each class, thereby compensating for skewed class distributions that can bias
standard accuracy. In a binary classification scenario, balanced accuracy is given by:

1 T T
Balanced Accuracy = E(T -:F + 7 -|11]F ) Eq (4.13)
ptiy InTtFlp
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Balanced accuracy provides a more reliable assessment of predictive performance in scenarios
such as intermolecular interaction prediction, where positive and negative interactions are often
highly imbalanced [412].

F. Cohen’s kappa score (k)

A statistical measure used in ML to quantify the level of agreement between a model’s
predicted labels and the true labels while explicitly accounting for agreement that may occur by
chance. Unlike simple accuracy, k provides a more robust evaluation in the presence of class
imbalance, making it particularly suitable for binary classification problems with skewed label
distributions. For a binary classification task, Cohen’s kappa formula can be written as:

_ 2(Tp-Ty — Fy - Fp)
(Tp + Fp)(Fp + Ty) + (Tp + Fy)(Fy + Ty)

K Eq (4.14)

The value of k ranges from —1 to 1, where 1 indicates perfect agreement, 0 corresponds to
agreement equivalent to random chance, and negative values indicate agreements that are worse
than chance [413].

G. Inter-cluster criteria

In clustering and unsupervised learning, this metric quantifies the separation or dissimilarity
between distinct clusters within a dataset. It evaluates how far apart the centroids of different
clusters are, providing a measure of cluster distinctiveness. A higher inter-cluster distance
indicates better separation between clusters, which generally corresponds to improved clustering
quality [414]. Formally, for clusters j, k with the centroids z;, z, the inter-cluster distance can be
computed as:

Inter-cluster = Z Iz — z I Eq (4.15)
Vk,j=1.C k#j

H. Intra cluster criteria

In contrast to the aforementioned metric, intra-cluster quantifies the compactness or cohesion
of data points within a single cluster. It evaluates how closely the members of a cluster are grouped
around its centroid, providing a measure of cluster tightness. Lower intra-cluster values indicate
higher cohesions, which is generally desirable for high-quality clustering [414]. Formally, for data
points o; of cluster k that has the centroid z, the intra-cluster distance can be computed as:

cC N

intra-cluster = z Il o; — z II? Eq (4.16)
k=1i=1

1. Correlation distance metric
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This distance metric measures the dissimilarity between two vectors based on their correlation
rather than their absolute values. Unlike Euclidean distance, which is sensitive to magnitude,
correlation distance captures the degree to which two vectors vary together, making it particularly
useful for comparing patterns or trends in data [415]. Formally, for two vectors x and y, with the
mean values X, and y, the correlation distance d ., is defined as:

Y =)W — )
VI O — 02X (s — §)?

deorr(x,y) =1 — Eq (4.17)

J. Chebyshev distance metric

Also known as the maximum metric, or L, norm, this metric measures the dissimilarity
between two vectors in a multidimensional space, while considering only the largest absolute
difference across all dimensions. Formally, for two vectors x,y € R™, the Chebyshev distance is
expressed as

denebyshey(X,y) = max |x; — il Eq (4.18)

This metric is particularly useful in applications where the most significant deviation along any
single dimension dominates the notion of distance (e.g., chess board movement modeling, anomaly
detection). Its emphasis on the largest component difference makes it robust to cumulative small
variations while highlighting critical outliers [416].

K. METEOR score (Metric for Evaluation of Translation with Explicit ORdering)

An automatic evaluation metric originally developed for machine translation that can also be
applied in molecular sequence generation tasks. Unlike simple exact-match metrics, METEOR
score evaluates the quality of a generated sequence by aligning it to a reference sequence based on
exact matches, stemmed matches, synonym matches, and paraphrase matches, while incorporating
both unigram precision and recall into its computations. It further penalizes fragmented matches
by considering the number of chunks in which matched tokens appear, rewarding sequences that
maintain correct word order or structural order. Formally, the METEOR score is computed as:

METEOR = Fpean(1 — Pfrag) Eq (4.19)
p=m Eq (4.20)

Wt

m
r= Eq (4.21)

WT‘
10PR Eq (4.22)

mean = R 0P
)3 Eq (4.23
Pfrag = 0.5 (u_) al )
m
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Where P is the unigram precision, R is the unigram recall, m is the number of unigrams present in
both candidate translation and reference translation, w; and w,. are the number of unigrams in the
candidate and reference translations respectively, Fy,.q, 1 the harmonic mean, p is the penalty, ¢
is the number of chunks, and u,,, is the number of unigrams that have been mapped [417].

4.2.4.3. Biological criteria

These criteria incorporate domain-specific tools and constraints that help evaluate whether a
model’s outputs are consistent with known molecular behavior, therapeutic feasibility, and
biological mechanisms. Such validation is particularly critical when extending predictions to
orphan proteins, novel compounds, or previously unobserved interaction spaces.

A. Molecular fingerprints (FP)

Molecular fingerprints are fixed-length vector representations (binary or numerical) that
encode the presence, absence, or frequency of chemical features within a molecule, enabling
efficient similarity computation, clustering, and ML-based analysis. They transform a molecular
graph (defined by atoms as nodes and bonds as edges) into a numerical representation that captures
substructures, connectivity patterns, and, in some cases, physicochemical properties. Molecular
fingerprints are broadly categorized into two main types: (i) Dictionary-based FPs, which rely on
predefined vocabularies of chemical substructures or functional groups (e.g., MACCS keys),
offering high interpretability and reproducibility, despite being constrained by the coverage and
expressiveness of their fixed dictionaries. (i1) Hash-based FPs, which algorithmically generate
molecular substructures and map them into fixed-length vectors using hash functions that permit
collisions (e.g., Extended-Connectivity FP), providing greater flexibility and scalability in
capturing diverse structural patterns, albeit at the expense of reduced interpretability due to hash
collisions and the absence of explicit feature semantics [418].

v Extended Connectivity Fingerprint with a bond-diameter of 6 (ECFPs): ECFPs are a class
of circular, hash-based molecular descriptors generated using the Morgan algorithm, where
local atomic environments are iteratively expanded to capture neighborhood information
around each atom. ECFPs specifically refers to an ECFP with a bond diameter of 6,
corresponding to a radius of 3 bonds, meaning that for each atom, its chemical environment is
characterized by considering all neighboring atoms and bonds up to three bonds away. The
algorithm begins by assigning initial identifiers to atoms based on properties such as atomic
number, valence, and connectivity, then iteratively updates these identifiers by aggregating
information from neighboring atoms at increasing radii. ECFP6 is widely used in
cheminformatics and drug discovery because it provides a strong balance between local
structural sensitivity and computational efficiency, and has been shown to perform particularly
well in tasks such as molecular similarity search, activity prediction, and DTI modeling [419].

B. Biological similarity measuring metrics

These metrics are used to quantitatively assess the degree of resemblance between biological
entities based on their sequential, structural, or functional characteristics. As such, they play a
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critical role in bioinformatics and computational biology, particularly for validating and
interpreting the outcomes of ML-based models in tasks such as interaction prediction, functional
annotation, and candidate prioritization [420].

v Tanimoto coefficient (Tc): Also known as the Jaccard similarity index, this similarity metric
is widely used in cheminformatics and computational biology for quantifying the resemblance
between the feature vectors (typically FP vectors) of biological entities. Given two fingerprint
vectors A and B, Tc is defined as:

c

Te@B) =3 —¢

Eq (4.24)

Where c is the number of bits set to 1 in both vectors, and a and b are the number of bits set
to 1 in each vector respectively. This metric ranges from 0 (no shared features) to 1 (identical
representations). Due to its robustness, interpretability, and empirical success, the Tc is a
standard metric for validating learned representations and comparing predicted drug candidates
against known compounds in ML-driven DTI studies [421].

v E-value score: In the context of protein-protein similarity analysis, the E-value provides a
BLAST-specific, biologically grounded criterion to evaluate the significance of sequence
alignments, which is particularly useful for validating predicted interactions and integrating
ML-based similarity measures with established bioinformatics methods. Specifically, it
represents the expected number of alignments with a score equal to or greater than the observed
alignment score that would occur purely by chance when searching a database of a given size,
with lower E-values corresponding to more statistically significant alignments. Formally, it is
defined as:

E-value=K -m-n-e™*s Eq (4.25)

Where S is the raw alignment score, m and n are the effective lengths of the query and database
sequences, and A and K are statistical parameters determined by the scoring system used in
BLAST [422].

C. Biological computational tools

These tools are software frameworks or algorithmic platforms designed to facilitate the
analysis, modeling, and interpretation of complex biological data. They leverage computational
methods to process diverse types of biological information, including nucleotide or protein
sequences, molecular structures, and chemical properties, enabling tasks such as similarity
assessment, functional annotation, interaction prediction, and molecular property estimation. By
formalizing biological problems into computationally tractable models, these tools provide
reproducible, scalable, and systematic approaches for exploring large-scale datasets, supporting
hypothesis generation, and guiding experimental validation in fields such as genomics, proteomics,
cheminformatics, and systems biology [423].
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v' BLAST (Basic Local Alignment Search Tool): BLAST is a widely used bioinformatics
algorithm for comparing biological sequences (e.g., DNA, RNA, or proteins) against a
sequence database to identify regions of local similarity. By detecting homologous sequences;
BLAST facilitates the inference of potential functional, structural, or evolutionary
relationships, as it balances computational efficiency and sensitivity through heuristic search
strategies while providing statistical measures, such as E-value score, to assess the significance
of alignments. BLAST has become a cornerstone of sequence-based analyses, including
protein function annotation, similarity-based clustering, and the validation of predicted
molecular interactions in computational biology and drug discovery studies [10, 424].

v" RDKit: An open-source cheminformatics toolkit designed to facilitate the representation,
manipulation, and analysis of chemical structures and molecular data. It provides a wide range
of functionalities, including molecular fingerprint generation, substructure searching,
descriptor calculation, molecular visualization, and the handling of SMILES and other
chemical formats. RDKit enables the integration of chemical information into computational
pipelines, supporting tasks such as drug discovery, virtual screening, and ML-based molecular
property prediction. Its versatility and efficiency make it a widely adopted platform for both
academic research and industrial applications in cheminformatics [425].

Together, the training, evaluation, and biological criteria form a unified framework for
ensuring that the proposed models are not only computationally effective, but also scientifically
valid and biologically meaningful. By aligning optimization objectives with evaluation rigor and
biological interpretability, this criteria-driven approach supports reliable model comparison,
informed conclusions, and translational relevance in the context of computational drug discovery
and repurposing.

4.3.  First proposition: Convolutional and recurrent deep learning-based approaches for
DTI prediction as matrix completion task

4.3.1. Recommender System based on Convolution Recurrent Deep Learning (RSCRDL)

In this section, we introduce our first pair of proposed approaches (i.e., RSCRDL and its
greedy, feature-augmented variant RSCRDL F) which view intermolecular interaction prediction
tasks through an NLP perspective. As depicted in Figure 4.4, RSCRDL is constructed around the
premise that biological sequences are much like textual data, encoding rich implicit information
that governs molecular behaviors. Motivated by the limitations of traditional RSs that rely
primarily on global or handcrafted features, RSCRDL instead processes the textual representations
of proteins and drugs to directly extract latent, interaction-relevant biochemical features. To this
end, the model incorporates parallel convolutional and recurrent layers, enabling the simultaneous
capture of local structural motifs and broader sequential dependencies; an approach analogous to
deep NLP architectures used in sentence modeling. This design allows the framework to learn an
implicit interaction function that generalizes robustly to unseen or non-reactive molecules,
effectively addressing cold-start scenarios by leveraging the intrinsic information embedded
within AA and SMILES representations. Furthermore, our models demonstrate that sequence-
based learning can rival (and in many cases surpass) general-purpose, state-of-the-art RS
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approaches, underscoring the inadequacy of relying solely on global descriptors when richer
biological information is available. Building upon RSCRDL’s foundation, the RSCRDL F variant
incorporates additional CB aspects through a greedy feature-integration mechanism dedicated to
enhance the overall predictive confidence. Aside from performing typical matrix completion tasks,
we also explore the applicability of both our approaches on orphan protein sequences, evaluating
their ability to infer drug candidates for targets with no recorded interactions, highlighting their
potential in data-sparse biomedical settings.
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Figure 4.4 The architecture of RSCRDL

Conventional RS models (e.g., NeuMF, Glocal-K, and CGI [362, 387, 426]) rely on global
features (e.g., indices within lookup tables) assigned to users and items based on the information
extracted from the interaction matrix R, that encompasses their behaviors. Although their
techniques may grant them the ability to learn local relations existing among residents of R without
any external knowledge; they may affect their generalization capabilities negatively, especially for
low-profiled individuals, and new ones. In contrast, RSCRDL adopts a problem-specific approach
that alleviates these shortcomings by extracting the latent features of users and items directly from
their textual representations. Instead of depending on arbitrary global latent factors; RSCRDL
employs encoder-decoder architectures to process tokenized protein sequences and drug SMILES
strings, enabling it to derive biologically and chemically meaningful features that originate from
domain-relevant sources in a manner similar to that of the CB models. More specifically, for
proteins, the model learns the latent feature vectors corresponding to the AA tokens composing
each sequence. And with all proteins being composed of the same set of AA residuals; any update
to regarding an AA’s embedded representation affects all protein sequences containing that same
AA. This merit grants RSCRDL broader insight across all protein sequences without necessitating
any for form of pretraining, enabling the robust processing of unobserved molecular entities, while
eliminating the cold-start problem (the same process applied on drug SMILES). After the encoding
process, the resulting molecular feature vectors are concatenated to form a joint interaction
representation. This combined vector is passed to the model’s decoder, which computes a refined
interaction-specific representation, before processing it via an MLP block to determine the
interaction’s class. Figure 4.4 depicts the overall architecture of RSCRDL, and its three phases to
capture the latent features of both proteins and drugs.

A. Encoding phase
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During the forward propagation of an interaction instance, the textual representations of the
two involved molecules are individually passed to their corresponding encoder modules, denoted
as Enc(). Within each encoder, the input sequence is processed at a token level through five
parallel branches designed to extract diverse implicit features. The outputs of these branches are
subsequently aggregated via summation to produce a single feature vector encapsulating all
extracted information for that specific sequence, as illustrated in Figure 4.5. Specifically, each
sequence undergoes preprocessing steps that include tokenization and padding, then projected into
a latent embedding space through an embedding layer. Let Up represent the protein sequence
entering the protein encoder Encp( ), and let a; € R™¢™? denote the h-dimensional vector
representation of the i‘" AA generated by the embedding function Emb(). The transformed
representation of the protein sequence Up oy, after projecting all its constituent AA tokens, is
given by:

Up emb =a;Da, ©---Day

Where a; = Emb(AA4;) Eq (4.26)

Here, Up o) € RW¥N-6MP

is the embedded representation of the protein, @ denotes the
concatenation operation, n is the padded length of the protein sequence (note that padding tokens
do not contribute to backpropagation), Emb() is the embedding layer, and AA; represents the
i*" AA in the input protein sequence. At this stage, each protein sequence can be conceptualized
as a one-dimensional image of length n with h,,,; channels, enabling the application of 1D
convolutional operations for structural feature extraction. Following extensive empirical
experimentation, we settled at four parallel convolutional layers with distinct kernel sizes, as
specified below:

Ull;'_conv = pool (f (Conv(UP_emb , ki))) Eq (4.27)
for k; € K and K = {2,3,5,7}

In this formulation, Up (op, € RM-COMVixhcony

i1s the resulting feature vector, with n_conv;
representing the transformed sequence’s length, h_conv indicating the number of output
channels, pool denoting the 1D max-pooling operation, f representing the ReLU activation
function, and conv signifying the 1D convolution operation. After the simultaneous processing
through all four convolutional layers, the sequence is further processed through GRU layers.
Additionally, a parallel GRU layer processes the raw embedded sequence representation Up g
directly to prevent information loss through maximizing the extraction of sequential features.
Consequently, Up ¢pp and all four U };_COW feature vectors are processed independently according

to:

Ug_GRU = GRU(UF) Eq (4.28)

Where UE € {Up emp» Ub conw }» and U;_GRU € RM-GRUXRGRU g the corresponding output feature

vector, with n_GRU denoting the number of GRU units and h_GRU representing the
dimensionality of the latent space. Finally, all five feature vectors generated by the GRU layers
are summed—a design choice validated through empirical testing over concatenation—and passed
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to the encoder's final GRU layer to further refine the implicit feature extraction. This yields the
sequence's ultimate vector representation Up, € R™GRUXR-GRU__Ap jdentical procedure is followed
for the drug sequence U D; using its corresponding drug encoder Encp( ).
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Figure 4.5 RSCRDL encoder's architecture
B. Decoding phase

Once the encoding phase has independently computed the feature vectors for both molecules
involved in a given interaction, the decoding process is initiated. This phase starts with the
concatenation of the two feature vectors, that pass through the decoder module Dec() to generate
the interaction's final feature vector, as illustrated in Figure 4.6. During decoding, the concatenated
vector passes through a GRU layer, which is subsequently followed by a Dropout layer. The
resulting representation is then flattened according to the following equations:

Uinteraction(i_j) = Dec(Up; © UDj) Eq (4.29)
Dec(Up; @ Upj) = Flatten(Dropout(GRU(Up; @ Up;))) Eq(4.30)

In these formulations, (Up; @ Up;) € R™-CRVXZ.GRU repregents the concatenated feature vectors
of the protein and drug generated by their respective encoders, while Uintemction(ij) €

R7™-GRU'XhGRU" denotes the flattened vector representation of the interaction between protein Pi
and drug Dj.
C. MLP block

Following the decoding phase, the resulting interaction vector is passed through two fully
connected layers, each employing a ReLU activation function and followed by a Dropout layer for
regularization. Finally, the processed vector is fed into an output layer with a Sigmoid activation
function, which produces the predicted interaction class.
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4.3.2. The RSCRDL_F variant

While developing RSCRDL, our primary objective was integrating complementary RS
techniques to create a more robust predictive approach. Recognizing that drugs possess a variety
of accessible explicit features; we further extended our approach to construct RSCRDL F. This
greedier variant enables the incorporation of 18 additional molecular drug-related features by
concatenating them directly with the interaction's flattened feature vector prior to the MLP block.
By doing so, RSCRDL F leverages the advantageous aspects of CB recommendation approaches,
thereby enhancing its capacity of understanding and predicting intermolecular behaviors.

Encoded protein sequence Encoded drug sequence
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Figure 4.6 RSCRDL decoder's architecture
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4.3.3. Evaluation and analysis
4.3.3.1. Datasets

To assess the performance of our proposed approaches, we conducted experiments on two
distinct datasets derived from the ChEMBL database. Both datasets capture interactions between
protein sequences and drug compounds, yet each is constructed according to a different biological
criterion, as summarized in Table 4.1. The first dataset focuses on protein sequences belonging to
the cytokine family and their interactions with drug compounds, with interaction labeling
governed by the IC50 criterion. Specifically, interactions exhibiting /€50 values that are less than
or equal to 100nM were classified as positive (i.e., biologically relevant binding), while all
remaining interactions were designated as negative. The second dataset centers around protein
sequences from the CDK family and their corresponding drug interactions. In this case, interaction
classification was determined using the percentage inhibition criterion. Interactions demonstrating
50% inhibition or greater were labeled as positive, whereas the remainder were classified as
negative.

4.3.3.2. Experimental setup

All layers of both models share identical sets of hyperparameters. The encoder's embedding
layers project the initial drug and target sequences into a 60-dimensional latent space, followed by
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four parallel 1D convolutional layers that preserve the same dimensionality of 60, with each layer
employing a distinct filter size as specified in Eq. (4.27). The GRU layers each contain 8 units,
with a hidden size of 30 and a dropout value of 0.5—a configuration determined empirically.
Finally, the MLP block comprises two hidden layers with 256 units each, both utilizing dropout
layers set to 0.5.

Table 4.1 Characteristics of the deployed datasets

5846 4079
60 35
5054 1476
2903 1866
2943 2213

98.072 % 92.104 %

4.3.3.3. Training process

We implemented and executed RSCRDL and its variant RSCRDL F using PyTorch 1.10.1.
Model performance was monitored and optimized via the BCE loss function and the Adam
optimizer, respectively. The learning rate was initialized at 10~3 and decayed progressively over
the training course. Training was conducted for 50 epochs on the cytokine dataset and 250 epochs
on the CDK dataset; these divergent values were intentionally selected to evaluate all tested
approaches under both short and long training durations. The batch size was uniformly set to 32
for both datasets. The best-performing version of each model-—subsequently evaluated on the test
set—was selected based on Cohen's kappa score computed on the respective validation sets. For
the training process of RSCRDL _F, we transferred the weights of both encoders and the decoder
from the best-performing version of RSCRDL to provide initial knowledge regarding both drugs
and targets, thereby enabling an assessment of transfer learning effects on our architecture. Both
models were evaluated via a binary classification task on the two aforementioned datasets,
partitioned into training (75%), test (20%), and validation (5%) splits. The results of our models
were compared against two general-purpose state-of-the-art RS: NeuMF and GLocal-K [362, 387].
Both baseline approaches were deployed with the parameter configurations specified by their
original authors.

4.3.3.4. Performance assessment

Starting with the BCE loss values for all training and validation sets, depicted in Figure 4.7
(GLocal-K is excluded from this analysis due to its fundamentally different learning
methodology), we observe that RSCRDL performs relatively poorly on the cytokine training and
validation sets, exhibiting what appears to be underfitting. We hypothesize that this underfitting
stems from one or more of the following factors: (1) the model's high complexity may have created
a larger number of local minima, rendering the weight update process more difficult—an issue that
could be mitigated by increasing the total number of training epochs; (2) the intentionally high
dropout values set to prevent overfitting—a configuration determined through multiple trial-and-
error rounds—may be overly aggressive; or (3) and most plausibly, the sparsity observed in the
cytokine dataset, where the majority of drugs (3,639 out 0f 4,011 drugs in the training set) possess
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only a single interaction, resulting in feature vectors representing unique drug tokens being
updated infrequently—also addressable by extended training. These hypotheses are further
supported by the results obtained from the CDK training set, where the dataset exhibits a more
balanced distribution (only 503 out of 1,347 drugs in the training set have a single interaction).
The combination of this balanced state and the higher number of training epochs allowed RSCRDL
to avoid underfitting, with our approach demonstrating significantly improved performance on this
dataset, competing with the results of the NeuMF approach. Furthermore, examination of the
RSCRDL training and validation plots reveals that they had not stabilized by the end of the learning
process, suggesting the potential for further performance improvements with extended training
durations. Focusing on the RSCRDL F approach, which demonstrated slightly superior results
compared to its predecessor model, indicating that the transferred weights, combined with the
incorporated explicit drug features, positively influenced the learning process by accelerating
stabilization and improving convergence. As for the final model presented in Figure 4.7 that is
NeuMF, it’s evidently the top performing approach in terms of training loss values on both
datasets. However, its validation loss values indicate that these results are attributable to
overfitting.
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Figure 4.7 BCE loss values w.r.t number of epochs for the training and validation sets of the cytokine and CDK
datasets

The aforementioned observations are further substantiated by the results presented in Figures
4.8 and 4.9, which now include GLocal-K in the comparison. As observed, NeuMF achieves the
highest performance on both training sets. However, its poor validation results clearly indicate that
the approach suffered from overfitting—a discrepancy that is particularly pronounced with the
cytokine dataset. GLocal-K exhibits a performance that’s similar to that of NeuMF, albeit with
less impactful results, suggesting that it may also be affected by overfitting. In contrast, our models
demonstrate the most stable performance, with training and validation losses remaining closely
aligned for each dataset. This stability implies that the latent features learned directly from
biological sequences are more effective at representing interactions compared to those extracted
from global features, regardless of whether training occurs over short or extended durations.
Among all approaches, RSCRDL_F emerges as the top-performing model on both validation sets,
achieving the highest F1-score, followed sequentially by RSCRDL, NeuMF, and finally GLocal-
K. The final evidence supporting our assumptions is presented in Figure 4.10, which displays each
model's Cohen's kappa scores on the validation sets. These results confirm that the overall top-
performing model across both datasets is RSCRDL _F, followed by RSCRDL, then NeuMF, and
finally GLocal-K. Furthermore, considering that our approaches reached their optimal
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performance at late stages of training, we posit that they still possess the potential to achieve even

higher results with extended training.
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Figure 4.8 General metrics comparison w.r.t number of
epochs for the cytokine and CDK training sets
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Figure 4.9 General metrics comparison w.r.t number of
epochs for cytokine and CDK validation sets

Finally, the examination of the evaluation results for all models on both test sets, as presented
in Table 4.2, reveals that RSCRDL F is the top-performing model across both datasets, followed
by RSCRDL. This finding indicates that our proposed approaches achieved state-of-the-art
performance by effectively exploiting drug-target-related features derived from biological
sequences. NeuMF and GLocal-K, on the other hand, demonstrated competitive results despite
their general-purpose nature. This outcome is particularly impressive considering that both models
operate with little to no domain-specific information, relying instead on global features and
interaction patterns without access to the sequential molecular representations that our approaches
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Figure 4.10 Cohen's kappa score comparison w.r.t number of epochs for cytokine and CDK validation sets

4.3.3.5. Performance validation

Despite the theoretical sophistication of all trained models, the reliability of their predictions
requires investigation through domain-specific tools that extract ground-truth knowledge for

explanation, comparison, and validation.

A. Drugs Analysis
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The first stage of the analysis focuses on drug molecules to help assess their behavioral
similarity through structural resemblance. Since the biological activity of drugs is strongly
associated with their underlying three-dimensional organization; structure-oriented molecular
representations, such as FPs, can be leveraged to estimate similarities between compounds and
infer potential functional relationships. In this context, the ECFP6 algorithm was employed due to
its demonstrated effectiveness in encoding chemical structures compared with other molecular
descriptor approaches [419, 427].

Table 4.2 Metrics comparison regarding all models for both test sets

CRDL CRDL F NCF GLocal- CRDL CRDL F NCF GLocal-
K K
0.345 0.38 0.226  0.227 0.717 0.731  0.704  0.642

0.673 0.689 0.614 0.613 0.857 0.865 0.853 0.814

0.664 0.646  0.623  0.569 0.843 0.853 0.84 0.781
0.654 0.722  0.583 0.618 0.869 0.857  0.834 0.92
0.674 0.585  0.668  0.527 0.818 0.85 0.847  0.678

Following the generation of fingerprint vectors for all compounds, where the ECFP6 bit vector
size was fixed at 1024, pairwise structural similarities were computed using Tc. This metric’s
threshold varies depending on both the used fingerprint strategy and the molecular category under
investigation; for drug compounds represented using ECFP6, a threshold value of 0.42 was
adopted [428]. Subsequently, insignificant and redundant similarity scores were filtered using the
‘RDKit’ framework, resulting in a sparse symmetric similarity matrix that can be interpreted as
the adjacency matrix of an undirected graph. Within this graph, linked drug nodes are assumed to
exhibit structural resemblance and, consequently, may share comparable biological properties or
mechanisms of action. The prior structural knowledge inferred from the generated similarity graph
was then utilized as an evaluation criterion for the interaction matrices produced by the proposed
models. More specifically, each drug d; was represented as a vector d; € R™, corresponding to its
interaction profile with the m protein sequences present in the interaction matrix. These high-
dimensional interaction vectors were projected into lower-dimensional spaces using the t-SNE
algorithm to facilitate visualization and distributional analysis. To ensure a fair and robust
assessment, 225 t-SNE configurations were explored using the Chebyshev distance metric,
alongside an additional 225 configurations based on the Correlation distance metric, with each
configuration characterized by a distinct set of hyperparameters.

After dimensionality reduction, drug instances were assigned labels according to the
connectivity structure of the similarity graph, where compounds belonging to the same connected
subgraph shared the same class label, whereas isolated nodes were assigned unique labels. Finally,
the quality of the generated projections was assessed through the analysis of intra-cluster
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compactness and inter-cluster separability, thereby evaluating how effectively the interaction
representations preserved the structural relationships established from the original molecular
similarity graph.

v Cytokine set:

The analysis began with the Cytokine dataset, which contains 5054 drugs used to construct
the fingerprint-based similarity graph illustrated in Figure 4.11. The generated graph was
partitioned into 175 disconnected subgraphs, excluding the 39" null subgraph, with component
sizes ranging from 2 to 515 nodes. In addition, the null subgraph included 241 isolated drugs that
were considered to exhibit unique biological activities. It was also observed that the majority of
the generated subgraphs were not fully connected, indicating that structural similarity does not
necessarily exist between every pair of drugs belonging to the same component; consequently,
only direct neighboring relations were considered during the subsequent deduction stage.

Regarding the low-dimensional drug representations produced through the 450 t-SNE
configurations summarized in Tables 4.3 and 4.4, the RSCRDL model demonstrated the most
distinguishable clustering behavior. More specifically, it achieved the highest inter-cluster
separation score when the Correlation distance metric was employed, while ranking second when
the Chebyshev distance metric was used. The RSCRDL F variant followed closely behind with
highly competitive results. Similarly, the GLocal-K approach also exhibited strong performance,
as both RSCRDL and GLocal-K alternated between first and second place depending on the
selected distance metric. By contrast, NeuMF produced noticeably weaker inter-cluster
separability scores under both evaluation settings, which further reflects the overfitting behavior
previously observed during the training phase. Concerning intra-cluster compactness, the proposed
architectures yielded relatively close and moderately higher values compared with the competing
approaches, whereas GLocal-K and NeuMF achieved the lowest intra-cluster distances, indicating
tighter grouping among structurally related drugs. Nevertheless, relying solely on low intra-cluster
distances is insufficient for assessing the quality of an interaction matrix. Although NeuMF
generated compact clusters, its simultaneously low inter-cluster separation resulted in significant
overlap between samples belonging to different classes, suggesting that the learned interaction
representations were not sufficiently discriminative or biologically informative.

From a visual interpretation perspective, Figures 4.12 and 4.13 illustrate the highest-quality
projections produced by each evaluated approach. The representations generated by the GLocal-
K model appear to provide the clearest organization of drug compounds, where samples belonging
to related categories form relatively compact and distinguishable clusters across the projected
space. In contrast, the projections obtained from our proposed models exhibit a different structural
behavior, characterized by repetitive trail-like distributions under both distance metrics. More
specifically, compounds associated with identical classes tend to form separated sub-clusters
distributed along elongated trajectories, which may be attributed to the fact that several compounds
grouped within the same similarity subgraph are not necessarily direct structural neighbors, but
rather indirectly connected through intermediate relationships. Regarding the NeuMF approach,
the projected distributions appear considerably less organized and substantially more difficult to

163



Chapter 4: Proposed Recommender Systems for Intermolecular Interaction Prediction,
Drug Repurposing, and de novo Drug Design

interpret under both metrics. Drug samples are scattered across the embedding space without
forming meaningful or coherent class-oriented structures, suggesting that the learned interaction
representations were strongly affected by the sparsity and limited information available during
training. Such observations further support the assumption that NeuMF suffered from weaker
generalization capabilities compared to the remaining evaluated models, ultimately leading to
interaction matrices that were less capable of preserving biologically meaningful structural
relationships among compounds.

56.2:515 natos, 7484 adgos 563140 e, 23907 odges

4 218 noss, 7312 odgen sas
s 263 edges 561 302 nodes 3
1

Figure 4.11 Drugs’ fingerprint similarity graph of the cytokine set

Table 4.3 Inter and Intra-cluster criteria results of all 225 t-SNE models based on the correlation distance-metric for
the cytokine set

Criterion Inter-cluster distance Intra-cluster distance
Feature Mean =+ std Best value (max) Mean=+std Best value (min)
Model
e 0 31449.9+2984.0 35825.5 1199.8+105.9 421.4
e e 29351.6+2860.1 32470.7 1267.2+124.0 428.8
NeuMF 25851.6+6604.7 29130.2 1265.8+321.2 8.8
G Ui D 31445.744706.5 35771.6 784.7+123.5 153.7

Table 4.4 Inter and Intra-cluster criteria results of all 225 t-SNE models based on the Chebyshev distance-metric for
the cytokine set
Criterion Inter-cluster distance Intra-cluster distance
Mean =+ std Best value (max) Mean=+std Best value (min)
Model
RSCRDL 31077.0+2833.5 34804.8 1177.5£101.8 504.8
e 30776.7+£3187.3 34059.8 1135.2+113.8 356.4

NeuMF 26043.9+6194.0 28820.1 1289.6+307.0 27.0
IR 14861.1+13142.0 34808.6 369.3+:313.9 13.1
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Figure 4.12 Cytokine set’s drugs projections via t-SNE Figure 4.13 Cytokine set’s drugs projections via t-SNE
algorithm with correlation distance-metric algorithm with Chebyshev distance-metric
v" CDK set:

Concerning the CDK dataset, the generated fingerprint similarity graph illustrated in Figure
4.14 was constructed from a total of 1476 drug compounds, and exhibited structural characteristics
comparable to those observed for the Cytokine set. Nevertheless, the resulting graph was
partitioned into a smaller number of connected components, namely 140 subgraphs (excluding the
null component), with cluster sizes ranging from 2 to 96 compounds. Most subgraphs are
incomplete, indicating the existence of indirect structural relationships between several
compounds rather than strict pairwise similarities. Additionally, 225 isolated compounds were
grouped within the graph’s 11" null subgraph, suggesting potentially unique biological or
structural behaviors. The quantitative results obtained from the deployed t-SNE configurations,
summarized in Tables 4.5 and 4.6, reveal that the four evaluated models achieved relatively close
performance levels compared to those observed for the Cytokine dataset. Such behavior suggests
that all approaches were able to capture more informative latent representations from the
interaction matrices. Nevertheless, our proposed models achieved the highest overall and peak
inter-cluster separation values under both the Chebyshev and Correlation distance metrics,
highlighting their superior ability to discriminate between structurally distinct drug classes.
Although NeuMF produced lower intra-cluster distances, indicating tighter local grouping of
similar compounds, its overall projection quality remained less significant due to its weaker inter-
class separability.

The visual representations displayed in Figures 4.15 and 4.16 further support these
observations. All evaluated models generated projection patterns resembling the periodic trail-like
structures previously observed with the Cytokine set, with RSCRDL_F and GLocal-K producing
the most coherent and aligned distributions, followed by RSCRDL. In contrast, the NeuMF
projections appeared comparatively underdeveloped and less organized, resembling an incomplete
version of the patterns generated by the remaining models, which may indicate insufficient
learning of interaction context. Furthermore, the clearer emergence of periodic projection
structures across all models for the CDK dataset suggests that this dataset provided more
exploitable interaction information than the Cytokine dataset. Importantly, our proposed
approaches were the only models capable of consistently reproducing these structured projection
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behaviors across both datasets, supporting the hypothesis that sequence-driven representations
enabled faster and more effective learning of latent drug characteristics and biological behaviors.

Table 4.5 Inter and Intra-cluster criteria results of all 225 t-SNE models based on the correlation distance-metric for
the CDK set

Criterion Inter-cluster distance Intra-cluster distance

Feature Mean + std Best value (max) Mean + std Best value (min)
Model

TSRS 29147.5+£2931.8 32047.5 294.5+29.6 111.8
ety 30510.0+£3063.0 35393.6 322.7+31.7 123.2
NeuMF 29359.5+4731.9 31942.2 366.1+59.7 41.4
IR B 28828.6+3007.9 31857.8 377.0+£39.6 156.6

Table 4.6 Inter and Intra-cluster criteria results of all 225 t-SNE models based on the Chebyshev distance-metric for
the CDK set
Criterion Inter-cluster distance Intra-cluster distance
Feature Mean =+ std Best value (max) Mean +std Best value (min)
Model
e e 29363.1+3150.8 32727.4 299.8+30.5 117.0
e 28440.6+3095.8 32888.6 281.0+26.3 108.0

NeuMF 29342.6+4586.8 32359.6 375.1£58.8 83.6
IR B 28505.0£2761.2 31040.8 372.3+£38.5 155.9
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Figure 4.14 Drugs’ fingerprint similarity graph of the CDK set
B. Protein sequences analysis
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Shifting the analysis toward the more challenging case of protein sequences, where we
conducted a composite similarity assessment that jointly integrates both one-dimensional and
three-dimensional similarity measurements, corresponding respectively to sequence homology
and structural resemblance. The first analysis stage focused on evaluating similarities between AA
sequences forming the primary structures of proteins. To accomplish this task, the BLAST
algorithm was employed to compute alignment-based homologies between protein sequences
through the exploitation of the E-value significance metric, where similarities associated with
values below 10~¢ were considered biologically meaningful [429]. The second analysis stage
targeted structural similarity assessment and followed a procedure analogous to the one previously
adopted for molecular compounds. More specifically, protein structures were represented through
ECFPs fingerprints using a bit-string length fixed at 2048. Since no universally established Tc
threshold exists for protein-sequence-derived fingerprints, an empirical threshold selection
strategy was adopted based on observations extracted from the drug-oriented experiments. During
the previous analyses, only a very small fraction of the computed Tc values—Iess than 1% of the
total similarity scores generated for both the Cytokine and CDK datasets—were found to be
sufficiently significant. Guided by these observations, we inferred that an equivalent significance
level for protein structural similarities would require a substantially higher threshold value i.e.,
0.8, leading us to select (Tc = 0.9) in order to retain only highly confident structural relationships.

Following the computation of both sequence-based and structure-based similarities, the final
protein similarity graph was constructed by intersecting the outputs of the two analysis procedures.
Consequently, two protein sequences were considered related only when they simultaneously
satisfied both the homology-based and structural similarity criteria, allowing the resulting graph
to reflect stronger and biologically more reliable associations between proteins.
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Figure 4.15 CDK set’s drugs projections via t-SNE Figure 4.16 CDK set’s drugs projections via t-SNE
algorithm with correlation distance-metric algorithm with Chebyshev distance-metrics

v' CytoKine set:

Starting with the Cytokine set and its 60 protein sequences, the generated similarity graph
illustrated in Figure 4.17 reveals the formation of several compact groups composed of 2 to 4
proteins independently of their originating organisms. Overall, the graph was partitioned into 11
complete subgraphs. Since the retained edges satisfy the two similarity criteria jointly, connected
proteins are expected to exhibit comparable biological behaviors and potentially fulfill analogous
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targeting roles during intermolecular interactions. Moreover, 19 out of the graph’s 22 edges were
associated with E-values equal to zero, indicating extremely strong sequence homology among the
connected proteins. In contrast, the null component represented by the 12t" subgraph contains
more than half of the proteins, suggesting that these isolated sequences may possess distinctive
biological functionalities and interaction patterns.

The resulting graph structure was subsequently exploited to define class labels during the
projection phase of protein interaction vectors through the deployed t-SNE configurations,
consisting of 400 models for each previously adopted distance metric. The obtained quantitative
results, summarized in Tables 4.7 and 4.8, alongside the most representative visual projections
shown in Figures 4.18 and 4.19, clearly demonstrate the superiority of our proposed approaches
over the competing methods across all evaluation scenarios. Among all evaluated models,
RSCRDL F achieved the best overall performance, combining the highest global projection
quality with the highest and second highest inter-cluster values under the Correlation and
Chebyshev metrics respectively, while simultaneously maintaining the lowest intra-cluster
distances for both metrics. These findings strongly support the effectiveness of incorporating the
pretrained encoder-decoder representations inherited from RSCRDL together with explicit
molecular descriptors, which collectively enhanced the model’s capability to construct
biologically meaningful interaction representations. Although RSCRDL ranked slightly below its
enhanced variant, it still achieved highly competitive results that substantially surpassed those
obtained by the two general-purpose state-of-the-art RS.

In contrast, the competing approaches produced relatively similar results between themselves,
yet remained significantly behind the performance levels reached by our models, further
emphasizing the limitations of conventional RS when applied to specialized bioinformatics-
oriented interaction prediction tasks. Visual inspection of the generated projections further
reinforces these observations. Excluding isolated proteins, RSCRDL successfully grouped
proteins belonging to identical classes into coherent and distinguishable clusters under both
distance metrics, highlighting the robustness of its learned interaction matrix. RSCRDL F
produced even more organized distributions, where the periodic trail-like projection patterns
previously observed during drug analysis reappeared among proteins sharing the same classes.
Conversely, the projections generated by the state-of-the-art baselines appeared comparatively
scattered and partially random, suggesting that their learned interaction matrices were less
effective at capturing latent protein-related features and were likely biased toward exploiting
global drug-related characteristics instead.
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Figure 4.17 Cytokine set’s protein sequences similarity graph

Table 4.7 Protein inter/intra-cluster results of all 400 t-SNE models based on the correlation distance-metric for the
cytokine set

Criterion Inter-cluster distance Intra-cluster distance
Feature Mean + std Best value (max) Mean + std Best value (min)
Model
et 327.192+113.53 492.525 3.772+1.09 5418
[Lelea i 331.030+114.30 497.458 3.164+1.24 1.115
NeuMF 316.309+98.34 395.102 5.314+1.67 6.372
Cibv 0 311.216+£88.47 442215 6.091+£1.80 8.058

Table 4.8 Protein inter/intra-cluster results of all 400 t-SNE models based on the Chebyshev distance-metric for the
cytokine set

Criterion Inter-cluster distance Intra-cluster distance
Mean + std Best value (max) Mean +std Best value (min)
Model
338.005+110.28 544.346 3.688+1.06 2.317
358.176+115.02 524.739 3.265+1.18 0.576
321.250+105.64 440.284 4.987+1.56 6.226
309.622+100.33 405.736 5.358+1.53 6.917
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Figure 4.18 Cytokine set’s protein sequences projections  Figure 4.19 Cytokine set’s protein sequences projections
via t-SNE algorithm with correlation distance-metric via t-SNE algorithm with Chebyshev distance-metric

v' CDK set:

Regarding the CDK dataset, the similarity graph generated from its 35 protein sequences and
illustrated in Figure 4.20 exhibits a markedly sparse connectivity structure compared to the
previously analyzed set. Only three edges were retained as biologically significant relationships,
with all corresponding alignments being characterized by E-values equal to zero, indicating
extremely strong homology between the connected protein pairs.

The quantitative results obtained from the 800 deployed t-SNE models, summarized in Tables
4.9 and 4.10, reveal that the four evaluated approaches achieved relatively comparable
performances. Nevertheless, each model demonstrated superiority under specific evaluation
settings depending on the adopted distance metric. GLocal-K achieved the best global performance
under the Correlation metric, combining the highest overall inter-cluster separation with the lowest
intra-cluster distances. In parallel, NeuMF demonstrated more competitive behavior this time by
reaching the minimum intra-cluster value and the highest overall inter-cluster value under the
Correlation and Chebyshev metrics respectively, indicating improved local grouping and class
discrimination capabilities for this dataset. Concerning our proposed approaches, RSCRDL
achieved the most favorable results under the Chebyshev distance metric by simultaneously
producing the best inter and intra-cluster values, whereas RSCRDL _F obtained the highest inter-
cluster score under the Correlation metric. Furthermore, the visual projections displayed in Figures
4.21 and 4.22 indicate that all evaluated models produced relatively similar distribution patterns,
with no highly distinguishable structural differences between the generated projections, which may
be attributed to the limited number of meaningful protein associations available within this dataset.

Table 4.9 Protein inter/intra-cluster results of all 400 t-SNE models based on the correlation distance-metric for the
CDK set

Mean £std  Best value (max) Mean +std Best value (min)

188.959+46.19 242753 1.281+0.46 1.517
189.830+40.28 251.270 1.277+0.47 1.234
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NeuMF 185.368+52.00 247.217
SRR 199.733+38.31 219.984

1.234+0.45 1.262
1.377+0.42 1.219

Table 4.10 Protein inter/intra-cluster results of all 400 t-SNE models based on the Chebyshev distance-metric for the
CDK set

Criterion Inter-cluster distance

Intra-cluster distance

Mean + std  Best value (max) Mean +std Best value (min)
Model

SR 192.391+41.51 255.296
RO 189.607+41.03 245.633
205.950+43.40 255.086

SRR 195.687+48.26 253.810

Subgraph 1: 2 nodes and 1 edges

Subgraph 2: 2 nodes and 1 edges

Subgraph 3: 2 nodes and 1 edges
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Figure 4.20 CDK set’s protein sequences similarity graph
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Figure 4.21 CDK set’s protein sequences projections via t-
SNE algorithm with correlation distance-metric

0 stray prolein sequence (emply vircle)

Figure 4.22 CDK set’s protein sequences projections via t-
SNE algorithm with Chebyshev distance-metric
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4.3.3.6. The application of RSCRDL and RSCRDL_F in drug repurposing strategies

By exploiting the ability of our proposed models to infer missing associations and generate
dense interaction matrices, novel candidate interactions can be deduced through the combination
of: the ability to render sparse interaction matrices full, the similarity graphs generated for both
proteins and drugs, and the experimentally validated positive interactions available within each
dataset. The adopted deduction strategy, illustrated in Figure 4.23, propagates known interactions
across biologically or structurally similar entities while ensuring consistency with the predictions
generated by our approaches. More specifically, a protein sequence is assumed to potentially
interact with neighboring drugs that are structurally similar to compounds with which it already
possesses validated positive interactions, provided that such deductions do not contradict the
predictions of our models—Eq. (4.23). Similarly, the reverse deduction process assumes that a
drug may interact with proteins that are biologically related to its known targets, thereby enabling
both drug-based and protein-based interaction inference.

V p; € PSGy, d; € DSG:
if 3 Valid_Positive_Interaction(pl-, dj)
and RSCRDL(p;, N(d;)) = th

and RSCRDL_F (p;, N(d,)) = th
then EICandidate_Positive_Interaction(pl-, N(dj))

and if RSCRDL(N(p;),d;) > th

and RSCRDL_F (N(p;), d;) = th
then EICandidate_Positive_[nteraction(N(pi), d]-) }

Eq (4.31)

Within this formation, p; denotes a protein sequence belonging to the protein subgraph PSGy,
which exhibits a Valid_Positive_Interation with a drug d; that is part of the drug subgraph
DSG,. RSCRDL and RSCRDL_F represent the predicted interaction scores produced by our
proposed models for a given protein—drug pair, while th denotes a predefined confidence threshold
used to filter the resulting candidates, with higher values indicating more reliable predictions.
Finally, N() refers to the set of neighboring molecules associated with a given entity within its
corresponding similarity subgraph.

Starting with the Cytokine set, where Eq. (4.31) was applied using a confidence threshold fixed
at 0.65, which resulted in the inference of one protein-oriented candidate interaction and 140 drug-
oriented candidate interactions, while excluding deductions involving non-human protein
sequences. The inferred protein-based interaction concerns the protein “Interleukin-1 receptor
antagonist” (P18510), which is involved in the regulation of several interleukin-1-mediated
inflammatory and immune mechanisms [430]. Additionally, this protein is associated with
multiple pathological conditions, including inflammatory disorders, diabetes-related
complications, gastric cancer, and several cancer prognostic processes [430-433]. Furthermore,
P18510 exhibited strong similarity with its neighboring protein P25085 (mouse), reflected by an
E-value of 10716 and a fingerprint similarity score of 0.915, and since the latter possesses a
validated positive interaction with CHEMBL3416692 that’s characterized by an IC50 value of
52nM; both RSCRDL and RSCRDL F estimations that reached the approximately 68.6% are
further strengthened.
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Concerning the 140 drug-based inferred interactions, they involve six distinct human protein
sequences and 135 drug compounds. A substantial portion of these candidates targeted the protein
“C-C chemokine receptor type 57 (P51681), which plays an important role in inflammatory
chemokine signaling, HIV-1 co-receptor activity, and T-lymphocyte migration toward infected
tissues, while also being associated with type 1 diabetes mellitus-related disorders [434]. Among
the inferred candidates, nine compounds satisfied all rule-of-five constraints without violations.
One notable example is CHEMBL1782578, for which two neighboring molecules, namely
CHEMBL1683190 and CHEMBL 1683074, possess experimentally validated positive interactions
with P51681, characterized by IC50 values of 5.3nM and 11.1nM, respectively. Additionally,
CHEMBL1782578 demonstrated fingerprint similarity scores of 0.538 and 0.74 with these
neighboring compounds, further reinforcing the plausibility of the inferred interaction being
positive as hypothesized by RSCRDL and RSCRDL _F, with probability scores reaching the values
of 68.801% and 72.274%, respectively. The five most confident drug-based candidate
interactions involving compounds with no rule-of-five violations are summarized in Table 4.11
according to the confidence estimates generated by RSCRDL F.

As for the 140 drug-based candidates (which involve 6 different human protein sequences and
135 drugs), 43 of them focused on ‘C-C chemokine receptor type 5’ (P51681), which acts as an
inflammatory CC-chemokines receptor, a co-receptor for human immunodeficiency virus-1, and
a contributor during the migration of T-lymphocytes to infected sites, while being associated with
‘Type 1 diabetes mellitus 22’ [434]. Nine of P51681’s candidate interactions revolve around drugs
with no rule-of-5 violations, such as CHEMBL1782578 that 2 out of its 35 neighbors
(CHEMBL1683190 and CHEMBL1683074) being confirmed to have valid positive interactions
with P51681 with IC50 values of 5.3 and 11.1 nM. And with CHEMBL1782578 having the FP
similarity values of 0.538 and 0.74 with its 2 aforementioned neighbors; our models’ assumptions
regarding its candidate positive interaction with P51681 are further strengthened, with
probabilities reaching 68.801% and 72.274% as anticipated by RSCRDL and RSCRDL F
respectively. With top-5 most confident drug-based candidates concerning drugs with no rule-of-
5 violations being depicted in table 4.11 (sorted according to the estimations of RSCRDL_F).

N
Protein; | Protein;
\

candidate positive
interaction

Drug

Figure 4.23 Candidate interactions deduction process

Table 4.11 Top-5 drug-based candidate positive interactions for the protein sequences of the cytokine set
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CHEMBL17825 CHEMBL1683190 0.538, 0.74 68.81% 72.27%
78 CHEMBL1683074

CHEMBL17825 CHEMBL1683190 0.472, 0.689 68.93% 71.98%
67 CHEMBL1683074

CHEMBL16830 CHEMBL1683190 0.83, 0.708 68.62% 71.58%
77 CHEMBL1683074

CHEMBL17825 CHEMBL1683190 0.513, 0.745 68.92% 71.4%
70 CHEMBL1683074

CHEMBL22364 CHEMBL1683074 0.574 68.83% 71.33%
75

Proceeding to the CDK set, where the confidence threshold (th) of Eq. (4.31) was increased to
0.8, resulting in the inference of one protein-oriented candidate interaction. This candidate
involved the protein “Cyclin-A2” (P20248), a key regulator of cell-cycle progression [430] that
has been associated with several cancer-related pathologies, including retinoblastoma and
adenocarcinoma [430], while also being identified as an unfavorable prognostic biomarker in
multiple cancer types such as renal, pancreatic, liver, lung, and endometrial cancers [433]. Based
on the predictions generated by RSCRDL and RSCRDL _F, P20248 was hypothesized to positively
interact with CHEMBL4083619 with confidence scores reaching 84.32% and 80.01%,
respectively. This deduction is supported by the fact that CHEMBL4083619 exhibits a validated
positive interaction with the bovine protein P30274 that’s characterized by an IC50 value of
52nM, while P20248 shares extremely strong similarity with P30274, reflected by an E-value
equal to zero and a fingerprint similarity score of 0.945.

Regarding the drug-oriented deductions, a total of 426 candidate interactions were inferred,
involving 22 human protein sequences and 79 molecular compounds. One representative example
concerns the protein “G2/mitotic-specific cyclin-B1” (P14635), which plays a major role during
cell-cycle regulation [434] and has been linked to several cancer-related conditions, including
retinoblastoma and laryngeal squamous cell carcinoma, while also serving as an unfavorable
prognostic marker in lever, renal, and pulmonary cancers [433]. For this protein, 24 candidate
interactions involving compounds with zero to two rule-of-five violations were identified,
including the interaction with CHEMBL4443261, which satisfies all rule-of-five constraints.
Furthermore, four neighboring compounds among the 62 neighbors of CHEMBL4443261 possess
experimentally validated positive interactions with P14635, characterized by IC50 values ranging
from 55 to 90nM. These neighboring molecules (CHEMBL4078060, CHEMBL4094561,
CHEMBL4548580, and CHEMBL4063500) also exhibit fingerprint similarity scores of 0.458,
0.462, 0.576, and 0.475 with the candidate drug, respectively, thereby reinforcing the plausibility
of the inferred interaction being positive—RSCRDL and RSCRDL F probabilities reached the
values of 94.767% and 81.737%, respectively. The five most confident drug-oriented candidates
involving compounds without rule-of-five violations are presented in Table 4.12 according to the
confidence scores generated by RSCRDL _F.

The final evaluation stage focused on orphan human protein sequences that were identified as
biologically related neighbors to proteins already present within the studied datasets. In this
context, Eq. (4.32) was applied in order to infer plausible interactions for these previously
unobserved proteins and further evaluate the generalization capabilities of the proposed models.
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3 Candidate_Positive_Interaction(orphan_p, drug;)
if:
RSCRDL(orphan_p, drug;) = th
and RSCRDL_F (orphan_p,drug;) = th
and 3 p; € Neighbors(orphan_p) : Eq (4.32)

RSCRDL(p;, drug;) = th
and RSCRDL_F (pj, drug;) > th
and 3 Valid_positive_interaction(p;, drug;)

Table 4.12 Top-5 drug-based candidate positive interactions for the protein sequences of the CDK set

CHEMBL44432 CHEMBL4078060 0.458, 0.462,0.576, 94.77% 81.74%

61 CHEMBLA4094561 0.475 94.78%  81.74%
CHEMBL4548580 ' '
CHEMBL4063500
CHEMBL4548580 0.576 94.78% 81.74%
CHEMBL4078060 0.458, 0.462,0.576, 94.78% 81.74%
CHEMBLA4094561 0.475 94.78% 81.74%
CHEMBL4548580
CHEMBL4063500

The first orphan protein sequence investigated in this study corresponds to “Atypical
Chemokine Receptor 4” (QINPB9), which demonstrated strong biological similarity with 21
protein sequences belonging to the Cytokine set. The observed similarities were characterized by
E-values ranging from 2.10731 to 1.10773, alongside fingerprint similarity scores varying between
0.8 and 0.854. Biologically, this protein is known to participate in the migration processes of both
immune and cancer cells [434], associated with disorders such as Sézary syndrome and immune
deficiency diseases [430], and has been identified as an overexpressed biomarker in stomach
cancer [433]. By processing QINPB9 against the 5054 compounds of the Cytokine set through
our proposed frameworks, a total of 234 candidate interactions were inferred, including 68
interactions involving compounds that satisfy all rule-of-five constraints. One representative
candidate interaction concerns the compound CHEMBL1683074, which exhibits experimentally
validated positive interactions with both 055193 (rat) with an /€50 value of 2.9nM, and P41597
(human) with an IC50 range of 3.0~3.9nM. Moreover, both 055193 and P41597 share strong
similarity relationships with QONPBY, reflected by the E-values of 2.107>% and 3.107°°, as well
as fingerprint similarity scores of 0.817 and 0.815, respectively. These observations further
support the interaction probabilities predicted by RSCRDL and RSCRDL F for the QINPB9-
CHEMBL1683074 pair, which reached 68.92% and 71.97%, respectively. The five most
confident inferred candidates involving compounds without rule-of-five violations are
summarized in Table 4.13 according to the confidence estimates generated by RSCRDL _F.
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Table 4.13 Top-5 candidate positive interactions regarding Q9NPB9 and drugs with no rule-of-5 violations

Orph  Neighb E- fingerprint(orp drug RSCR RSCRDL
an ors value(orphan, han, _F
(orphan Neighbors(orph Neighbors(orph
) an)) an))
AONZY  P41597 3.10%° 0.815 CHEMBLI683 | 68.91% | 72.68%
9 063
CHEMBLI1683  68.88%  72.68%
064
CHEMBLI1683  68.64%  72.38%
059
CHEMBLI1782  68.81%  72.27%
578
CHEMBLI1782  68.93%  71.98%
567

Regarding the orphan protein sequences associated with the CDK dataset, our analysis enabled
the inference of candidate interactions for three previously uncharacterized targets. Among them,
particular attention was given to “Cyclin-dependent kinase 17 (FSH6Z0), which has been linked
to both “Spastic Paraplegia 16, X-Linked” and “Spastic Paraplegia 12, Autosomal Dominant”
disorders [430], while also being identified as an unfavorable prognostic biomarker in renal cancer
[433]. Based on its strong resemblance to 18 neighboring protein sequences, characterized by E-
values ranging from 0 to 4.107*° and fingerprint similarity scores between 0.811 and 0.911; a
total of 203 potential interactions were inferred for FSH6Z0. Among these inferred interactions,
178 involved compounds satisfying the rule-of-five criteria, including CHEMBL4540910. This
compound already demonstrated experimentally validated positive interactions with four
neighboring proteins of FSH6Z0, namely Q00535, Q00526, P24941, and P06493, with inhibition
scores of 88%, 73%, 71%, and 51%, respectively. Moreover, the orphan target exhibited highly
significant sequence and structural similarities with these neighboring proteins, with E-values of
3.107129 107113 6.107111 and 3.107117, alongside fingerprint similarity scores of 0.817, 0.822,
0.815, and 0.813. These observations further reinforce the predictions generated by both
RSCRDL and RSCRDL_F, which estimated the probability of CHEMBL4540910 inhibiting more
than 50% of FSH6ZO0 activity at 96.39% and 80.66%, respectively. The five most confident
candidate interactions involving compounds without rule-of-five violations are summarized in
Table 4.14 according to the confidence scores produced by RSCRDL F.

Table 4.14 Top-5 candidate positive interactions regarding F5H6Z0 and drugs with no rule-of-5 violations
Orpha Neighbo E-value(orphan, fingerprint(orph Candida RSCRD RSCRDL

n rs Neighbors(orph an, te drug L _F
(orphan an)) Neighbors(orph
) an))
|74 P11802 2.10°%7 0.835 CHEMBL  95.65% 82.37%
0 545295
Q00535 3.101207.10°% 0.817 0.837 CHEMBL  90.7% 82.27%
Q00534 1.10-113 6.10-111 0.822 0.815 1909343
Q00526 67 -117
P24941 2.10°73.10 0.8350.813
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P11802
P06493
Q00535 3.1071202.10°7 0.817 0.811 CHEMBL 92.59%  81.95%
533236 1.10113 6,101 0.822 0.815 23254
-117
524941 3.10 0.813
P06493
P24941 6.107111 0.815 CHEMBL 93 29%, 81.92%
4160587
Q00535 3.1071202.10°7 0.817 0.811 CHEMBL 9224%  81.9%
ﬁgg%g 3.10%8 6,101 0.819 0.815 14762
-117
P24941 3.10 0.813
P06493

Another orphan protein sequence investigated in this study was the “Cyclin P” (Q9HSSS5),
which is predominantly localized within the cellular nucleus, where it participates in cell-cycle
regulation, cellular proliferation, migration processes, mitotic phase transitions, and the regulation
of cyclin-dependent serine/threonine kinase activity [430]. By exploiting the similarity
relationships established with five neighboring proteins identified within the CDK set, four of
these homologous sequences contributed to the inference of 81 potential candidate interactions.
Notably, 80 of the inferred candidates involved compounds that satisfied the rule-of-five
constraints without violations. These interaction hypotheses were derived using evidence gathered
from one to three neighboring proteins simultaneously, as summarized in Table 4.15, where the
five most confident candidate interactions are ranked according to the confidence scores produced
by the RSCRDL F framework for compounds exhibiting no rule-of-five violations.

Table 4.15 Top-5 candidate positive interactions regarding Q9H8S5 and drugs with no rule-of-5 violations

P78396 2.10%4 4,10 0.821 0.807 CHEMBL2325 92,629  81.952%

P20248 3.10% 0.809 4 %

P14635

P20248 4102 0.807 CHEMBL4160 93229  81.925%
587 %

P78396  2.10244.10°3 0.821 0.807  CHEMBLI476 92276  81.902%

P202438 3.10% 0.809 2 %

P14635

P20248 4102 0.807 CHEMBL2397 95.43%  81.78%
859

P78396  2.10244.102 0.821 0.807  CHEMBLI738 89.617 81.759%

P20248 3 . 1 0—29 0 809 742 %

P14635

The last orphan protein sequence analyzed in this study is “Cyclin-I” (Q14094), which is
known for its characteristic oscillatory expression patterns across the different phases of the cell
cycle [430]. It is also reported as a favorable prognostic biomarker in renal cancer [433],
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highlighting its potential relevance in disease progression assessment. Leveraging similarity links
with three out of its four corresponding neighbors in the CDK set, a total of 68 candidate
interactions were inferred, among which, 67 satisfy the rule-of-five constraints without violations.
Q14094 exhibits interaction patterns comparable to those observed for the previously discussed
orphan sequence Q9HS8SS5, with which it shares a notable similarity characterized by an E-value
of 1071 and a fingerprint similarity score of 0.795, which is close to the threshold established in
our experimental setting. The five most confident candidate interactions, restricted to rule-of-five
compliant compounds, are presented in Table 4.16 and ranked according to the prediction scores
produced by the RSCRDL_F model.

Table 4.16 Top-5 candidate positive interactions regarding Q14094 and drugs with no rule-of-5 violations

P78396 10-08 2.10-09 0.828 0.827 CHEMBL4050  95.823  81.733%

P20248 39 A

P20248 2.10-09 0.827 CHEMBLA4060 91422 81.725%
451 %

P20248 2.10-09 0.827 CHEMBLA4060  88.972 81.682%
610 %

P20248 2.10-09 0.827 CHEMBLA4207  96.055 81.525%
368 %

P20248 2.10-09 0.827 CHEMBLA4212  96.234 81.461%
850 %

4.4. Second proposition: Transformer-based recommender system and translator
approaches for intermolecular interaction prediction and drug generation as matrix
completion and matrix expansion tasks

In this section, we present our second pair of proposed approaches, which leverage transformer
architectures to address intermolecular interaction prediction and de novo drug generation as
complementary matrix completion and matrix expansion tasks. Motivated by the limitations of
conventional RSs in modeling the high complexity and low-profile nature of molecular entities,
these approaches extend the RS paradigm beyond retrospective interaction retrieval toward
proactive molecular discovery. As illustrated in Figure 4.25, we introduce a transformer-based
recommender system (RSSSTr) that estimates unobserved intermolecular interactions by jointly
exploiting sequential and structural molecular representations together with historical interaction
data, for more prominent matrix completion task. In parallel, we propose an enhanced transformer-
based translator (TSSTr) designed to generate novel drug candidates conditioned on protein
sequences and their mutated variants (Figure 4.26), effectively enabling matrix expansion through
the introduction of new items into the interaction space. Central to both models is an architectural
strategy that efficiently encodes structural molecular information via our novel proposed
fingerprint indexation mechanism (Figure 4.24), allowing both frameworks to exploit molecular
fingerprints in a scalable and expressive manner. By coupling generative and recommendation
capabilities within a single coherent framework, RSSSTr and TSSTr operate synergistically: the
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translator expands the chemical search space with biologically plausible candidates, while the
recommender evaluates and prioritizes their relevance to target proteins. Together, these models
demonstrate how transformer-based systems can bridge interaction prediction and molecular
design, offering a scalable, data-driven solution for advanced drug discovery and repurposing in
data-sparse and rapidly evolving biomedical contexts.

4.4.1. FP_indexation method

Conventional tokenization method of sequential data involves mapping the discrete tokens
forming raw sequences to numerical values (Figure 4.24 (a)), which are then projected into a latent
space. This approach is limited to sequences that are composed of value-dependent tokens, where
the context of a token depends solely on its identity while completely ignoring its position (e.g.,
the word ’cat’ retains constant meaning regardless of its position in a sentence, thus will always
be identified by the same token). In contrast, FP vectors represent value-and-position-dependent
sequences, where both identity and position of a token determine its context (all ‘0’s indicate
structural feature absence, but the 0° and 0/ correspond to distinct missing structural features,
hence mustn’t be characterized by the same token, same goes for all the ‘1’s), meaning that
standard tokenization method would falsely map all tokens that resemble structural feature absence
(‘0’s) using only one token and so on (Figure 4.24 (b)), resulting in feeding erroneous structural
feature embeddings to the model, and causing it to propagate incorrect information.

raw FI? vector

Regular text raw FP vector i (ol [0]of_]1]

|thc [quickfprown] fox | [dog | [0 [0 [ o[ 1] 3 |
i I’os\ect0r|ﬂ ‘ 1 | 213 | |499‘ |G ‘ 1 | 1 |G ‘ ‘ 1 ‘ [IJvecml'i

Tokenization Tokenization

§|5m|430|120|zx4|, [1s] [o[11]a]- \||

[o]z2]4a]6]- [ous] [olo o el ]1]

Ny
@ : o35 6] [oee
ar | m(0): 0
Regular : (1) | (b)
Tokenll‘allon : nbr_uniguc_IDs=2 FP ]ﬂdexdtloﬂ

Figure 4.24 D/fference between tokenizing a binary FP vector via (a) a regular tokenization method, and (b) via our
FP indexation method

To resolve such issue; we developed a novel tokenization method that incorporates both identities
and positions of tokens in sequences for more faithful representations of FP vectors without any
context loss, as depicted in Eq (4.33).

Position(feature;) X nbr_unique_IDs

FP_indexation(Vep) = Concat (+ID (feature;)mod(nbr_unique_IDs)

) for feature; € Vpp Eq (4.33)

Where Position is the position of feature; in the FP vector Vip (With positions starting from 0),
ID is a token’s context value (the value usually leveraged in conventional tokenization method),
with features sharing the same values having the same ID which must be an integer value that
starts from O (note that we included the Mod operation solely to ensure that ID values do actually
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start from 0, hence it can be ignored), with nbr_unique_IDs being the total number of unique /Ds
(in the case of FP vectors its 2). The application of this method on a binary FP vector would
generate a total of nbr_unique_IDs X length(Vgp) unique tokens with only length(Vzp) tokens
being present in the resulting tokenized FP vector, meaning that the application of Eq (4.33) on a
500-character-long binary FP vector would generate a total of 1000 unique representations
regarding both tokens that have the ID values of 0 or 1 (with the former being characterized by
even indices, while the latter being characterized by odd indices) as depicted in Figure 4.24 (b).
Additional example that further demonstrates the application of our FP_indexation approach can
be witnessed in Table 4.17, where we compute all possible combinations of its application on a 3
character-long vector that consists of 2 unique values ‘A’, and ‘B’, from which we can deduce the
tokenized vector of [B, A, B] which would be the combination of token ‘B’ in the oth position,
token ‘A’ in the 15¢ position, and token ‘B’ in the 2™® position, that is {1, 2, 5}.

Table 4.17 Demonstration of the tokenization process of a 3-character-long binary vector via our FP_indexation
method

0 2 0 0 0
1 2 2
2 4 4
1 0 0 1
1 2 3
2 4 5

4.4.2. The architecture of RSSSTr

Knowing that the behaviors of molecules are determined by their structural features that can
be represented both sequentially and structurally; we decided to approach a pair of molecules’
interaction Vipseraction € R™*"0%! ag the summation of their encoded sequential (Vspq 1 € R™,
Vseq2 € R™) and structural (Vep 1 € R", Vpp , € R™) feature vectors that are processed parallelly
via RSSSTr’s four encoders SeqEncy(), SeqEnc,(), StrEnc,(), and StrEnc,(), which are
employed in order to extract as much latent features as possible as depicted in Eq (4.34), with
Emb() being an embedding layer, Tokenize() a regular tokenization method, FP_indexation()
our FP indexation method that’s depicted in Eq (4.34), Pos_info € R™*4-model 3 positional
information vector, n the unified sequence length, and d model the model’s latent space size.

2
Vinteraction(vseq,lr Vseq,Zr Vep 1, Vrp2) = Z SeqEnc; (Emb (TOkenize(Vseq,i)) + POS_iTlfO)
=t Eq (4.34)
+ Z StrEnc;(Emb (FP_indexation(VFp_i)) + Pos_info)
i=1
The resulting encoded feature vector of the designated interaction is then decoded via RSSSTr
decoder Dec() for more feature extraction, before being flattened and passed to a Dense layer
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with a Sigmoid activation function in order to estimate the overall class of the interaction by
applying Eq (4.35), with RSSSTr overall architecture being depicted in Figure 4.25.

?V_interaction = Singid (Dense (Flatten (Dec (Vinteraction)))) Eq (4-3 5)

4.4.2.1. Preprocessing phase

Before being processed by RSSSTr; a molecule’s representation Seq = (¢, ..., t,,) is padded,
then tokenized via either a regular tokenization method (in the case of sequential representations)
or via our FP_indexation method (in the case of FP vectors). This newly generated vector
representation Seq’ = (ig, ..., iy, Padp 41, -.., Pad,) € R™ is then mapped into a latent space via
an embedding layer as depicted in Eq (4.36), which generates the sequence’s latent vector
representation Vyoq = (Vo ..., V) € R™M™P with V; € R"*™P being the h-dimensional vector

representation of the i*" token in the sequence, which is then injected with positional information
as depicted in Eq (4.34) to help link each token’s latent representation with its position in the
sequence to grant self-attention mechanisms the ability to perceive the alignment of tokens more
efficiently.

Veeq = Emb(Seq’) Eq (4.36)
Emb(Seq’) = Concat(Emb(iy), ..., Emb(i,,), Emb(Pad 41), ..., Emb(Pad,,)) q

4.4.2.2. Encoding phase

After all four input vector representations of the molecules involved in an interaction finish
being preprocessed; each of their vectors is encoded by one of RSSSTr four identical encoders,
which are composed of several stacked identical encoder layers, followed by a normalization layer,
as depicted in Eq (4.37).

Enc(Veeq) = Norm(Enc_Layers(Enc_Layer;(Enc_Layer; (Veeq) + Vieq) + Vieq)) Eq (4.37)

With Enc() being one of the four encoders SeqEnc1(), SeqEnc2(), StrEnc1(), or StrEnc2(),
Norm() being a normalization layer, and Enc_Layer;() being an encoding layer. Our encoder’s
architecture is distinguishable from the original encoder’s architecture by the additional residual
connections (depicted as dashed red arrows in Figure. 4.25) implemented for the purpose of
feeding the original input passed to the encoder to the input of each of its encoder layers (excluding
the first encoder layer), with the intention of further enhancing the flow of gradient during back-
propagation [435], while granting later encoder layers more insight regarding the original sequence
processed by the encoder through enabling them to witness features lost during the encoding
processes performed by previous layers. Note that the encoder layers implemented in our model
adopt the Pre-LN approach [436, 437] where the normalization layer is positioned prior to the sub-
layer, rather than the conventional Post-LN one [239] (normalization layer is positioned after the
sub-layer), since the latter one poses higher risks of vanishing/exploding gradients (especially
when dealing with large loss values) by preventing the model from passing the gradient back
without skipping normalization layers [437], in contrast the former one that can skip normalization
layers during back propagation.
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4.4.2.3. Decoding phase

The four encoded vector representations of the two involved molecules are then passed on to
RSSSTr decoder that processes their summation as a single feature vector, which can be considered
at this point as the interaction’s encoded feature vector that incorporates both sequential and
structural features of the molecules involved in it. The decoder’s architecture is set to be identical
to that of the encoders that is depicted in Eq (4.37), and knowing that RSSSTr is not performing a
translation task; only padding masks are deployed within its decoder, since recommendation tasks
require full access to the processed feature vectors, hence eliminating the need for causal masks.
Note that the choice of such architecture for the decoder came after several experiments in which
we tried to implement architectures that are similar to those of bert [438] and biobert [103], as well
as our attempts to integrate two parallel cross-attention mechanisms where each one processes a
molecule’s feature vector (that was the sum of its encoded sequential and structural feature vectors)
as Query vector, and the other molecule’s feature vector as Key/Value vectors, which resulted in
a way too complex model that failed to pass the training phase.

4.4.2.4. Projection layer

Finally, an interaction’s decoded feature vector Vi, oraction € R™<%"°%! is flattened, then
passed to a Dense layer with a Sigmoid activation function to estimate the interaction’s overall
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Figure 4.25 The architecture of RSSSTr

4.4.3. The architecture of TSSTr

Our translator model on the other hand is characterized by the same conventional methods and
architecture implemented in transformer-based translator models, with the only difference being
(1) TSSTr incorporation of the aforementioned residual connections that feed the original input
passed to an encoder to each of its encoder layers, and (2) its adoption of an additional encoder
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sub-architecture that grants it the ability to process the structural feature vector of the source
molecule alongside its sequential one in order to grant it access to more latent features for more
prominent translation outcomes as depicted in Figure 4.26.
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Figure 4.26 The architecture of TSSTr

4.4.3.1. Encoding phase

With architectures that are similar to those implemented in RSSSTr; TSSTr two encoders
process both sequential and structural vector representations of the source molecule separately.
The resulting encoded two vectors are then summed in order to form the source molecule’s overall
encoded feature vector that incorporates both its sequential and structural features, which is then
passed to TSSTr decoder to be processed as Key/Value vectors in its multi-head cross attention
mechanisms.

4.4.3.2. Decoding phase

TSSTr decoder on the other hand is identical to that of the original transformer-based
translator, where it stacks several decoder layers followed by a normalization layer, with each
decoder layer being composed of three stacked residual connections (adopt the Pre-LN approach)
that engulf a masked multi-head self-attention (applies a padding mask combined with a causal
mask), a multi-head cross-attention (processes the previous layer’s output as its Query vector, and
the sum of the two encoders’ outputs as its Key/Value vectors), and a position-wise feed-forward
layer as their sub-layers respectively [239]. Note that the residual connections that we implemented
in the encoders of both RSSSTr and TSSTr and the decoder of RSSSTr are not implemented in
TSSTr decoder, knowing that applying them would cause the target molecule’s feature vector to
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bypass the causal masks (applied in each decoder layer’s masked-multi-head self-attention) set to
prevent the decoder from processing future tokens and preserve the model’s autoregressive nature.
Furthermore, TSSTr does not process the target molecule’s FP vector for several reasons, (1) FP
vectors represent the overall structure of a molecule, hence cannot be generated token-wise like
sequential vectors, (2) the structural features present in FP vectors are not aligned according to
their presence in the respective molecule sequence, hence, causal masks cannot be effectively
applied on them, and (3) we thought of generating local FP vectors for each of the sub-sequences
that are generated token-wise during inference, but the majority of them would possess invalid
SMILES sequences (in the case of drugs) that FP vectors cannot be generated for (AA sub-
sequences can bypass such issue, but this paper focuses more drugs rather than protein sequences).

4.4.3.3. Projection layer

Finally, the decoded feature vector is then flattened before passing through a Dense layer with
a Log-Softmax activation function that maps it to the same size as the vocabulary size of target
molecules, indicating the probability of each token being next in the sequence.

4.4.4. Evaluation and analysis
4.4.4.1. Datasets

For the purpose of evaluating RSSSTr; experiments were conducted on four datasets that
incorporate the interactions of human protein sequences with other molecules, with two sets
revolving around the DTIs of the human GPCR and CDK single-protein sequences and their
interactions with drugs, which are extracted from the ChEMBL database [41] based on /€50 score
values (same threshold values deployed earlier). The other two sets involved the direct and
physical PPIs of human protein sequences (regardless of their family) and protein sequences
belonging to either HIV or SARS-CoV-2 (COV) organisms that are extracted from the IntAct
database [439]. these interactions are based on recorded MlI-score (confidence) values, with
interactions that are characterized by MI-score values that are greater than or equal to 0.5 being
considered as positive interactions (assigned positive classes), and vice versa. As for TSSTr
evaluation process, and since it’s obvious that we would only be interested in generating relevant
molecules; both its training and inference tasks were limited to the positive samples cross all four
aforementioned sets (negative samples are completely ignored), while being performed
considering both translation directions (translate from human protein sequences to relevant virus
protein sequences or drugs, and vice versa). Note that despite the fact that this paper primarily
focuses on drug discovery; we purposely included the two target-target sets in the process of
evaluating both RSSSTr and TSSTr so that we can demonstrate the robustness of our methods in
extracting the structural features residing in binary FP vectors and the implications of doing so.
All molecules present in all four datasets are 500 tokens long or less, with general information
regarding all four datasets being depicted in Table 4.18.

4.44.2. Experimental setup

Focusing on RSSSTr, which is characterized by a 256-sized latent-space that is set for all of
its four embedding layers, with its four encoders alongside its decoder being composed of 3-
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stacked encoder layers that are all preserving dimensionality at 256 via their self-attention
mechanisms, while possessing position-wise feed-forward sub-layers that are all characterized by
a hidden space size of 1024. TSSTr on the other hand has a higher complexity, with a 512 latent-
space size set for all of its embedding layers and self-attention mechanisms, a total of 6-stacked
encoder layers in each encoder, with a 2048 hidden size set for each encoder layer’s position-wise
feed-forward sub-layer, and a total of 6-stacked decoder layers that also have a latent-space size
of 512 and a hidden size of 2048 set for each position-wise feed-forward sublayer. Both models
possess a unified max sequence length of 500 tokens, while having the same number of attention
heads that’s 8, with all their dropout layers set to the value of 0.3, while their weights are initialized
via the Xavier initialization method [225]. Note that the sequential vectors chosen to represent the
studied individuals are AA sequences regarding protein individuals, and SMILES representations
[440] regarding drug molecules, whereas the structural feature vectors representing both types of
molecules are generated via ECFP¢ with a bit-string length of 500 (its dynamic length renders it
able to fit to the max sequence length, thus providing more structural features to process while
eliminating the need for padding masks). The choice of such algorithm was made after several
experiments that involved several FP-generating algorithms, with dictionary-based ones (e.g.,
MACCS) failing to efficiently generate FP vectors for protein sequences (the limited size of their
dictionaries renders most protein sequences with identical FP vectors, since all of them are
composed of the same set of AA that are just aligned differently) and forcing models deploying
them to depend solely on the sequential features of protein sequences, hence, the need to deploy a
hash-method based FP algorithm.

Table 4.18 Characteristics of the deployed datasets

1413 4641 361 2852
6 13 158 1205

1014 2970 21 68

893 3092 150 867
520 1549 211 1985
76.78 8798  89.12  96.52
% % % %
4.4.4.3. Training process

The training process of RSSSTr was performed for a total of 500 epochs on batches of 8 on
all four datasets that were split to 70%, 10%, and 20% as a training, validation, and test sets
respectively, with its performance being monitored via BCE loss function, and optimized via the
Adam optimizer [408] that has a learning rate of 10~*, with the Cohen kappa score being chosen
as the metric used to evaluate the model’s performance on the validation sets in order to retrieve
the top performing version of the model, which would be used during inference on the test sets
and later in Section 4.4.4.5. Additionally, to better visualize the results of RSSSTr, we had it
compared with four state-of-the-art RS, with one being a problem-specific approach that is
RSCRDL [441], while the other three being general-purpose ones, encompassing NeuMF [362],
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ConvNCF [363], and GLocal-K [387], with all four models being selected based on their
remarkable results across Cytokine and CDK, Pinterest, Gowalla, and MovieLens 1M datasets
respectively. The training process of TSSTr on the other hand was also performed for a total of
500 epochs on batches of 6 on all four datasets that were split to 90%, and 10% as a training and
validation sets respectively (test set is ignored), with its performance being monitored via the CE
loss function that’s characterized by a label smoothing value of 0.1, and optimized via the Adam
optimizer that has a learning rate of 10™* and an epsilon value of 10~°, with the METEOR score
[417] being chosen as the metric used to evaluate the model’s performance on the validation sets
in order to retrieve the top performing version of the model, which would be exploited later in
Section 4.4.4.5. To better visualize the results of TSSTr; we had it compared with a state-of-the-
art Pre-LN transformer model [437, 239] (since it was proven to be more efficient than the Post-
LN one). Note that all five state-of-the-art approaches are implemented with the set of parameters
stated by their authors. Furthermore, while testing both our approaches; we intentionally did not
incorporate any form of performance-enhancing methods (e.g., self-supervision, pretraining,
hyperparameter tuning, etc.) since our main intention in this paper is displaying the raw potentials
of our proposed approaches without any interference from such methods.

4.4.4.4. Performance assessment
A. Recommender systems results

Focusing on the five RSs, and starting with their training and validation BCE loss values across
all four datasets that are depicted in Figures 4.27 and 4.28 (GLocal-K is excluded due to its distinct
training paradigm), where it’s noticed that RSSSTr, NeuMF, and ConvNCEF are exhibiting signs
either overfitting or overconfidence, as their training loss values are rapidly converging and
stabilizing at optimal values (with NeuMF being the fastest model to converge, followed by
ConvNCF, then RSSSTr that converges later at slightly higher loss values) despite outputting
exploding validation loss values (both NeuMF and ConvNCF validation loss values kept
increasing over the course of training regarding all sets but HIV, whereas RSSSTr showed similar
behaviors but only regarding CDK and COV sets).
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Figure 4.27 The BCE loss values of RS w.r.t the number of Figure 4.28 The BCE loss values of RS w.r.t the number of
epochs across all four training sets (lower is better) epochs across all four validation sets (lower is better)

The aforementioned assumption regarding three models being overconfident is further
supported by the deployed metrics’ results (balanced accuracy, precision, recall, and F1 score)

186



Chapter 4: Proposed Recommender Systems for Intermolecular Interaction Prediction,
Drug Repurposing, and de novo Drug Design

regarding all training and validation sets that are depicted in Figures 4.29 and 4.30 (including
GLocal-K), with RSSSTr, NeuMF, and ConvNCF results concerning the deployed metrics being
both robust and significant across all training and validation sets (showing no signs of poor
generalization), thereby eliminating the possibility of them suffering from overfitting, and further
explaining their results being more significant than those of RSCRDL, which showed no signs of
overconfidence in said metrics, with RSSSTr being able to outperform RSCRDL across all four
validation sets, while both NeuMF and ConvNCEF are able to do so but only regarding the two
target-target sets. RSCRDL on the other hand displayed the most consistent loss values across all
four sets, despite its significantly higher training loss values that imply to the possibility of it
suffering from underfitting, which is reinforced by RSCRDL being temporarily trapped in local
minima while processing the two target-target sets, highlighting the limitations of RNNs at
extracting latent features across long sequences (hence the higher loss values), and the inefficiency
of AA-based representations at incorporating structural features of molecules (thus explaining the
gap between its target-drug and target-target sets’ metric results). Concluding with GLocal-K
which showed the most controversial results (with its results concerning both GPCR and HIV sets
being both competitive and robust, in contrast to its results regarding both CDK and COV sets that
are less significant) that strongly suggest its vulnerability to large-sized sparse matrices.
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Figure 4.29 Metrics’ results w.r.t the number of epochs for all five RS across all four training sets (higher is better)

Our speculations regarding all five RS are further strengthened by the Cohen kappa score

results (Figure 4.31) concerning all four validation sets, with RSSSTr emerging as the top-
performing model across all four validation sets, demonstrating the efficiency of its transformer-
based encoder-decoder architecture and the residual connections it implements, alongside the
robustness of the structural feature vectors it leverages that are generated via our FP_indexation
method (since RSSSTr was able to outperform RSCRDL, which depends solely on sequential
representations, while avoided being trapped in local minima in both target-target sets). Following
RSSSTr in both target-drug sets is RSCRDL, despite its underperformance in the two target-target
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sets, further reinforcing our assumptions regarding the inadequacy of AA-based representations at
capturing the structural features of molecules. In contrast, NeuMF and ConvNCF displayed less
significant results regarding both target-drug sets, implying to the limitations of their general-
purpose techniques at handling poor-profiled individuals (69.6% and 68.2% of the drugs present
in GPCR and CDK sets respectively had only one recorded interaction). Such assumption is further
reinforced by their improved performances regarding both target-target sets, where most
individuals possess multiple interactions. GLocal-K on the other hand performed poorly all but
HIV set, highlighting the inefficiency of kernel-based methods at processing large and sparse
matrices. Lastly, by analyzing the inference results of all five models’ across all four test sets that
are depicted in Tables 4.19 and 4.20; we can conclude that RSSSTr is the most efficient model,
with a significant gap noticeable between its performance and those of the other RS setting as a
solid proof regarding the potentials residing in the techniques it adopts (the combination of
sequential and structural molecular representations leveraged via transformer architectures that are
supported by additional residual connections, paired with our FP indexation method that helps
extract the structural features of molecules from binary FP vectors).
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Figure 4.30 Metrics’ results w.r.t the number of epochs for all five RS across all four validation sets (higher is better)

Table 4.19 Metrics results’ regarding all five RS concerning the two target-drug test sets

RSSS RSCR Neu ConvN GLocal RSSS RSCR Neu ConvN  GLocal
Tr DL MF CF -K Tr DL MF CF -K
0.675 0.544 0.587 0.567 0.322 0.504 0317 0.237 0.182 0.227

0.825 0.771 0.787 0.784 0.641 0.756  0.663  0.608  0.587 0.629

0.891 0.834 0.856 0.839 0.813 0.829 0.760 0.786  0.753 0.657
0.848 0.830 0.831 0.842 0.708 0844 0.781 0.728  0.719 0.787
0938 0.839 0.882  0.837 0955 0814 0.739 0.854 0.791 0.563
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Table 4.20 Metrics results’ regarding all five RS concerning the two target-target test sets

RSSS RSCR Neu ConvN  GLocal RSSS RSCR Neu ConvN  GLocal
Tr DL MF CF -K Tr DL MF CF -K
0.829 0.405 0.805 0.774 0.887 0.819 0.566 0.796 0.744 0.524

0914 0.714 0912  0.890 0948 0913 0.793 0914 0.888 0.756

0.900 0.694 0.892 0.871 0935 0.874 0.705 0.862  0.828 0.663
0.900 0.595 0.829 0.844 0906 0.860 0.665 0.807 0.772 0.694
0.900 0.833 0.967 0.900 0.967 0.890 0.750 0924 0.891 0.634
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Figure 4.31 Cohen kappa score results w.r.t the number of epochs for all five RS across all validation sets (higher is
better)

B. Translator models results

Moving on the translator models’ results, and starting with their training and validation loss
values regarding all eight translation tasks that are depicted in Figure 4.32, where it’s noticed that
TSSTr is significantly outperforming the Pre-LN transformer in all four target-target translation
tasks by converging rapidly while stabilizing at more optimal loss values, indicating the robustness
of the residual connections implemented in its encoders that are granting it the ability to avoid
vanishing/exploding gradients more efficiently, as well as its ability to overcome the lack of
structural information that proteins’ AA sequences fail to provide by exploiting proteins’ structural
features generated via the incorporated FP indexation method (hence explaining the Pre-LN
transformer’s significantly higher training and validation loss values regarding both target-target
sets’ translation tasks). The aforementioned statements are further strengthened by the loss values
acquired from the four target-drug related translation tasks, where the availability of sequential
representations that are more efficient at incorporating the structural features of molecules (i.e.,
SMILES) do significantly enhance the overall performance of the Pre-LN transformer to the point
of rendering it able to perform on the same level as TSSTr (despite converging at slower rates
compared to TSSTr), with both models showing less significant loss values regarding the two P2D
translation tasks, which we assume to be caused by the large number of less-frequent drugs that
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are hindering the two models’ learning paradigms, with TSSTr being more affected than the Pre-
LN transformer due to the elevated complexity of its architecture.

Concluding with the two models’ METEOR score values regarding all eight validation sets’
translation tasks that are depicted in Figure 4.33, from which it’s evident that TSSTr is more
efficient at intermolecular translation tasks (converges faster while achieving more robust results
in all eight translation tasks) through exploiting both sequential and structural features of
molecules, which can be crucial especially in tasks that involve protein sequences, since their
sequential representations cannot efficiently incorporate their structural features (as shown in all
four target-target based translation tasks).
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Figure 4.32 CE loss values of translator models w.r.t the number of epochs regarding all eight translation tasks
across all training and validation sets (lower is better), with P2D, D2P, H2V, V2H being the protein-to-drug, drug-to-
protein, human-to-virus protein, and virus-to-human protein translation tasks respectively
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Figure 4.33 Meteor score values of translator models w.r.t the number of epochs regarding all eight translation
tasks across all four validation sets (higher is better), with P2D, D2P, H2V, VV2H being the protein-to-drug, drug-to-
protein, human-to-virus protein, and virusto- human protein translation tasks respectively

4.4.4.5. The application of RSSSTr and TSSTr in drug repurposing and de novo drug

design strategies involving both regular and orphan protein sequences

Now that both RSSSTr and TSSTr are proven to possess the knowledge needed for them to
perceive the behaviors of molecules, and knowing that both models are able to process even
unobserved molecules; both approaches are exploited in order to (1) perform matrix completion
task through the deduction of unobserved interactions via RSSSTr, and (2) perform matrix
expansion task by generating novel relevant drug molecules across the two target-drug sets.

A. Matrix completion task
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Starting with the matrix completion task that is accomplished in a manner similar to that of
RSCRDL, where unobserved candidate positive interactions are estimated via RSSSTr by
processing sparse interaction matrices, with said candidates being filtered based on the
intermolecular similarities measured between residents of the interaction matrices, which are
performed via biological similarity measuring methods as depicted in Eq (4.38) (note that this
equation is specifically meant to extract candidate positive interactions from target-drug sets, and
in order to apply it on target-target sets; the 37¢ clause of the equation is replaced with a clause
that is identical to the 2% one with the exception of referring to the other set of proteins present
in the set), where an unobserved interaction between protein p; and drug d; is considered as a
candidate positive one only if (1) RSSSTr estimated it as a positive interaction (the probability of
it being positive is greater than or equal to the threshold value thyg that is set to 50%), (2) RSSSTr
has correctly estimated an already existing valid positive interaction between a neighbor (or more)
of either molecules involved in the candidate positive interaction and the other molecule (a
neighboring protein ny of p; has a valid positive interaction with d; that RSSSTr has correctly
estimated, or a neighboring drug n; of d; has a valid positive interaction with p; that RSSSTr has
correctly estimated), with protein sequences being considered as neighbors only if the E-value
score between their AA sequences is less than or equal to the threshold value th,, 4, that is set
to 107 and the Tc value thr. p between their ECFPg vectors (that are characterized by bit-string
lengths of 1024) is greater than or equal to 0.8, while drugs being considered as neighbors only if
the Tc value thr. p between their respective ECFP¢ vectors is greater than or equal to 0.42 (note
that in order to retrieve more confident results, all that’s needed is just to increase the threshold
values thgg, thr p, thy. p and decrease the value of theyqpqe)-

ICandidate_positive_interaction(p;, d;) if: RSSSTr(p; d;) = thgs

And
Any € P: Evalue(p;, ng) < thepae And Tc(ECFPg(p;), ECFPs(ny)) = thrc p
And EIvalL'd_positive_interaction(nk,dj): RSSSTr(nk, dj) = thgs Eq (4.38)

Or
an, € D: Tc(ECFPy(d;), ECFPs(n)) 2 thre
And Fvalid_positive_interaction(p;,n;): RSSSTr(p;,n;) = thgs

The application Eq (4.38) on the four datasets resulted in a total of 703 and 12779 protein-
based candidates regarding GPCR and CDK sets respectively, 1164 drug-based candidates
regarding the CDK set, 2 human protein-based candidates regarding the COV set, and 24 and 12
virus protein-based candidates regarding COV and HIV sets respectively (note that we were not
able to deduce any drug-based or human protein-based candidate positive interactions for GPCR
and HIV sets respectively). Showcasing some of the candidate positive interactions that were
deduced for the two target-drug sets, and starting with the one that involves ‘P32249° (G-protein
coupled receptor 183); a member of the GPCR protein family located in a cell’s membrane where
it contributes in cells migration and communications [442, 443], involved in several GPCR-related
signaling pathways [430], associated with ‘DFNB24’ and ‘GEFS+ Type 6’ diseases [430], while
being considered as a favorable prognostic marker in cervical cancer [433]. Based on the 2
neighbors that this protein has in the GPCR set; we were able to deduce a total of 328 candidate
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positive interactions for it, with 272 of them involving drugs with no violations to the rule-of-5
such as ‘CHEMBL3718309°, with RSSSTr estimating the likelihood of their interaction to be
100% positive, which is based on the candidate protein’s neighbor ‘QINQSS5’ (with which
‘P32249’ share an E-value score of 9.72 X 10~ alongside a Tc similarity value of 0.802) that is
characterized by an IC50 value of 0.01nM for its interaction with the candidate drug. Additional
candidate interactions are displayed in Table 4.21, where the top 5 most confident protein-based
candidate positive interactions that involve drugs with no rule-of-5 violations across both CDK
and GPCR sets.

Table 4.21 Top 5 most confident protein-based candidate positive interactions involve drugs with no rule-of-5
violations regarding both target-drug sets

Q00526  P24941 2.18x10°17 0.885 CHEMBL  100%
3298309
Q00534  P06493, P24941, 4.56x10°1, 4x10%°, 0.830, 0.851, CHEMBL 999
P50750, P11802, 7.09x102,2.79x10°  0.806, 0.864 4282338 oy
P50613, Q00526 154 1.61x10°, 0.835, 0.856
1.26x107°
Q92772 P06493, P24941, 1.29x1074,5.6x1077, 0.829, 0.849, CHEMBL 999
P50750, P11802, 6_3)(10'60 8.44X10_49 0.829. 0.824 4282338 %,
P50613, Q00526 2.55x10°", 4.65x10°  0.816, 0.839
76
Q00535  P06493, P24941, 5x10712°,2.45x107'28,  0.878, 0.880, CHEMBL 999
P50750, P11802, 2.63x1072,1.35x10°  0.814, 0.823 4442620 oy
P50613, Q00526 76 557x107", 0.834, 0.850
3.22x107133
QSMAIS P06493, P24941, 1.19x107%,1.16x10°  0.817, 0.843, CHEMBL 99 .8
P11802, Q00535, 73 ]_11)(10'52 0.832.0.813 2103840 %
P30613 4.82x107°,8.02x10"  0.828
67
P32249 QI9NQS5 9.72x10°% 0.802 CHEMBL 100%
3718521
QINQS5  P46095 1.62x107°8 0.867 CHEMBL 100%
3982858
P32249  Q9NQS5 9.72x10.09 0.802 CHEMBL  100%
4060589
QY9HCY97 P32249 9.01x102° 0.849 CHEMBL 999
3560529 o,
Q9Y2T6 Q9HC97 1.17x1073° 0.822 CHEMBL 67.1

4876009 %

Moving on to the CDK set’s drug-based candidate positive interactions that revolve around 10
protein sequences and a total of 727 drugs (with 635, 80, and 12 candidate drugs possessing 0,
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1, and 2 violations to the rule-of-5 respectively), with 733 candidate positive interaction being
deduced based on drugs that are also characterized by no violations to the rule-of-5, such as the
candidate that involves the CDK protein family member ‘P11802” (Cyclin-dependent kinase 4),
an unfavorable prognostic marker in both liver and renal cancers [433] that is mainly located in a
cell’s cytoplasm, nucleus, or nucleus membrane [434] where it contributes in cell’s cycle [430] ,
involved in the ‘RB1 dysfunction’ and ‘Cellular Senescence’ pathways [430], alongside being
associated with several Melanoma diseases [430]. Among the 657 drugs that ‘P11802’ has valid
positive interactions with; 4 of the them (i.e., ’CHEMBL3644032’, 'CHEMBL4442620’,
"CHEMBL3644034°, and "CHEMBL3644033) are among the 18 neighbors that the candidate
drug ‘CHEMBL3644022’ has in the CDK set (with which it share the Tc similarity values of 0.89,
0.72, 0.547, and 0.737 respectively), and with these 4 neighboring drugs possessing the /€50
values of 20, 5, 24, and 24nM for their interactions with the candidate protein sequence
respectively; RSSSTr estimation that reached the value 99.63% regarding the candidate
interaction being positive is further strengthened. Additional CDK set’s drug-based candidate
positive interactions are depicted in Table 4.22, where the top 5 most confident candidates that
involve drugs with no rule-of-5 violations are depicted, which are deduced based on their
neighboring drugs that are also in possession of no violations to the rule-of-5.

Focusing on the candidate positive interactions that are extracted from the two target-target
sets, and specifically one of the 2 human protein-based candidates that are deduced from the COV
set, where the human protein ‘P27361° (Mitogen-activated kinase 3) that is known for its
contribution in the regulation of numerous cellular processes while being part of both ‘Prolactin
Signaling’ and ‘TLR3 Cascade’ pathways [430] is assumed to positively interact with ‘PODTC9’,
which is known for its fundamental roles in viral RNA transcription and viral replication [434].
This candidate interaction is based on the latter protein’s valid positive interaction (characterized
by a Ml-score value of 0.53) with ‘P19784° (Casein kinase II subunit alpha’), which is one of the
two neighbors that ‘P27361° has in the COV set, with their E-value score settling at the value of
6.14 x 10731 while their Tc similarity value is settling at 0.81, thus further supporting RSSSTr
estimation concerning ‘P27361° and ‘PODTCY9’ interaction being 98.02% positive. The last
candidate we will be showcasing in this section is concerned with human protein ‘014734’ (Acyl-
coenzyme A thioesterase §), a possible mediator in the Nef-induced down-regulation of CD4 [444]
that we suspect to interact positively with the virus protein ‘Q90VU7’ as stated by RSSSTr (with
a probability of 99.81%). Such assumption is based on the latter protein’s neighbor ‘P04601° that
shares a valid positive interaction with the aforementioned human protein sequence (with a MI-
score value of 0.71) [439], alongside the fact that both virus proteins possess significant E-value
and Tc score values (settling at 3.67 X 10757 and 0.982 respectively), while sharing commune
characteristics that range from their essentiality in viral replication [445], their ability to increase
viral infectivity and avoid host defense [446], and their ability to down-regulate several infected
CD4+ T-lymphocytes related molecules [447, 434], hence, making RSSSTr estimations more
plausible, with Table 4.23 depicting COV and HIV sets top 5 most confident virus protein-based
candidate positive interactions.
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Table 4.22 Top 5 most confident drug-based candidate positive interactions involving drugs with no rule-of-5

violations, deduced based on neighboring drugs with no rule-of-5 violations regarding CDK set

CDK

(6{0)%

1 10Y%

[<P]

28
=
o
O =

Candidate
drug ID

Candidate drug
neighbors

CHEMBL72548,
CHEMBL 1241849,
CHEMBL4584344,
CHEMBL73243
CHEMBL72548,
CHEMBLA4584344,
CHEMBL73243
CHEMBLA4741442

P0649 CHEMBL309

3 573
CHEMBLA484
571

P5075 CHEMBL364

0 8095

Q0052 CHEMBL364

6 4032
CHEMBL364
8110

protein ID

POC6X7-
PRO_0000037309

POC6X7-
PRO_0000037309

P59637

POC6X7-
PRO_0000037309

K9N7C7-
PRO_0000422444

P04608
P04585-
PRO 0000042447
Q90VU7

Q76353

CHEMBL4442620

CHEMBLA4741442

Table 4.23 Top 5 most confident virus-protein-based candidate positive interactions across both target-target sets

Candidate virus Candidate virus

protein
neighbors

PODTD1-
PRO_0000449619

PODTD1-
PRO_0000449619

PODTC4

PODTD1-
PRO_0000449619

PODTDI-
PRO 0000449624
P04326
Q76353

P04601

P04585-
PRO_0000042447

Tc scores

between

candidate drug

and its

neighbors

0.798, 0.44, 100

0.467, 0.894 %

0.656, 0.515, 100

0.524 %

0.595 100
%

0.779 100
%

0.55 100
%

E-value scores Tc scores Candida
between candidate between te
virus protein and  candidate  human
its neighbors virus protein
protein ID
and its
neighbors
1.69x10713 0.907 P23396 100
%
1.69x107!13 0.907 P08865 100
%
3.3x10™6 0.953 075360 100
%
1.69x107113 0.907 Q14257 100
%
5.48x107? 0.81 Q9P0I2 99.9
9%
3.64x103 0.969 P53999 100
%
0.0 0.991 P31946 99.8
6%
3.67x1071%7 0.982 014734 99.8
1%
0.0 0.991 Q12824 99.7
4%
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Q72500 P12520 3.67x107° 0.983 QY9H4A6 996
7%

B. Matrix expansion task

Moving on to the main focus of this section that is the cooperation of RSSSTr and TSSTr to
accomplish matrix expansion task (i.e., fully automated drug discovery task), that is simply the
concatenation of a generative sub-task that is monitored via a recommendation one, through which
both models enable the incorporation of novel relevant drug candidates into interaction matrices
(hence the name matrix expansion), as depicted in Figure 4.34.

o Train RSSSTr to be able to
estimate the results of

interactions between
proteins P and drugs D.

@ Training phase
o Train TSSTr to be able to

o Exploit TSSTr to generate

@ Generation phase

Filter generated

TSSTr
P
Pl‘

3
g
5
2

8o
g
=
=

Figure 4.34 Matrix expansion task work flow

Focusing on the generative sub-task via which we introduce novel individuals to interaction
matrices, and to ensure the provision of real-world exploitable results; the new protein sequences
P’ that are integrated in an interaction matrix as new users (supposedly generated via TSSTr by
processing an interaction matrix’s drug residents D) are substituted by the mutated variants of
those already residing in the same interaction matrix (retrieved from Uniprot database [37]) due to
the fact that (1) there is no point in trying to process imaginary protein sequences that a studied
organism cannot encode, (2) trying to incorporate protein sequences from other protein families
would be less practical (different functionalities and locations), since RSSSTr only focuses on one
protein family during a training process, thereby it wouldn’t be able to generalize its knowledge
efficiently, (3) ensuring that new targets possess at least one neighbor that has already been
processed by RSSSTr (ensuring the ability of RSSSTr to generalize its results among
homogeneous individuals), and (4) providing the opportunity to further study and understand the
effects of mutations on the behaviors of protein sequences. Note that since we are not interested in
generating protein sequences via TSSTr; both target-target sets are ignored in this section.

Drug generation sub-task on the other hand is performed via TSSTr, knowing that transformer
architectures had already proven their potentials at generating said molecules by successfully
learning their chemical properties through processing their sequential representations [448].
Moreover, to further prevent the generation of drugs that are either invalid (a drug that cannot
physically exist), redundant (already exist), or harmful to use (e.g., possess high toxicity);
generated drugs are further filtered out based on their properties regarding eight molecular
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descriptors that most approved drugs abide to, including molecular weight (MolWt), count of H-
bond donors (HBD), count of H-bond acceptors (HBA), molecular logarithm of the octanol-water
partition coefficient (MolLogP) [334], rotatable bonds count (RotB), topological polar surface area
(TPSA) [449], the count of sp3 hybridized carbons over the total carbon count (FSP3) [450], and
the count of aromatic rings (#ArRNG) [451]. Consequently, matrix expansion task can be
considered as the fully-automated drug discovery task listed in Eq (4.39), where a generated drug
drugnew € D’ can only be considered as a novel candidate one only if it was generated via TSSTr
by translating a protein sequence p; (either a normal or a mutated sequence), while being valid,
nonexistent (we only checked in ChEMBL database [41]), and abiding to all eight molecular
descriptors threshold values set according to the 90" and 10" percentiles of Shultz study
regarding approved new chemical entities (NCEs) between the years of 1998 and 2017 [452].
Note that during the drug generation sub-task, the exploitation of TSSTr in its inference state would
result in the generation of one drug per unique target sequence, and to render it capable of
generating larger numbers drugs for the same finite set of protein sequences (would still be limited
by its own cognitive abilities though); TSSTr is deployed with and without dropout values (when
deployed, dropout values are set to 0.3 for all dropout layers present in the TSSTr).

is_valid_novel_drug(drugp..) if: drugnew = TSSTr(p;) for p; € {P U P’}
And is_valid(drugpey) = True
And exist_in_ChEMBL(drugp.,,) = False
And 213 < MolWt(Drugpe,,) < 571
And 0 < NumHDonors(Drug_new) < 4
And 2 < NumHAcceptors(Drug_new) < 10 Eq (4.39)
And —0.1 £ MolLogP(Drug_new) < 4.9
And 2 < NumRotatableBonds(Drug_new) < 11
And 33.9 < TPSA(Drug_new) < 144.1
And 0.17 < FSP(Drug_new) < 0.75
And 0 < NumAromaticRings(Drug_new) < 4

Starting with the drug-generative sub-task concerned with the GPCR set, where TSSTr is
exploited for a total of 11 epochs (1 with no dropout values, and 10 with all dropout values set to
0.3) to process GPCR set’s 6 protein sequences P and their 2162 mutated sequences P’'. This
process resulted in the generation of a total of 23848 drugs, which were reduced to a total of 334
(resemble 1.4% of the total generated drugs, with only 1 drug being generated by the non-dropout-
dependent TSSTr while the rest 333 were generated by the dropout-dependent TSSTr) after the
application of Eq (4.39) (while converting to canonical SMILES if necessary), with 229, 74, 26,
and 5 being characterized by having 0, 1, 2, and 3 violations to the eight molecular descriptors
listed in Eq (4.39) respectively. On the other hand, the application of the same procedure on the
CDK set, where all 13 protein sequences P alongside their 5852 mutated sequences P’ are
processed via TSSTr resulted in the generation of total of 64515 drugs, which were reduced to a
total of 1514 valid drugs (resemble 2.35% of the total generated drugs, with 7 drugs being
generated by the non-dropout-dependent TSSTr while 1507 were generated by the dropout-
dependent TSSTr) after the application of Eq (4.39), with 1133, 312, 62, and 7 being
characterized by 0, 1, 2, and 3 violations to the eight molecular descriptors listed in Eq (4.39)
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respectively. General statistics for our newly generated drugs regarding all eight molecular
descriptors listed in Eq (4.39) can be witnessed in Table 4.24 for both GPCR and CDK sets.

Table 4.24 Statistics of the newly generated valid drugs across both target-drug sets regarding five molecular
descriptors listed in Eq (4.39), with values in parentheses referencing the statistics of FDA approved NCEs from 1998
to 2017

920" 2 (4) 8 (10.2) 492.438 4.597 6(11) 34 108.696  0.545 1
perc (571.0) (144.1)  (0.75)

entil

e

Med 1(2) 6 (6) 422.887 3.317 4 (6) 2(2) 71.625 0.25 0

ian (383.4) (77.2) (0.4)

Mea 0.772+0.7 6.213£1.794 423.004+5 3.333+ 4.452+ 2.162+ 73.94+2 0.284+0 0.422+
ntst 84 (2.0) (6.4) 8.956 0.978 1.354 0.869 7.321 .168 0.701
d (400.0) (6.5) (2.0) (88.1) (0.43)

10t 0(0) 4(2) 351.464 2.225 3(2.00 1(0) 40.62 0.054 0
perc (213.0) (33.9) (0.17)

entil

e

90t 4 (4) 9 (10.2) 502.623 4.97 8(11) 44 113.65 0.519 1
perc (571.0) (144.1)  (0.75)

entil

e

Med 3 (2) 7 (6) 414.502 3.547 6 (6) 3(2) 87.215 0.429 0

ian (383.4) (77.2) (0.4)

Mea 2.641+1.2 7.423£1.467 418.019+6 3.551+ 6.003= 2.861+ 88.896+ 0.403+0 0.302+
ntst 74 (2.0) (6.4) 0.316 (400) 1.041 2.007 0.831 19.032 .109 0.566
d (6.5) (2.0) (88.1) (0.43)

10 1(0) 6(2) 348.769 2269 42 2 (0) 66.28 0.25 0
perc (213) (33.9) (0.17)

entil

(&

Concluding matrix expansion task with the exploitation of RSSSTr to perform matrix
completion sub-task on the expanded interaction matrices, which incorporate both protein
sequences P and their mutated variants P’ as users, alongside drugs D and novel drugs D' as items,
with candidate positive interactions that are concerned with the newly incorporated individuals
being retrieved by applying either Eq 4.40 or 4.41 (with the former being concerned with retrieving
candidate positive interactions that involve novel drugs, while the latter being concerned with
those that involve mutated protein sequences) on the expanded interaction matrices, where an
interaction that incorporates a new individual d,,.,, € D’ or py.,, € P’ is considered as a candidate
positive one only if it was estimated as a positive interaction by RSSSTr, while having at least one
valid positive interaction that involves one of the new molecule’s neighbors and the other molecule
participating in the same candidate interaction being correctly estimated as a positive interaction
by RSSSTr (note that candidate positive interactions that simultaneously involve mutated
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sequences and novel drugs are ignored, since both molecules possess no valid positive interactions
to support such assumptions).

Jcandidate_positive_ interaction(p;, dpew) if: RSSSTr(p;, dpew) = thgs
And ad,, € D:Tc(ECFPg(dnew), ECFP(dy,)) = thre p Fq (4.40)
And dvalid_positive_interaction(p;, d,,)
And RSSSTr(p;, dy,) = thgs, for p; € P
dcandidate_positive_ interaction(pnew, dj) if: RSSSTr(pneW, dj) > thgs
And Ap,, € P: Tc(ECFPs(Prew), ECFPs(py)) = thre p
And Evalue(pnew' pn) = thEvalue Eq (441)
And Jvalid_positive_interaction(py, d;)
And RSSSTr(pn, d;) = thgs, for d; € D

The application of Eq (4.40) on the GPCR set’s expanded matrix resulted in a total of 173
drug-based candidate positive interactions, incorporating 3 protein sequences and 173 novel drug
candidates that are characterized by having no violations to the eight molecular descriptors listed
in Eq (4.39), such as our novel drug that is identified by the canonical SMILES
"CC(C)Nelne2e(neIN1CCC(Oc3cec(F)ec3F)CC1)CCN(C(= O)C(C)F)C2’ (characterized by a
MolWt value of 477.531 while having 1 H-bond donors, 7 H-bond acceptors, 6 rotatable bonds,
2 aromatic rings, a MolLogP value of 3.866, a TPSA value of 70.59, and a F'SP value of 0.542)
and its candidate positive interaction with ‘P46095° (‘G protein-coupled receptor 6’ that’s
associated with ‘Lennox-Gastaut Syndrome’ and ‘Thyroid Dyshormonogenesis’ diseases, while
being involved in ‘Class A/l (Rhodopsin-like receptors)’ pathway [430]), that is estimated to be
100% positive by RSSSTr. Such claim is further strengthened by the novel drug’s 136 neighbors
(possess 137 neighbors in the GPCR set) which possess valid positive interactions with the
candidate protein with /€50 values that range between 0.0066 and 60nM, while having Tc values
that range between 0.421 and 0.884 regarding their similarity values with the new drug. Whereas
the application of Eq (4.40) on the CDK set’s expanded interaction matrix resulted in a total of
1314 drug-based candidate positive interactions that involved 9 protein sequences and 627 of our
newly generated drugs that are characterized by having no violations to the molecular descriptors
listed in Eq (4.39) such as *CC(C)N1CCN(c2ccc(Nce3necdcSceneeSn(CSCCCCS)ed4n3)nn2)CCL°
(characterized by a MolWt value of 457.586 while having 1 H-bond donors, 9 H-bond acceptors,
5 rotatable bonds, 4 aromatic rings, a MolLogP value of 4.159, a TPSA value of 87.89, and a F'SP
value of 0.48) and its candidate positive interaction with ‘P11802” (’Cyclin dependent kinase 4’
that’s considered as an unfavorable prognostic marker in both liver and renal cancers [433], while
being associated with both Melanoma’ and ’cellular senescence’ diseases [430]) which is
estimated to be 100% positive by RSSSTr, with the new drug’s 278 neighbors (possess 346
neighbors in the CDK set) that possess valid positive interactions with the candidate protein with
1C50 values that range between 0.13 and 100nM, while having Tc values that range between
0.421 and 0.815 regarding their similarity values with the new drug further supporting such
assumption. With top 5 most confident drug-based candidate positive interactions regarding our
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novel drugs that are characterized by no violations to the molecular descriptors listed in Eq (4.39)
and protein sequences of both GPCR and CDK sets being depicted in Table 4.25.

Table 4.25 Top 5 most confident drug-based candidate positive interactions that involve generated drugs (with no
violations to the 8 molecular descriptors listed in Eq (4.39)) and non-mutated protein sequences across both target-
drug sets

Q9N  O=clnc(OCC2COc3ncccc302)cc2nlCCelee( 128 out  0.422 ~ 0.01 ~ 100%
QS5 C#CCNCc3ccecc30)ceel-2 of 148 0.817 100.0

P460  CC(C)Nclnc2c(ncIN1CCC(Oc3ccc(F)ec3F)C 136 out  0.421 ~ 0.007 ~ 100%
95 C1)CCN(C(=0)C(C)F)C2 of 137 0.884 60.0

P322  O=C(/C=C/clccc(F)ccl)NICCN(S(=0)(=0)Cc 26 out 0.461 ~ 1.15 ~ 100%
49 2ccecc2F)CC1 of 27 0.69 81.0

P460  CC(C)Nclnc2c(ncIN1CCC(Oc3cce(F)ee3)CC 64 out 0.422 ~ 0.01 ~ 100%
95 1)CCN(C(=0O)CICCI)C2 of 64 0.723 0.391

Q9N  O=clnc(OCC2COc3ncccc302)cc2nlCCelee( 134 out  0.421 ~ 0.01 100%
QS5 C#CCN3CCCCC3)cecl-2 of 156 0.848 ~100.0

P1180 CC(C)N1CCN(Cc2ccc(Ne3ncedeScence5Sn(C5 245 out 0.421 ~ 0.13 ~ 100%
2 CCCC5)c4n3)nc2)CCl1 of 274 0.781 100.0

P064  CC(C)CC(=O)clece(Ne2nee(Br)e(N[C@H(C 25 out  0.423 ~ 3.0~96.0 100%
93 0)C(C)(C)O)n2)ccel of 27 0.506

Q005 CC(C)NCI1CCN(c2cee(Ne3needeseenee5n(C5 183 out 0.42 ~ 1.1 ~92.0 100%
34 CCCC5)c4n3)nc2)C1 of 383 0.83

P249  CC(C)(C)clecee2el/C(=N/Neleee(S(N)(=O0)= 38 out  0.424 ~ 1.2~93.0 100%
41 O)cc)C(=O0)N2 of 39 0.652

P507  COclccc(F)cel- 111 out 0.42 ~ 1.2 ~ 99.99
50 cleene2[nH]e(C3CCN(CC(=0)CO)CC3)ecl2 5160 0.828 100.0 %

As for the protein-based candidate positive interactions that are concerned with the newly
integrated mutated sequences; the application of Eq (4.41) on the GPCR set resulted in a total of
378416 candidate positive interactions that involved 1828 mutated protein sequences and 652
drugs (530, 95, and 27 have 0, 1, and 2 rule-of-5 violations respectively), such as the candidate
positive interaction that involves both ’Q9Y2T6’s mutate sequence (characterized by a mutation
in the 314" codon that altered ACC to ATC, resulting in the substitution of Threonine with
Isoleucine) that is associated with ‘Malignant tumor of prostate’ [434] and ‘CHEMBL4876009°,
which is based on the high similarity between the mutated sequence and ‘Q9HC97’ (with an E-
value score of 9.83 x 10738 and a Tc similarity of 0.822) alongside the fact that the neighboring
protein sequence possess a valid positive interaction with the candidate drug with an IC50 value
of 3.52nM, further supporting RSSSTr estimation regarding said candidate interaction being
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positive that reached the value of 65.87%. Concluding with the protein-based candidate positive
interactions that are deduced by applying Eq (4.41) on the CDK set, which resulted in a total of
6905254 candidate positive interactions that involved 5173 mutated protein sequences and 1863
drugs (1479, 323, 60, and 1 have 0, 1, 2, and 3 rule-of-5 violations respectively), such as the
candidate positive interaction that involves both P11802°s mutated sequence (characterized by a
mutation in the 184" codon that altered GAA to AAA, resulting in the substitution of Glutamic
acid with Lysine) that is associated with *CDK4-related condition’, ’Familial melanoma’, and
"Hereditary cancer-predisposing syndrome’ [434] and ‘CHEMBL4442620°. Such candidate
interaction is based on the high similarity between the mutated sequence and its neighboring
proteins "P11802°, Q00526°, P24941°, ’P06493°, *P50613’, and "P50750’ (with their E-value
scores ranging between 0.0 and 1 X 10~ while their Tc similarity values range between 0.81
and 1.0), alongside the fact that these neighboring proteins are in possession of valid positive
interactions with the candidate drug with all their IC50 values settling at 5nM, further
strengthening RSSSTr assumption regarding said candidate interaction being positive that reached
the value of 99.999%. Other protein-based candidate positive interactions that involve mutated
protein sequences and drugs with no rule-of-5 violations concerning both GPCR and CDK sets are
depicted in Table 4.26.

Table 4.26 Top 5 protein-based candidate positive interactions that involve mutated protein sequences and existing
drugs with no rule-of-5 violations regarding both target-drug sets

ICS50(m Candid

é T 2 § 2 & utated  ate
g - = 2 2 sequenc drug
= 5} = -
g 58 5 3 =<
= 2@ S ECS . S 2 g -
TS E5=35 g8z fgg el
52 E3€E%5 S£2% 3 X 0™
=z =228 =25 > = = candida
=2 =825 ¢ mE Qe = E & el
Q9H TTC—  P32249 6.52x1023 0.849 18.0 CHEMBL 999
C97  TTG at 3262891 4oy
170
P322  CGC—  QI9NQSs 1.1x10708 0.802 0.01 CHEMBL  100.
49 TGC at 3719012 oy
138
. Q9N CTC— P32249 9.01x10"7 0.81 6.4 CHEMBL 997
QS5 CCCat 3559986 gy,
O} 72
P460  TTC—  QINQS5 7.53%x10°7 0.867 0.01 CHEMBL 999
95 TCC at 3718528 oy
131
Q9Y2 CTG—  P46095 1.48x107%7 0.812 30.0 CHEMBL 999
T5 CGG at 3715787 oy,
152
P1180 TCG—  PI1802, 0.0,4.59x10%, 10,081, 4.2, CHEMBL  94.6
v 2 TTGat  P24941, 1.9x10-77, 0.812, 14.0, 424696 7%
2 e 2.02x10°7, 0.823, 24.0,
) P50613, 3.56x10°, 0.847,0.832 34.0,
P50750 1.87x1073* 20.0, 2.5
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Q005 GCC—  P11802, 3.25x10°1%4, 0.861, 5.0,5.0, CHEMBL 100.
34 ACCat  Q00526, 6.47x107% 0.853 50.5.0 4442620 0%
197 P24941, ’ 94 oo DU
P06493 9.02x107", 0.849, 5.0,5.0
> -89
P50613, 1.2x10°7, 0.837,
P50750 8.9x10°, 0.833, 0.809
3.71x107°
PO64  GTT—  P06493, 0.0,2.15x10', 1.0, 0.874, 1.0, 1.0, CHEMBL 100.
93 GCT at  P24941, 7_55><10'118’ 0.878, 1.0 2103840 0%
R 1.38x10°, 0.809, 42.0,
P11802. 2.19x1078, 0.812,0.836 1.0, 1.0
P50750 1.1x1073
Q927 CCC—  P24941, 7.08x107°, 0.852, 14.0, CHEMBL 997
72 ACCat  P06493, 5 5%10772 0831 24.0 424696 30,
200 Q00535, & o e
) 146x10°, 0.827, 34.0,
P50750, 1.1x107°, 0.818, 20.0,
P11802 3.68x1077, 0.831,0.826 2.5,4.2
1.0x10%
Q5M  TTT—  P24941, 3.22x1072, 0.834, 14.0, CHEMBL 990
D gfgat P%%‘g%s 3.63x107", 0.822, 24.0, 424696 gu
S 1.276x10°, 0.804, 34.0,
P50750: 2.98X10_65, 0.828, 20.0,
P11802 6.5%107°, 0.803, 0.822 2.5,4.2
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4.5. Conclusion

The DL-based approaches discussed in this chapter establish a comprehensive computational
framework for advancing intermolecular interaction prediction and de novo drug design through
modern RS paradigms. By formulating DTI prediction, drug repurposing, and molecular
generation as matrix completion and matrix expansion problems; our study bridges theoretical ML
constructs with biologically meaningful objectives. The integration of CNN-RNN architectures,
and transformer-based models demonstrates how sequential, structural, and contextual
dependencies within biological entities can be effectively captured, even in challenging scenarios
involving sparse data and orphan protein sequences. The consideration of diverse and clinically
relevant biological targets, including cytokines, CDKs, GPCRs, HIV, and SARS-CoV-2,
highlights the applicability of the proposed systems across heterogeneous therapeutic landscapes.
Rigorous training, evaluation, and biological validation criteria further ensure that predictive
performance aligns with domain-specific relevance rather than purely statistical optimization.
Collectively, the presented methodologies illustrate the potential of DL-driven recommender and
translation systems in enhancing interaction discovery, supporting systematic drug repurposing,
and enabling generative exploration of novel compounds, thereby providing scalable and adaptable
solutions to contemporary challenges in computational drug discovery in bioinformatics.
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In summary, this thesis focused on the challenges arising from the growing scale and
complexity of modern biological data, alongside the limited generalization capabilities of existing
computational models across intermolecular interaction prediction scenarios. The rapid increase
of heterogeneous, high-dimensional, and sparse biological datasets has exposed the weaknesses of
approaches that rely on global features, fixed descriptors, and strong dependence on historical
interaction records alone. Within this context, researchers were driven by the need to design
computational frameworks that can leverage the sequential and structural molecular
representations of biological entities to provide more dependable estimations, all while deploying
prominent techniques that enable the efficient mitigation of data sparsity across diverse
intermolecular interaction settings, involving orphan and mutated protein sequences, alongside
newly developed drug candidates. More broadly, this work positions recommender systems as a
unifying computational paradigm for bridging biological complexity and heterogeneity, and
scalable learning in modern drug discovery workflows.

The first major contribution of this thesis is the development and validation of the RSCRDL
and its greedy variant RSCRDL F as problem-specific, deep learning-based recommender
systems tailored to intermolecular interaction prediction. Through the direct exploitation of the
sequential representations of proteins and drugs; RSCRDL departs from conventional reliance on
global or handcrafted molecular features by demonstrating that richer latent representations can be
learned through convolutional and recurrent architectures applied on the aforementioned
representations in a natural-language-processing fashion. The integration of content-based
components in RSCRDL _F further addresses typical recommender system limitations, such as
cold-start and poor generalization, while preserving collaborative filtering strengths. Experimental
results on multiple datasets show that sequence-aware recommendation can outperform general-
purpose state-of-the-art models, while remaining effective even when applied to orphan protein
sequences, highlighting the suitability of the proposed approach for biologically constrained and
data-sparse environments.

The second core contribution extends this paradigm toward more advanced predictive and
generative settings through the introduction of the transformer-based RSSSTr recommender
system and the TSSTr molecular translator. These models jointly exploit sequential and structural
molecular representations, enabling the recommendation of both existing and novel drug
candidates for regular, mutated, and previously unobserved protein sequences. The proposed
FP indexation mechanism and enhanced encoder architecture improve structural feature
extraction and training stability, while the formulation of intermolecular interaction prediction as
both a matrix completion and a matrix expansion task opens the door to de novo drug design within
recommendation frameworks. By coupling generation and relevance-assessment, this contribution
demonstrates how recommenders and translators can be synergistically combined to produce
chemically valid and biologically meaningful candidate molecules.

Looking forward, several promising research directions emerge from this work. Future efforts
may focus on developing more biologically informed recommender systems that integrate deeper
domain knowledge with machine learning techniques, ultimately enabling models not only retrieve
relevant candidates, but actively generate suitable molecular structures in a manner analogous to
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generative adversarial frameworks. Additionally, refining feature extraction mechanisms to
localize and model specific molecular interaction sites represents a critical step toward improving
interpretability and biological fidelity. Leveraging such fine-grained interaction knowledge could
support the targeted generation of molecules that explicitly incorporate functional binding motifs,
thereby enhancing the efficiency and relevance of computational drug discovery pipelines.
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